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CHAPTER 1

1.1 Introduction

Within a field as forward-focused as Natural Language Generation (NLG), researchers
may forget to look back at the origins and evolution of their community. Many in-
teresting writings by, for instance, Kabbalist Mystics in the 13th century who were
trying to understand the sacred and unknown by permuting language according to for-
mulas (Schwartz, 2019), poetry generated using a chessboard by rederijker Matthijs de
Castelein (De Castelein, 1555), Laputan Generators in Gulliver’s Travels (Swift, 1774),
or Tristan Tzara’s instructions on how to make a Dadaist poem (Tzara, 1920), have flown
under the radar of most people working on NLG. However, despite its long tradition, it
cannot be denied that the very recent progress in NLG—that is to say, the progress in
the last 10-odd years—has been especially significant and unprecedented. This progress
would not have been possible if if it was not for the boom in available data and the
tools to work with this data (Li, Tang, Zhao, & Wen, 2021). Recent estimates say that
just Google, Amazon, Microsoft and Facebook collectively store 1,200 petabytes of data
(that is 1.2 million terabytes, enough to store 400 trillion songs; Mitchell, 2019). It is
fascinating to think about the fact that this cornucopia of data has been almost entirely
produced by humans; by typing a blog post, recording a video, taking a photo, and so
on. This goes to show how undeniably prolific humans are at producing data.

However, besides human-produced data, it is also increasingly common that sensors and
other devices produce data. Think, for instance, of weather data, or the data that a
modern-day smartwatch is keeping track of by using sensorial observations. Note that
the raw streams of data coming from these sensors are often incomprehensible for all
but expert users. Luckily, computers may complement our shortcomings in these ar-
eas as well. This is where data-to-text generation systems—systems that generate texts
from non-linguistic data (Reiter, 2007)—could provide support. By converting difficult
to parse data streams into human-language texts, laypeople could obtain a greater un-
derstanding on various issues and topics, without having to rely on large quantities of
manpower from experts to translate this data (Gkatzia, 2016). That is also why data-to-
text generation has been of particular interest in academic settings and industry settings
alike in recent years. The aforementioned types of data streams are for instance some
of the many examples of data that have been successfully converted to natural language
text both in academia and in industry use cases.

However, despite all effort currently going into data-to-text development, it is still a
relatively niche phenomenon which most people rarely encounter in their day-to-day
lives. There are still some limitations, both practical and theoretical, that may hamper its
adoption in more real-world applications. More specifically, current data-to-text systems
require a lot of effort to be developed. Methods to decrease this effort (i.e., learning-
based methods) show potential but still need extensive development. These limitations
form the starting point of the current dissertation. The rest of this chapter will map the
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General Introduction

current state-of-the-art of data-to-text generation and discusses the current-day issues
and challenges that accompanies this domain in more detail. These issues are then
also linked to studies that are discussed in the various chapters paired with research
questions the studies aim to answer. After this, a general outline of the research in
this dissertation will be presented. In sum, the main focus of this dissertation is to
facilitate further developments in (mainly) learning-based NLG by (1) introducing novel
architectures for data-to-text generation with a focus on increased control over output
production, (2) introducing a new resource for data-to-text generation, and discussing
ways to extend this resource, and (3) mapping current evaluation practices and methods
to conduct a proper evaluation of automatically generated text.

1.2 Development Inefficiency and Lack of Reproductivity of
Rule-Based Systems

Even though data-to-text systems have been developed since the 70s (Glahn, Peroutka,
Ruth, 1970; Davey, 1972; Chester, 1976), it seems that they have only recently started
to gain traction in real-life applications. This can especially be witnessed in the domain
of journalism, where many of the industry’s data-to-text systems (or: robot journalists)
are deployed. For instance, tech companies such as Automated Insights and Narrative
Science have started to collaborate with news media organizations such as Associated
Press, Forbes and Yahoo, to facilitate the automatic generation of finance and sports
news stories (Fırat, 2019). Outside of the Anglophone world, examples of data-to-text
systems in journalism have also started to appear recently. For instance in the Nether-
lands, various news organizations have developed systems to automatically report on, for
example, election results and traffic accidents (see Figure 1.1).

Figure 1.1: Dutch news articles on new NLG systems being introduced in the news-
room

One of the main reasons why journalism has set its eyes on data-to-text systems is the fact
that robot journalists have the unique ability to generate news stories from data almost
instantaneously, making it possible to produce large quantities of reports without much
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effort (Bucher, 2017; Gatt & Krahmer, 2018). That is also why most data-to-text systems
in the field of journalism are applied in domains where the potential for producing these
large quantities of reports really shines. For instance, Yahoo’s data-to-text system utilizes
American football data to generate personalized fantasy football reports tailored to every
individual’s fantasy football profile the data-to-text system from the Associated Press
produces financial reports on the large quantities of earnings reports that are released
every day, and the Dutch examples generate textual overviews of election results and
traffic accidents for every municipality individually. All these examples would require a
tremendous amount of human effort to achieve similar productivity.

The previous examples also illustrate how these techniques work for a variety of topics:
American football, financial reports, election reports, traffic incident reports. One may
think such different topics require unique approaches, but most—if not all—real-world,
practical data-to-text systems have been created with a similar rule-based “pipeline”
approach (Caswell & Dörr, 2018). The idea behind this approach is that converting data
to natural language text is a too big and complex undertaking to do all at once. Thus,
it is better to divide this process up into several distinct steps, each represented by a
module. The first modules start by answering questions such as “Which information
needs to be communicated?” and “What should the structure of the message look like”,
while modules later down the pipeline carefully create an output, choosing the right
referring expressions, and redact the report based on grammatical rules (Reiter & Dale,
2000). These pipeline architectures may rely on “templates”, which are texts (mostly
single sentences) with built-in placeholders. These placeholders can be filled with all
kinds of data, either verbalized or numerical. For instance a template like “Tomorrow a
maximum temperature of <max_temp> is expected.” contains a gap (<max_temp>) which
can be filled with the maximum temperature as is found in the corresponding weather
data. By using these templates, and applying them with if/then rules (“If it is going to
rain, use a template about the amount of rain that is going to fall.”), it is possible to
create a data-to-text system that covers a great variety of situations with only a limited
number of text.

The output of these systems are “controlled”: no unexpected utterances can occur as
everything is bound by handcrafted rules, which is especially useful for the journal-
ism domain where accuracy is essential. Furthermore, these rule-based pipeline systems
can produce texts of decent quality, provided that they have been carefully developed
(e.g. van Deemter, Krahmer, & Theune, 2005). However, this careful development is
a significant bottleneck for the pipeline approach. Investing time and resources in the
development of a pipeline-based data-to-text system may just not be feasible for many
companies, especially in the journalism domain as news organizations worldwide are fac-
ing a downturn in revenue which is expected to continue in the future (Kim & Kim,
2017). In theory, having a pipeline architecture with separate modules could help de-
crease development time as well-crafted modules could be reused across applications
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(Castro Ferreira, van der Lee, van Miltenburg, & Krahmer, 2019). However, this is not
often applicable in the case of robot journalism, since the software they use is likely to
be proprietary. On the other hand, most of the data-to-text systems with a pipeline
architecture in academia are inaccessible because the code for these systems has become
obsolete or abandoned over the years. All this means that when a new news organization
wants to utilize a data-to-text tool they need to reinvent the wheel, which is especially
impossible for smaller news organizations as they simply lack the funds, manpower, and
in-house expertise to develop such a tool.

Chapter 2 of this dissertation discusses two studies that focus on tackling this issue. First,
an open-source rule-based data-to-text system is developed—a partial reproduction of an
older system (i.e., GoalGetter Theune, Klabbers, de Pijper, Krahmer, & Odijk, 2001)—
that focuses on producing soccer reports. This system forms the starting point from
which the research in subsequent chapters is developed as well. Its modular architecture
was specifically aimed at re-usability of the code, so that it can be used for various other
purposes other than Dutch soccer reports.

Furthermore, one of the novelties of the system described in Chapter 2 is the inclusion
of a “tailoring” module, that produces three different reports based on the same data
(a single soccer game). These reports differ in the tone of voice that they use (more
subjective towards fans of each team vs. a “neutral” report). Such a tailoring module
illustrates the potential for personalization that NLG has. Furthermore, the aim of the
tailoring module is to improve perceived text quality that is oftentimes holding pipeline
approaches to NLG back; even the most well-crafted systems using a pipeline approach
will likely produce texts that are perceived as more superficial, repetitive, and less varied
compared to human-written texts (Thurman, Dörr, & Kunert, 2017; Van Dalen, 2012).
The amount and complexity of handcrafted rules that is required to report on data as
specific as humans can, is getting increasingly hard to construct when the number of rules
increases as well, especially when the domain itself is complex (Gkatzia, 2016). Even with
this limit, some “tricks” could be implemented that may increase overall enjoyment of
the output texts. The large amount of text variants that can be produced by data-to-
text systems, could allow for increased personalization (Gatt & Krahmer, 2018). The
previously described Yahoo system, for instance, does this on a content selection-level
by tailoring the relevant information to individuals’ needs (having the text focus on
the events in American football that are relevant to one’s fantasy football team), but we
extend this concept further in Chapter 2 by focusing on the tone of voice. If organizations
that supply texts keep profiles on its readers, they could create variants of texts that fit
an individual’s literacy level, or tonal preferences, for instance. This “affective” tailoring
could therefore help to make pipeline-generated reports less dry and static.

After creating this system, three evaluations are conducted. A first, general, study mea-
sures the perceived text quality of the system compared to human-written texts, whether
the tailoring of reports is evident, and also investigates existing preconceived notions
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about the quality of human-written texts vs. computer-generated. The second study
investigates the effects of tailoring more specifically: fans of a team that is represented
in the computer-generated reports are asked questions about text attractiveness and un-
derstandability. These reports are manipulated to either be tailored to them (as fans), or
tailored to fans of the other team. Differences in these attraction and understandability
scores could indicate whether affective tailoring (i.e., manipulating the tone of voice)
can positively affect people’s perceptions of texts generated by a rule-based data-to-text
system. Finally, a user testing study in the newsroom is conducted to investigate to
what degree the developed rule-based data-to-text system is usable for journalists. The
importance of various forms of evaluation is further discussed in Section 1.5. All these
components of the system described in Chapter 2 lay the foundation for the further
explorations in this thesis, with its focus on system architecture, challenges related to
constructing an appropriate set of input data, and system evaluation.

1.3 Statistical and Neural Data-to-Text Approaches Lack
Control

While most real-world examples of data-to-text systems are pipeline systems, they have
become increasingly less common in academia. The same issues regarding the required
time to develop such a system, and the limits to complexity with rule-based approaches
were recognized (Gkatzia, 2016), and trainable approaches (i.e., approaches where a
computer “learns” how to generate texts from examples) were investigated as a possible
solution. First, attempts were based on statistical approaches (e.g., Barzilay & Lapata,
2005; Barzilay & Lee, 2004; Kondadadi, Howald, & Schilder, 2013; Liang, Jordan, &
Klein, 2009), where a probabilistic grammar is trained to generate text (e.g., “What
is the most likely candidate word to use here, based on the previous words?”). The
statistical approach was the first to offer a glimpse of the possibilities to move away
from rules and separate modules (Gatt & Krahmer, 2018). However, this development
surged when neural models made their appearance in NLG (Bahdanau, Cho, & Bengio,
2016; Wu et al., 2016). In contrast to statistical approaches that could still only handle
specific subtasks, the neural approach with its more advanced models could convert
data into natural language text in an end-to-end fashion (i.e., without any intermediate
steps/modules). The sophistication of neural models also makes it increasingly possible
to reliably convert data that is too complex to handle with the rule-based and statistical
methods (Garbacea & Mei, 2020) (for instance due to the specificity of the data, like you
could encounter with a biographical text). Thus, these neural methods are oftentimes
seen as the goose that lays the golden eggs: it can handle more complex data than
is possible with other methods, and its end-to-end architecture means that not much
human effort is required to apply it to different domains. A neural data-to-text system
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basically could work for all domains it is trained on, without having to rewrite whole
statistical modules, or having to implement large amounts of new rules manually.

However, neural approaches are no panaceas. Neural approaches, with all their complex-
ity, are known for their “black box” architecture (Faille, Gatt, & Gardent, 2020), meaning
that it is (nearly) impossible to know what is happening under the hood of a neural net-
work. In contrast to rule-based approaches that are known for their “controlled” output,
neural approaches can be prone to issues such as hallucination (reporting on events that
cannot be found in the data), repetition (repeating words and phrases, or reporting an
event repeatedly), and omission (leaving an event from the data out of the text). This
not only means that there is an inherent danger of reporting inaccuracies—something
you really want to avoid in journalism, where accuracy and realiability are of the utmost
importance—but the black box makes it challenging to understand and solve these issues
(Faille et al., 2020).

Chapter 3 attempts to reduce the size of this black box by experimenting with architec-
tures in statistical and neural data-to-text generation. The study in this chapter, tries to
add explicit steps—akin to the pipeline approach—back into the end-to-end architecture
of statistical and neural approaches. These steps focus on delexicalization (i.e., removing
parts of texts that represent data to create a template-like sentence) and relexicalization
(i.e., filling in the variables of the template-like sentence again to create a full sentence).
It is hypothesized that adding explicit steps into a statistical/neural architecture could
reduce the hallucination, repetition and omission of data, since statistical and neural
models might be more capable at training the model well when texts are more homo-
geneous, thus possibly easier to predict and understand (Wiseman, Shieber, & Rush,
2018). The data-to-text system with explicit steps in the architecture is then compared
to a data-to-text system with an end-to-end approach using an automatic evaluation
(using metrics that measure text-overlap of a generated text with the original text), and
a human evaluation. In short, Chapter 3 aims to answer the following research question:

Q1: What is the effect of adding explicit steps to neural and statistical ap-
proaches on output quality?

1.4 Lack of Appropriate Datasets

While neural approaches can theoretically be trained on any domain, they need to be
trained on large quantities of data to perform well. In some cases, this is not that much of
an issue. For instance, Google has access to more than enough relevant data (such as click
behavior) to optimize search results with a neural model (Cheng et al., 2016). However,
for data-to-text generation, obtaining enough data is more challenging. You would need
a specific type of data: aligned data-text pairs (i.e. a captured event in data format, with
corresponding text). This type of data, however, rarely occurs in the wild (Shimorina,
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Khasanova, & Gardent, 2019), which means that deliberate (resource-intensive) efforts
need to be undertaken to create a dataset for a neural data-to-text system to be trained
on (Oraby, Harrison, Ebrahimi, & Walker, 2019). Half of the datasets used in Chapter 3
contain texts that are generated by a rule-based data-to-text system from the data. Using
a rule-based data-to-text system may be an effective way to create large-scale datasets in
the right format for neural data-to-text, but training a neural model on this dataset may
not be all that useful: you are essentially reverse-engineering a rule-based system that
is already doing its job well (Reiter, 2017). Furthermore, neural data-to-text generation
has the potential to handle more complex domains and data than a human might be able
to capture with rules, which is not being realized when you only let the system learn
the—oftentimes simple and straightforward—output of a data-to-text system.

This is why more efforts have been undertaken to create datasets with human texts re-
cently. This is generally done using “crowdsourcing” methods: researchers collect a fair
amount of data, and have people verbalize this data (after these people have received
instructions and training on how to do so). When a large number of people participate
in the creation of such datasets (which becomes increasingly possible with online crowd-
sourcing platforms), the resulting dataset would have a size that is appropriate for neural
networks to be trained on and the texts in the dataset may well be be a step up compared
to the rule-based output texts that were used previously. However, creating a dataset in
such a way still requires a lot of costly manual labor. Recall the aforementioned issues
with the effort to develop rule-based data-to-text systems; it appears that resources are
just spent on different components for neural data-to-text systems, instead of decreasing
the required development time overall. Furthermore, the difficulty of creating such high
quality datasets means that currently only a limited amount of these datasets exist (most
notably WebNLG and E2E, Gardent, Shimorina, Narayan, & Perez-Beltrachini, 2017a,
2017b; Novikova, Dušek, & Rieser, 2017). This lack of appropriate datasets also means
that only a few domains and languages are currently suitable for training neural data-to-
text systems. Finally, one could still question the degree to which the potential of neural
models is fulfilled with datasets created using crowdsourcing. While the texts in these
crowdsourcing-based datasets are likely more varied compared to the texts produced by
rule-based data-to-text systems, the fact that crowdsource workers are instructed to ver-
balize small amounts of data in only a few sentences without much context may lead to
more careful control over the context (i.e., participants do not have much opportunity
for including aspects not described in the data Zarrieß et al., 2016), but it also means
that the overall intent is very similar to that of a rule-based NLG system: providing a
direct “translation” of the data focused on high fidelity. In that case, training a neural
data-to-text system on such datasets will produce texts that are about as dry and static
as those from a rule-based data-to-text system. Moreover, training on such datasets still
may seem like reverse-engineering a rule-based system, but just with extra steps.

In sum, the current landscape illustrates the need for more datasets, that on the one
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hand explore more languages and domains so that neural data-to-text systems can be
more diverse and can be employed for a wider variety of situations. On the other hand,
the current landscape also showcases the need for different dataset creation methods
that require less resources and that challenge the neural models to surpass—rather than
imitate—simple handcrafted rules, creating more fluent and enjoyable texts in the pro-
cess. These challenges are the focus of Chapter 4 and Chapter 5.

The study described in Chapter 4 focuses on developing a new dataset for data-to-text
generation. This dataset encompasses English as well as Dutch entries, and four different
domains (incidents, sports, stocks, and weather). Thus it allows for neural data-to-text
systems to be deployed in a larger variety of situations. As stated previously, aligned
data-text pairs are required to train a neural data-to-text system. The typical way of
capturing these pairs is with crowdsourcing: data serves as a starting point and crowd-
source workers then add verbalizations to this data. This creation process is reversed in
Chapter 4: human-authored texts form the starting point for which the underlying data
are annotated by humans, similar to Oraby et al. (2019). This approach allows for the
use of unedited sentences from news articles on a variety of topics written by professional
journalists and meteorologists rather than (inexperienced) crowdsource workers. These
sentences therefore potentially contain more lexical variety, leading to more fluent and
enjoyable sentences, connect to underlying data in more complex ways, and hence offer
more indirect descriptions of data. This makes generating texts more challenging for
neural models, as they have to learn to understand more difficult connections, and may
have more difficulty to understand which parts describe which data elements.

Furthermore, the dataset introduced in Chapter 4 is structured in such a way that it
also allows for neural data-to-text systems with explicit steps in their architecture, like
the one described in Chapter 3, as datasets that allow a neural model to have such
architectures are even less common. Finally, a description of the development process
of the dataset is provided in Chapter 4, together with statistics that compares the size
and lexical characteristics to the WebNLG corpus (Gardent et al., 2017a, 2017b). This
chapter aims to investigate the following research question:

Q2: How can a dataset for neural data-to-text generation be created with a
focus on diverse, naturally occurring texts?

The dataset creation process described in Chapter 4 allows for more variety in—and
different lexical characteristics of—the training texts compared to what one might get
with the more commonly used crowdsourcing method. However, creating a dataset of
a size that is sufficient for data-hungry neural models is a resource- and labor-intensive
endeavor whichever method is used for the design of the dataset. Chapter 5 therefore
builds upon the dataset described in Chapter 4 to investigate if the amount of necessary
effort can be reduced by creating new “synthetic” data using neural methods from a
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smaller-sized dataset, and if the inclusion of this new automatically created data actually
improves the performance of current-day neural data-to-text systems. More specifically,
two different methods of creating new synthetic data are used in this study. One where a
neural model is trained to produce variants of sentences that are semantically similar, by
changing content words with synonyms or viable alternatives (data augmentation), and
one where a neural model is trained to automatically annotate underlying data from texts,
similar to what was done manually with the creation of the dataset in Chapter 4 (pseudo-
labeling). Then, a neural data-to-text system that uses a state-of-the-art architecture is
trained on the datasets created with these methods to see if they provide an improvement
in text quality and diversity.

The potential improvement of the two methods of data creation are investigated in
a multi-part evaluation study that focuses on the quality and diversity of the output
texts from the data-to-text system when trained on the extended datasets, or when
using just the “raw” original datasets. First, the quality of output texts are measured
using automatic text overlap metrics that aim to approximate text quality (similar to
the ones used in Chapter 3) and automatic metrics that measure diversity. Then, a
human evaluation study is presented that is aimed at providing a structured, methodical
overview of the effects of the different methods of data extension per dataset, dataset
type, dataset language, and per criterion of text quality. Finally, an error analysis is
presented that aims to give a more detailed overview of the different challenges that may
arise when using data extension methods, or challenges it may actually solve. Chapter 5
addresses the following research question:

Q3: To what extent can the amount of aligned data-text pairs, to train
a neural data-to-text system, be automatically extended, and what is the
impact of different synthetic data creation strategies on textual output?

1.5 Lack of Standardization in Evaluation

The previous sections talked about issues with the quality of output by rule-based as well
as neural data-to-text systems. However, it is currently difficult to say with certainty
to what degree the output of most rule-based systems is considered dry and static, to
what degree issues such as hallucination, repetition and omission are commonplace with
neural systems, and how much issues like hallucination, repetition and omission affect
text quality at all (Gkatzia, 2016). With the aforementioned surge of improvements in
the field—which are especially noticeable when looking at the speed of improvements in
neural approaches—researchers often have little time for a careful evaluation of their sys-
tem, as they run the risk of their approach being outdated by the time the evaluation is
done and therefore they may prefer quick and simple automatic metrics. However, these
metrics are generally considered poor reflections of actual human perceptions of text
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quality (Ananthakrishnan, Bhattacharyya, Sasikumar, & Shah, 2007; Novikova, Dušek,
Curry, & Rieser, 2017; Reiter, 2018; Sulem, Abend, & Rappoport, 2018). This means
that improvements in evaluation methodology are lagging behind to the technical inno-
vations that we are seeing. The lack of investment in human evaluation also means that
standardization of evaluation is currently lacking: there are no standardized question-
naires that measure text quality, nor is there a validated set of criteria that constitute
text quality (Gatt & Belz, 2010; Hastie & Belz, 2014). In other words, researchers in the
field have to follow their intuitions about what would be the best way to evaluate their
system, should they conduct a human evaluation, resulting in a large variety of human
evaluation methods that may or may not be a proper assessment of the system’s quality.
Moreover, making a comparison between the quality of two systems is very difficult to
do if the evaluation methods differ greatly.

Chapter 6 describes the current state-of-the-art for human evaluation in NLG, and uses
this to formulate best practices for the field. The starting point of the chapter is the
lack of standardization, which is exemplified using a bibliometric study that takes a
representative sample of relevant papers on Natural Language Generation from recent
years into account. This study indeed supports the notion that there is a high degree of
variation in the way that evaluation studies are conducted—particularly in the case of
human evaluation.

After investigating and discussing some of the variety that is found in the sample of
studies, a critical review is presented that highlights contemporary issues. These issues
are followed up on by discussing best practices based on insights from various fields
of study. The aim of these best practices is to give an overview of the issues that
are currently plaguing NLG the most, while also providing solutions that may broadly
apply to various kinds of evaluations that appear in the domain. The following research
question is investigated in Chapter 6

Q4: What is the current state-of-the-art in human evaluation for NLG, and
what are best practices for the field?

1.6 Dissertation Outline

By answering the research questions outlined in the previous section, we will be better
able to map to what degree the current-day issues in data-to-text are persistent. The
ultimate goal of this dissertation is to offer ways forward to mitigate the issues that
currently hamper adoption of data-to-text systems in real-world applications. With a
broader user base, in turn, we could further enhance development and understanding of
data-to-text generation. Chapter 2, Chapter 3, Chapter 4, Chapter 5, and Chapter 6
each address one or more of the issues currently plaguing the data-to-text landscape.
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It should be noted that this dissertation is a collection of stand-alone, previously pub-
lished papers (Chapter 2, Chapter 3, Chapter 4, and Chapter 6) or papers that are
currently under review (Chapter 5). The original papers that the chapters are based
on, are also mentioned at the start of each chapter, which shows that the chapters are
in chronological order in terms of date published, with the exception of chapter 6. As
noted throughout this chapter, NLG has gone through a rapid development recently,
which means that the state of current-day NLG is vastly different from the state of NLG
in 2017—the year the first paper in this dissertation was published. This also means
that there may be sections in the rest of the dissertation where an overview is given of
the state of the field, or where the novelty of a system is argued, that were an accurate
reflection at the time but nowadays feel outdated.

Since each chapter is based on different studies, they can all be read in isolation as they all
have their individual abstracts, introductions, literature overviews, etc. Simultaneously,
all chapters are also intrinsically linked with each other, which is made explicit by the
final section of each chapter that explicitly discusses the link with other chapters. These
connections also inevitably mean that chapters might contain some redundancy in the
topics and methods that they discuss.

Finally, Chapter 7 provides an overview of the studies discussed in the dissertation and
the insights gained from them. Answers are provided to each of the research questions
as discussed in this chapter. Furthermore, the implications of the studies presented in
the dissertation are elaborated upon, and current-day challenges related to the study are
discussed, together with directions for future research. Finally, a general conclusion is
presented.
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Chapter 2

PASS: A Dutch Data-to-Text
System for Soccer, Targeted
Towards Specific Audiences

Abstract This chapter presents PASS, Personalized Automated Soccer texts System,
a data-to-text system that generates Dutch soccer reports from match statistics. The
purpose of this system was to create a framework for data-to-text systems that can be
built upon and used as a source for other data-to-text systems by academic institutes and
companies. An open-source modular approach to the design of the system was employed
to make this possible.
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This chapter is based on:

• Lee, C. van der, Krahmer, E., & Wubben, S. (2017). PASS: A Dutch data-to-text
system for soccer, targeted towards specific audiences. In Proceedings of the 10th
International Conference on Natural Language Generation, INLG 2017 (pp. 95-
104). Santiago de Compostela, Spain: Association for Computational Linguistics.

• Lee, C. van der, Verduijn, B., Krahmer, E., & Wubben, S. (2018). Evaluating
the text quality, human likeness and tailoring component of PASS: A Dutch data-
to-text system for soccer. In Proceedings of the 27th International Conference on
Computational Linguistics, COLING 2018 (pp. 962-972). Santa Fe, New Mexico,
USA: Association for Computational Linguistics.
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2.1 Introduction

The potential for independent robot journalists to contribute to a newspaper or news
website without requiring much, if any, human effort, has garnered the interest of news
organizations worldwide. One of the domains that is especially viable for automation is
the domain of sports, since the outcomes of most sports matches can be extracted from
the data. Additionally, sports statistics (who played, who scored, etcetera) are stored for
many games that are neither visited, nor reported on by sports reporters. Automated
text generation systems can generate reports for these games.

However, many applied text generation systems used for journalistic purposes (e.g. Word-
smith1, Quill2) are closed systems that are inaccessible for the general public and for
interested researchers. As a result, it is not fully transparent how these systems work.
At the same time, early NLG systems on sports-reporting (André, Herzog, & Rist, 1988;
Robin, 1994; Theune, Klabbers, de Pijper, Krahmer, & Odijk, 2001, among others) are
also inaccessible because the code for these systems has become obsolete or abandoned.
The goal of this paper, therefore, is to present a new data-to-text system, which we call
Personalized Automated Soccer texts System (hereafter: PASS). PASS is inspired by
earlier NLG research and capable of generating soccer reports from data. The system is
open-source, freely available, and set-up in modular way, so that interested researchers
can use the system as a testbed for their own, possibly specialized NLG algorithms.3

Importantly, one of the strengths of data-to-text generation is that texts can easily be
tailored towards specific audiences (Gatt & Krahmer, 2018). In order to showcase this
strength, PASS not only produces a neutral report in a style similar to press agency
texts, but also produces two texts for fans of each of the teams participating in a soccer
match. The difference between these texts is the tone of voice in the reports. One of
the goals for the development of PASS was to generate reports with affective language
that would be expected when people report on an event they are emotionally invested in,
similar to the reports one would find on the websites of soccer teams Braun, van der Lee,
Gatti, Goudbeek, and Krahmer (2021). This means that the focus of the report is mostly
on the club that the reader identifies with (e.g., “De Graafschap loses in Alkmaar”).
Furthermore, if the club of the targeted audience loses, the tone of a PASS report would
be more disappointed or frustrated (e.g., “De Graafschap ran into a major setback in
the match against AZ.”) and if the club of the targeted audience wins, the tone would be
more upbeat (e.g., “AZ booked a resounding victory at home against De Graafschap on
Friday.”). The language of these reports was made to look similar to the reports written
by professional journalists by basing the text templates that the system generates on
journalists-written soccer reports.

1https://www.automatedinsights.com/
2https://www.narrativescience.com/
3https://github.com/TallChris91/PASS
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Furthermore, the PASS project fits with the increased emphasis on (human-based) eval-
uation in NLG. In particular, we evaluate PASS and its tailoring components with three
studies that encompass intrinsic as well as extrinsic evaluation, and quantitative as well
as qualitative evaluation.

2.2 Related Work

2.2.1 Data-to-Text in the Sports Domain

Data-to-text systems, systems that “generate texts from non-linguistic data, such as
sensor data and event logs” (Reiter, 2007, p. 97) have been gaining steady traction in
newsrooms worldwide. They offer great advantages in terms of speed and scale of news
coverage. However, their usability also depends on the availability of structured data
(Graefe, 2016). This is why a large amount of data-to-text generation research focuses
on domains such as weather forecasts (e.g., Belz & Kow, 2010; Gkatzia, Lemon, & Rieser,
2016; Ramos, Alonso, Reiter, Van Deemter, & Gatt, 2019), medical reports (e.g., Gatt
et al., 2009; Gkatzia, Rieser, & Lemon, 2016; Hommes et al., 2019), and financial reports
(e.g., Nesterenko, 2016).

Sports is also an area that has drawn the attention of NLG researchers. This domain is
appealing because the discourse ordering step could be (partly) fixed for many sports.
At the same time, the sports domain is complex enough that it gives rise to many chal-
lenges at almost every stage of the data-to-text pipeline (Barzilay & Lapata, 2005).
Data-to-text systems in the sports domain can be roughly divided into two categories.
The first category is the commentary category. Systems in this category produce texts
in a style that is similar to the live commentary that can be heard when watching a
live sports event. This means that content selection and discourse ordering is relatively
simple: most, if not all, observable events are covered and this is done so in a chrono-
logical order. Examples of data-to-text systems that fall into this category are Chen
and Mooney (2008), Konstas and Lapata (2012), and Taniguchi, Feng, Takamura, and
Okumura (2019), which all produce soccer reports.

The second, summary category could provide a bigger challenge for content selection
and discourse ordering. These texts are more similar to texts that can be read in news-
papers or websites after the sports event and should provide a report on the most inter-
esting elements of the game. This means that content selection is more important and
a chronological order is not necessarily used. Examples of systems in this category are
Theune et al. (2001), Barzilay and Lapata (2005), and Cremaschi, Bianchi, Maurino,
and Primo Pierotti (2019).

The system described in this chapter falls in the latter category. PASS is a data-to-
text system that produces Dutch summaries of soccer matches—a “neutral” version, as
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well as two versions targeted towards fans of each team respectively—and that uses a
template-based approach. Template-based systems can generally be characterized by
their slot-filler structure: texts with gaps that can be filled with information. Research
has shown that template-based approaches generally result in texts of relatively high
quality (van Deemter, Krahmer, & Theune, 2005), that are generated relatively quickly
(Sanby, Todd, & Keet, 2016). Furthermore, they are a common method in the field of
robot journalism (Dalgali & Crowston, 2020).

2.2.2 Affective and Targeted Natural Language Generation

One of the strengths of template-based data-to-text systems is also the fact that they can
tailor texts towards specific audiences relatively effortlessly. A notable example of this is
the BabyTalk project (Gatt et al., 2009), which generates separate reports about babies
in a Neonatal Intensive Care Unit (NICU) for physicians, nurses and the baby’s family
based on data in the baby’s electronic medical record. Implementation of a tailoring
feature, however, also means that the purpose of the system extends beyond merely
informing a general audience.

PASS also attempts to take advantage of this potential for tailoring by generating soccer
match summaries aimed at fans of each of the teams that participated in the match,
besides generating a more unbiased report. As described in more detail in Section 2.3.3,
the templates of PASS for these tailored reports are directly derived from sentences in the
MeMo FC corpus (Braun, Goudbeek, & Krahmer, 2016; Braun et al., 2021). This corpus
contains match reports directly taken from the websites of the clubs that participated
in the match. This often means that the tone of voice in these reports is affective, while
still maintaining a relatively professional style. This could be seen in the narrative of
the report, but also in the tone of the tailored report. The reports often contain more
expressions of disappointment, frustration, or negative affect when the team of the target
audience lost, and appear more upbeat and positive in case of a win for the team of the
target audience. The neutral report attempts to avoid these affective expressions.

With this affective focus, the system can be seen as part of the Affective NLG (ANLG)
tradition, which aims to produce texts that take the emotional wants and needs of the
intended reader into account (e.g., Ghosh, Chollet, Laksana, Morency, & Scherer, 2017;
Mahamood & Reiter, 2011). Tailoring the content of a text based on the emotional state
of the intended reader has the potential to positively affect the level of suspense, curiosity,
and reading enjoyment, for instance (Knobloch, Patzig, Mende, & Hastall, 2004). Wann
and Branscombe (1992) investigated affective responses after reading a (human-written)
tailored basketball summary. They found that if participants identified strongly with a
team involved in the match and if the text was tailored towards fans of that team, the
affective response was the most extreme: participants reported the most positive affect if
the team won and the most negative if the team lost. Tailoring did not have a significant
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effect on the affective response if the participants did not identify strongly with the team.
These results support the basic premise of PASS that tailoring of sports reports results
in behavioral and attitudinal outcomes that non-tailored texts do not achieve.

2.2.3 Evaluation of Affective NLG

While researchers have argued the benefits of ANLG, empirical evaluation of these sys-
tems has been considered challenging (Belz, 2003; Mahamood & Reiter, 2011), with very
few ANLG systems that have been assessed properly. Simultaneously, tailoring is of-
ten implemented to induce a certain behavior or to change attitudes (see Noar, Benac,
& Harris, 2007, for an overview), which would warrant a more extensive evaluation to
measure the attitudinal and behavioral outcomes as a result of the texts.

Furthermore, the effects of tailoring have mainly been investigated using human-written
texts. One of the notable studies that attempts to study the effects of tailoring using
computer-generated texts is by Reiter, Robertson, and Osman (2003) who studied the
effects on smoking behavior that tailored smoking cessation letters had. They did not
find significant behavioral differences between people that received a tailored vs. non-
tailored letter. Although it might be argued that such behavioral changes are difficult to
achieve with only a letter. Furthermore, the tailoring aspect was elaborated by tailoring
the arguments to the specific challenges that the reader said to face, which is a different
kind of tailoring compared to the tailoring of PASS where the style and diction was
tailored to fit with the affective state of the reader. This difference could also result in
different effects that tailoring has.

This current lack of studies on the effect of ANLG and tailoring of computer-generated
texts showcases the importance of an extensive evaluation of PASS. Without proper
evaluation, it is difficult to determine how well the system performs in terms of text
quality and how effective and important its affective tailoring component is for the text
quality.

Therefore, our goal was not only to develop a modular and open-source system, but also
to do an extensive evaluation that assessed the perception of the generated texts and the
consequences of tailoring.

2.3 Data Collection

2.3.1 Gathering the Data

An application was built to automatically scrape soccer match data from Goal.com, and
store this data in an XML-format. Similarly to Teletext, Goal.com contains information
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Type Match information

General League, date, time, stadium, city, referee, attendees, final score, teams, goal
scorers

Match events Assists, regular goals, own goals, penalty goals, penalty misses, yellow cards, red
cards (2x yellow), red cards (direct)

Last game League, date, opponent, final score, played home/away, won/tied/lost, changes
in lineup

Players/staff Name, full name, nickname, birth date, birth place, height, weight, position, kit
number, name in Goal.com, Goal.com player page, youth clubs, senior clubs,
national teams represented, current team

Last five games Opponent, final score, played home/away, won/tied/lost

Relative strength Wins per team for previous meetings, draws in previous meetings, percentage
of people predicting win for the home team/win for the away team/tie, date
of previous meetings, which team played home/away in previous meetings, final
score previous meetings, most predicted results

Match statistics Total shots, shots on target, completed passes, passing accuracy, possession,
corners, offsides, fouls, total passes, short passes, long passes, forward/left-
/right/back passes, percentage of forward passes, blocked shots, shots on the
left/right/centre of the goal, percentage of shots outside the 18-yard box, total
crosses, successful crosses, crosses accuracy, crosses inside/outside 18-yard box,
left crosses, right crosses, total attempted take-ons, successful take-ons, successful
left/right/centre/total take-ons in the final third of the match, blocks, intercep-
tions, clearances, recoveries, total tackles, successful tackles, tackle accuracy

Table 2.2: Information stored from Goal.com.

about teams that played, final score, goal scorers, referee, attendees and players that were
given a yellow or red card. However, Goal.com keeps track of a sizable amount of data
in addition to this, such as the players that participated in the game, score predictions,
the results of previous match-ups between the teams and a sizable amount of detailed
statistical information; see Table 2.2. While most of this Goal.com-specific data has not
been used in the current version of PASS, the availability of this information makes it
relatively easy to use this data in future versions.4

2.3.2 Content Selection and Document Structure

We used a sample of articles from the MeMo FC corpus to get a feeling for the docu-
ment structure used in human-written soccer reports. We found that a roughly similar
document structure like the one in GoalGetter Theune et al. (2001) is often used for
human-written soccer reports. This means that, a four-part division of a soccer report
can often be found in human-written reports. These four parts are:

Title Usually the result (win/tie/loss) and the final score of the match.
4In later versions of PASS, match data was also scraped from VI.nl, since they have more lower league

data. Furthermore, an implementation that collects data using Gracenote’s Sports API has been used
more recently, which provides a more durable and stable method of collecting match data compared to
scrapers.
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Introduction A match preview and the most important results of the match. For
example, information about the opponent, expectations about the match difficulty,
previous results and current ranking, did the team win/tie/lose, and the final score.

Game course A chronological report on the most important events of a match, usually
linked together with the subjective evaluations of the writer. For example, a report
on the goals, biggest scoring chances, most noteworthy fouls, and which team plays
better.

Debriefing The consequences of the match and general information about future matches.
For example, information on bookings and suspensions, rankings after the match,
date of the next match.

In PASS, each template verbalizes an event that is tied to this document structure. Not
all commonly found types of information in the MeMo FC corpus were used in PASS
reports, since not all information was adequately represented in the Goal.com-data. This
means that the introduction-part only expresses win/tie/loss information and the final
score. The game course-part focuses on goals and missed penalties, and the debriefing-
part merely displays information on bookings. Every part was represented in a separate
paragraph.

2.3.3 Designing the Templates

With PASS, an attempt was made to produce reports where the tone of voice is affective,
while the report still appears to be relatively professional. The language in the templates
therefore needed to be close to what could be encountered in human-written soccer
reports. To achieve this, the templates were derived from sentences in the Dutch part
of the MeMo FC corpus (Braun et al., 2016). The Dutch MeMo FC corpus contains a
total of 1,264 match reports from the websites of the soccer clubs that participated in the
match. These reports are intended for the supporters of their respective club and often
contain an affective tone. These characteristics made the corpus particularly suitable for
PASS.

Three steps were undertaken to convert reports in the MeMo FC corpus to templates.
The first step was to manually label a sample of 179 reports in the corpus: for each
sentence in the sample, we examined what event it described. This first step was done to
cluster sentences that described similar events and to get a general idea which categories
could be distinguished. Separate databases were made for reports that described a win, a
tie or a loss for the team of the website it originates from. The template categories were
the same for all these databases, but the templates were different. After the first step,
a reduction step followed: for every extracted category and sentence we judged if there
was Goal.com-data available for the information it conveyed. This led to a reduction of
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Section Category Variants

Title All-purpose, deciding goal, 2+ goal difference, 6+ total goals,
no goals, red card targeted team, final goal targeted team,
targeted team played away, late equalizer for targeted team,
late equalizer other team

Introduction Won/tied/lost All-purpose, red card targeted team, red card other team

Final score All-purpose, final goal targeted team, late equalizer other
team, focus team tie after being 2+ goals down

Game course Regular goal All-purpose, goal with assist, deciding goal, deciding goal
with assist, 2 goal difference, 2+ goal difference, two suc-
cessive goals for one team, early goal, goal giving the lead,
equalizer, anschlusstreffer, ergebniskosmetik, 2+ goal by a
player, final goal, only goal

Own goal All-purpose, deciding goal, 2 goal difference, 2+ goal differ-
ence, early goal, goal giving the lead, equalizer, final goal,
only goal

Penalty goal All-purpose, deciding goal, 2 goal difference, 2+ goal differ-
ence, goal giving the lead, equalizer, anschlusstreffer, ergeb-
niskosmetik, 2+ goal by a player, final goal

Penalty miss All-purpose

Debriefing Yellow card Multiple in match, one in match, none in match

Red card (2x yellow) Multiple in match, one in match, second yellow for targeted
team

Red card (direct) All-purpose, early red, red for targeted team

Table 2.4: Template categories and their variants.

roughly half of the categories and sentences; see Table 2.4. This means that a sizable
portion of the content found in most human-written reports is not conveyed in the reports
generated by PASS. However, the important information about a match was still present
after the second step. In the last step, the sentences were converted to templates. This
means that the parts in the sentence containing specific information on a match were
replaced by empty gaps and information about which type of data should be used to
fill in the gap. Sentences were rephrased if this was necessary to make the template
applicable to multiple soccer matches. However, these changes were kept to a minimum
in order to stay as close to the source material as possible.

With the MeMo FC-based templates it was possible to generate texts from the perspec-
tives of either team that participated in the match. However, in a later version of PASS,
we also added a third variant that was generated for each match, that aimed to give
a “neutral” report of the match. For this variant, match reports were collected from
various Dutch websites (see Chapter 3 for more information on this collection process),
and converted to templates using the same aforementioned steps. While this version did
not have the same affective tone as the tailored reports, the information categories it
contained were also the same as those of the match report variants that target fans from
each team.
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Figure 2.1: Modules used in PASS.

2.4 PASS Generation Algorithm

In this section, we describe the process PASS takes to go from data to text. The system
uses manually written rules and templates to achieve this goal and produces short reports
on a soccer match personalized for each team that played, and in a later version of the
system an additional “neutral” report. An example of these three variants for one match
is shown in Table 2.8.

A modular approach was used in the design of PASS. By using a modular design, it is
easy to make adjustments, improvements and extensions. This means that the modules
shown in Figure 2.1 can easily by replaced by other modules.

PASS starts with the module that governs the generation of the title and introduction.
The order in which the topics for both the title and introduction are generated is fixed
for the current version of PASS (i.e. title, win/tie/loss information, and final score
information). The governing module will walk through every topic in a stepwise order
and interact with all the other modules necessary to generate the text for the title and
introduction-sections. We will give an overview of the other modules that PASS uses for
each step below.

First, when the governing module starts with a new step, an unused_topic will become
a current_topic. Then, the lookup module is activated that opens the template
database and retrieves all the template categories and corresponding templates that
could be used for the current_topic. Part of these template categories can only be used
if certain conditions are met, while there is also a general-purpose category containing
templates that can be used in every situation.

After all the template categories corresponding to current_topic have been selected,
the ruleset module is activated. This module checks for each template category if the
conditions to use said category have been matched. If this is the case, the ruleset module
will return True to the governing module. If not, it will return False. If the governing
module receives True for a template category, it will add the templates from the category
to a list of the possible_templates.

If every category has been checked by the ruleset module, the template selection
module will select a template from the possible_templates list in a weighted random
fashion. We observed in the MeMo FC corpus that if the right conditions are met,
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human writers tend to prefer describing details that apply specifically to the situation,
as is shown in (3), rather than broad descriptions that can be used in every situation, as
is shown in (4).

(1) “Joachim Andersen made the equalizer directly after the opening goal”

(2) “Joachim Andersen scored the 1-1”

Therefore, the more conditions that a category has to meet in the ruleset module, the
higher the weight we assigned to templates of that category in the template selection
module. This increases the chance that a template is selected that is more tailored to
the situation at hand, although general-purpose templates still have a decent chance to
be selected.

When one template has been selected to convey the current_topic, the empty slots
in the template need to be filled with the right kind of information. This is done by
the template filler module. Every empty slot has been given a tag in the template
database (e.g. <stadium>, <referee>, <attendees>). The template filler module uses
these tags to find the corresponding piece of information in the match data, then fills the
empty slot with this data and returns the filled-in template to the governing module.

The game course and the debriefing are both generated in a largely similar way. With
one exception: unlike the introduction, these parts have no fixed order. The topics for
the game course and debriefing depend on the match events. For example, a 1-0 result
with a missed penalty requires two topics to be reported on in the game course, while
a 6-4 result and no missed penalties means ten topics (every goal) in the game course.
Therefore, an extra module was added, the topic collection module. This module
extracts the topics from the match data and gives them the right order. After the topics
are collected and ordered, the exact same modules are used as for the introduction.

After every governing module has produced text for their respective topics, they activate
the text collection module. This module simply has the task of taking the generated
text for every topic and combining them in the right order.

While the system produces reasonable output with the described modules, two more
modules were added to increase the variety within and between reports. The informa-
tion variety module ensures that certain types of information in the report will not
be repeated. Before the information variety module, certain constructions such as the
following could exist:

(3) “Ajax obtained the victory before the eyes of 16,673 attendees. 16,673
attendees saw the match against AZ end with a 0-3 score.”
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Reporting on the attendee information a second time would be redundant in this con-
text. The information variety checks the finished report to see if templates are used
with redundant information. If this is the case, the module interacts with the template
selection and template filler modules to get an alternative template for the template
with redundant information. The information variety module keeps going through the
finished report until it cannot find any more redundant information.

Like repetition of information, repetition of references can also have a negative impact
on the text quality of the report. This can be observed in the following example:

(4) “Ajax obtained the victory before the eyes of 16,673 attendees. Ajax
beat AZ with 0-3.”

The reference variety module crawls through the text to spot the same referent in
two subsequent sentences. If the module is able to find this, it will use a different form
to address the referent in the second sentence (e.g. Ajax becomes the club of manager
Peter Bosz ). General-purpose templates have been designed to refer to a person or a
soccer team. These templates are picked randomly and the empty slots are then filled in
with the template selection and template filler modules, respectively. While this module
is sufficient for the current version of PASS, it is possible that the module is too simple
for longer, more complicated reports. In those situations, the module could be replaced
by, for instance, a probabilistic module as is seen in Ferreira, Krahmer, and Wubben
(2016).

2.5 Evaluation

As previously noted, the gap in research regarding the benefits of tailoring and of affec-
tive NLG, motivated the extensive evaluation of PASS. This was done with three types
of human evaluation studies. The first study is a human evaluation of the system’s out-
put compared to human-written texts, the second study assesses the impact of PASS’s
tailoring feature with a human evaluation experiment, and the final study is a user test
combined with an interview with professional journalists. With these three studies, we
obtained qualitative as well as quantitative information, from the intended (expert) users
as well as the intended (novice) audience, and perform an intrinsic and extrinsic study.
This provides an elaborate overview of the quality of the system and its shortcomings (see
Chapter 6 for more information on these types of evaluation). All evaluation methods
will be described more thoroughly in this section.
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Report for fans of AFC

AFC in control at home against Barendrecht
AFC took the full loot against Barendrecht. The team of manager Andre Wetzel has convincingly
won the match against the away team: 3-1.

After 10 minutes, midfielder Jongman gave the team of manager Andre Wetzel a 0-1 lead. Ignacio
shot the well deserved equalizer against the ropes in the 23rd minute. In the 40th minute Kwee
passed to midfielder Zaimi who scored mercilessly: 2-1. Midfielder Marien Willemsen offered Ignacio
an unmissable opportunity in the 90th minute: 3-1.

Referee Van der Pol was forced to give 4 yellow cards to Jonathan Richard, Melvin Grootfaam, Danny
Monster and Jeffrey Aarts. In the 85th minute, the referee sent Max van Dijk to the dressing room
with a red card.

Neutral report

Barendrecht suffers loss against AFC
AFC defeated Barendrecht in Sportpark Goed Genoeg. The home club beat the away club 3-1 on
Saturday.

Midfielder Joey Jongman gave Barendrecht the lead in the 10th minute. In the 23rd minute striker
Raily Ignacio equalized. In the 40th minute, the Barendrecht goalkeeper had to yield after a goal by
midfielder Ilias Zaimi: 2-1. Willemsen served Raily Ignacio in the 90th minute, who scored nicely: 3-1.

Referee Van der Pol drew yellow cards for Jonathan Richard, Melvin Grootfaam, Danny Monster and
Jeffrey Aarts. The referee drew a direct red card for Max van Dijk after 85 minutes.

Report for fans of Barendrecht

Unnecessary defeat Barendrecht in Amsterdam
Barendrecht was unable to make a fist in Amsterdam this time. It became 3-1 in Sportpark Goed
Genoeg.

Midfielder Jongman shot the 0-1 against the ropes after 10 minutes. Defender Thomas van den
Houten enabled attacker Ignacio to score the 1-1 in the 23rd minute. The free Zaimi hit the mark
on Kwee’s pass. In the 90th minuut, Raily Ignacio shot the 3-1 against the ropes to secure the three
points.

Yellow cards were drawn for Jonathan Richard, Melvin Grootfaam, Danny Monster and Jeffrey Aarts.
Referee Van der Pol drew a direct red card for midfielder Van Dijk.

Table 2.8: Three translated variants of a match report generated by PASS.

2.5.1 Study 1: Comparing PASS to Human-Written Texts

In this study, texts generated by PASS are compared to human-written texts regarding
the perceived text quality, the evidentness of tailoring, and whether participants can
accurately identify the writer to be a human or a computer. Furthermore, existing
beliefs about the preconceived quality of human-written and computer-generated texts
are investigated.
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Participants

A total of 60 people participated in the study (35 women, 25 men). They had the Dutch
nationality, were university students, and had an average age of 21 years and 9 months.
Participants of this study were recruited via the Human Subject Panel of Communication
and Information Sciences at Tilburg University. Participants received course credits for
participation in the study.

Design

Participants were asked to rate a total of 5 text-pairs (5 human texts and 5 texts gener-
ated by PASS). The human texts used in this study were a random sample of a total of
22 texts that were written by 14 journalism and communication students. These writers
were given the same match statistics as PASS uses to generate a text and they were in-
structed to write a soccer match summary based on this data between 50 and 150 words:
a similar size as PASS’s reports. Furthermore, the writers were asked to imagine that
they were writing the reports for the club website of one of the two teams that partici-
pated in the match. All these instructions were implemented to get the foundation of the
human-written text to be comparable to the PASS-generated text. The written soccer
matches were about soccer matches played in the Dutch second league in the 2015/2016
season. The teams in this division are generally more obscure teams, which would mini-
mize the chance that people’s ratings are affected by their love or hatred for one of the
teams involved in the match. Furthermore, the computer-generated texts were about
the same Dutch second division matches from 2015/2016 and written for the same target
audience as the human-written texts. The participants were randomly assigned to one of
two versions where each version contained 5 different text-pairs. Counterbalancing was
also applied to reduce order bias: half of the participants in each version received the
text-pairs in opposite order from the other half.

Not only were participants provided with a match report, they were also given the ac-
companying match data so that they were able to rate the completeness and accurateness
of the information discussed in the report.

Procedure

A survey was created using the Qualtrics website. The experiment started with a written
instruction and consent form, after which the experiment started. On every page the
participants were provided with match statistics and an accompanied text written by
either a human or by PASS, without knowing which of the two it was written by. The
match data was shown so that participants were able to rate the correctness of the
information discussed in the report.
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After viewing the match data and reading these match reports, participants were asked
to indicate whether they thought the text was written for fans of the home team or the
away team, whether they thought the text was written by a human or generated by a
computer, and why they thought the text was written by a human or generated by a
computer. This last question asked for free-text comments to obtain information about
the preconceived notions that participants would have in regards to differences between
human-written and computer-generated texts. Previous research has shown that these
free-text comments often provide valuable insights about generated texts (Reiter & Belz,
2009).

These free-text comments were then classified based on the text components of Callaway
and Lester (2002):

• Style - Comments pertaining to the overall writing style.

• Grammaticality - Comments pertaining to the syntactic quality of the text.

• Flow - Comments pertaining to the fluency of the sentences.

• Diction - Comments pertaining to word choices.

• Readability - Comments pertaining to how easy to read the text is.

• Logicality - Comments pertaining to the aptness of the text structure and if
information is correctly represented.

• Detail - Comments pertaining to the amount of detail in the text.

• Other - Other comments that could not be categorized using the former compo-
nents.

Furthermore positive, negative, and preconceptions with unclear valence were distin-
guished for every category.

Participants also judged the quality of each text quantitatively using seven-point likert-
scales on the following text criteria:

• Clarity - How clear and understandable the report is. Measured using 1 item:
“While reading, I immediately understood the text”.

• Fluency - How fluent and easy to read the report is. Measured using 2 items:
“This text is written in proper Dutch”, “This text is easily readable” (α = .78).

• Correctness - How well the corresponding information is represented in the re-
port itself. Measured using 2 items: “This report does not include extraneous or
incorrect information”, “This report does not omit important information” (α =
.59).
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PASS Human

Clarity 5.08 (1.27) 5.38 (1.24)
Fluency 5.15 (1.18) 5.42 (1.15)
Correctness 3.44 (1.36) 3.13 (1.28)

Table 2.9: Average scores on clarity, fluency and correctness for the human-written
and computer-generated texts on a 7-point Likert-scale, with standard deviations be-

tween parentheses.

2.5.2 Study 1: Results

Text Quality

First, the text quality differences between computer-generated and human-written texts
were analyzed. This was done via a two-way repeated-measures ANOVA with writer
(PASS vs. human) as the independent variable and perceived clarity, fluency and cor-
rectness as the dependent variables. The results showed main effects for all three text
quality components (clarity: F (1, 59) = 9.448, p = .003; fluency: F (1, 59) = 8.656, p =
.005; correctness: F (1, 59) = 8.302, p = .006).

The participants rated the human-written texts as more clear and fluent compared to
its computer-generated counterparts, but the computer-generated counterparts were per-
ceived as a more precise overview of the information it was trying to convey. However,
while the differences were statistically significant, it should also be noted that the in
absolute terms the differences were small: for all three text components, the difference
between the computer-generated and human-written text was not more than 5% (only
around 0.3 on a 7-point scale; see Table 2.9). This suggests that PASS-generated texts
do approach human likeness.

Perceived Tailoring

Participants were generally capable of correctly identifying the target audience (fans of
Team A or fans of Team B) the text was tailored to. In almost 79% of all cases, the
participants’ perceived target audience was congruent with the intended target audience.
A binomial test confirmed that this proportion of correct identifications was significantly
higher than the expected 50%, p < .001. An additional chi-square test did not show
a significant difference in the evidentness of tailoring between the computer-generated
and human-written texts (χ2(1) = 2.96, p = .09). The tailoring was similarly clear for
computer-generated texts as for human-written texts (see Table 2.10).
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Text type Correct Incorrect
perception perception

Computer 246 55
Human 228 72

Table 2.10: Cross-tab comparing
the participants’ correct and incor-
rect tailoring perceptions for computer-
generated and human-written texts

Text type Computer Human
(perceived) (perceived)

Computer 121 180
Human 94 206

Table 2.11: Cross-tab comparing
the participants’ perceived type of text
versus the actual text type (computer-

generated or human-written)

Perceived Writer

Identifying the author of a match report (human or PASS) seemed to be more difficult
than identifying the tailoring: Participants correctly identified the writer only in 54% of
cases (see Table 2.11). However, a binomial test indicates that this proportion of correct
identifications was still significantly higher than the expected 50% (p = .03). Results of a
chi-square test showed a correlation between the perceived type of writer and the actual
type of writer (χ2(1) = 5.14, p = .02). Human-written texts were more often perceived
as human and less often as computer-generated compared to computer-generated texts.
Subsequent analyses also confirmed that participants had trouble with this task. This
trouble occurred mostly with the computer-generated texts: in less than half of the cases
were people able to correctly identify the computer-generated text as such (in 40% of
cases). Similar to Section 2.5.2, these results suggest that the texts generated by PASS
contains human-like qualities, which is also further investigated in Section 2.5.2.

Free Text Comments

The structured free text comments revealed clear differences in preconceived notions,
most evidently between human-written and computer-generated texts. This was corrob-
orated by a chi-square test comparing positive and negative notions for texts perceived
as computer-generated and as human-written (χ2(1) = 391.09, p < .001) (see Table 2.12
and Table 2.13): participants generally have a much more positive stance towards human-
written texts compared to computer-generated texts for nearly every text component.
People tend to think of human-written texts as more emotional, dynamic, and well-
written and computer-generated texts as more static, boring and poorly-written. This
was expressed in the style, flow, and readability category. Interestingly, these judgments
were not always justified, as Table 2.12 and Table 2.13 show. Human-written texts were
often misjudged as computer-generated, with substantiations such as less personal, boring
and no emotion. Similarly, computer-generated texts were mistaken for human-written
because they were vividly written, enthusiastically written and contained emotions. Thus,
the intended design of PASS, which was to produce texts that are similar to human in
style seems to be supported by these comments.
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Positive Negative Unclear Total

Style 47 0 5 52
Grammaticality 9 3 2 14
Flow 8 0 0 8

Incorrectly Diction 55 0 12 67
Perceived Readability 10 0 0 10
Human Logicality 11 9 3 23

Detail 0 0 6 6
Other 0 0 5 5
Total 140 12 33 185

Style 1 35 6 42
Grammaticality 0 6 0 6
Flow 1 3 0 4

Incorrectly Diction 0 15 7 22
Perceived Readability 0 2 0 2
Computer Logicality 4 6 2 12

Detail 0 10 2 12
Other 0 0 3 3
Total 6 77 20 103

Table 2.12: Frequency of the type of comments in support of participants’ incorrectly
perceived text type

Positive Negative Unclear Total

Style 59 0 5 64
Grammaticality 8 8 1 17
Flow 13 0 0 13

Correctly Diction 62 0 11 73
Perceived Readability 13 0 0 13
Human Logicality 16 5 5 26

Detail 4 2 7 13
Other 0 0 7 7
Total 175 15 36 226

Style 1 53 7 61
Grammaticality 1 6 1 8
Flow 0 6 0 6

Correctly Diction 0 12 5 17
Perceived Readability 2 4 1 7
Computer Logicality 4 31 0 35

Detail 0 4 0 4
Other 0 0 3 3
Total 8 116 17 141

Table 2.13: Frequency of the type of comments in support of participants’ correctly
perceived text type

Further support for this was found in the comments on diction. People expected hu-
man texts to contain more varied, figurative language and more adjectives (e.g. use of
proverbs, lots of variation in word choice, use of adjectives), while computer-generated
language was expected to be factual, simple, and sometimes illogical (e.g. contains lots of
numbers, illogical word choices, simple language use). Examples of these comments were
also found in correct and incorrect attributions of the text type, further suggesting that
the computer-generated texts used in this study had similar qualities as human-written
texts.
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Participants also expected computers to be wrong more often in terms of syntax and
information presented. Examples like contains many errors, and grammatically incorrect
were used to support why the text was perceived as a computer-generated text. These
results are especially interesting, because these preconceptions contradict the findings in
Section 2.5.2 where correctness for computer-generated texts was rated (slightly) higher
compared to human-written texts.

2.5.3 Study 2: Evaluation of Tailoring Effects

In this study, the effects of tailoring in a soccer match report on perceived text attrac-
tiveness and understandability is investigated with supporters of soccer teams in The
Netherlands. Meaning that only the report variants that were tailored to team A or
team B were assessed.

Participants

Native Dutch fans of the three most popular and successful soccer teams in The Nether-
lands: Ajax, Feyenoord, and PSV, were recruited via Crowdflower and social media (via
snowball sampling). These clubs were chosen because previous research has found that
success increases fan identification (Wann, Dolan, MeGeorge, & Allison, 1994). This re-
sulted in a total of 171 participants (118 male, average age of 29 years and six months).
Most of them were Ajax-fans (69), followed by PSV (55) and Feyenoord (47). Supporters
of all three teams identified themselves with the club to a similar degree (F (2, 168) =
1.77, p =.17). Participants also had different educational backgrounds (72 participants
college or university eductated; 99 lower education level).

Design

Participants in this study were asked to read and rate a total of four match reports
generated by PASS. The match reports that were presented to the participants were
based on the club that they supported. The team they supported was involved in all
four instances. A between-subjects design with two conditions was used (text tailored
towards the team the participant identifies with, or text tailored towards the team the
participant does not identify with).

Participants in all conditions got to see similar match summaries. The reports were
based on actual matches played by Ajax, Feyenoord and PSV in the 2015-2016 season.
By presenting matches based on actual matches, the aim was to present summaries that
are realistic to the participants, but not recent enough for participants to remember
the match. Perspective was manipulated by generating two reports with PASS, tailored
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Congruent Incongruent

Attractiveness 3.93 (0.77) 3.9 (0.59)
Understandability 4.32 (0.59) 4.24 (0.61)

Table 2.14: Average scores on attractiveness and understandability for the texts with
congruent and incongruent tailoring to the participants’ preferences on 5-point semantic

differentials, with standard deviations between parentheses.

towards fans of each respective team that participated in the match. The matches shown
to participants were chosen randomly from the matches that Ajax, Feyenoord and PSV
played in the 2015-2016 season, with the exception of any matches that the team they
identified with played against rivaled teams, since these matches could result in more
extreme ratings (Cialdini, Trost, & Newsom, 1995). Similarly, no matches of clubs that
have been relegated since the 2015-2016 season were shown to avoid that participants
view these matches as unrealistic.

Procedure

The questionnaire for this study was set up using Qualtrics. After receiving instructions
and filling out a consent form, the participants were asked via multiple choice to indicate
whether they had a preference for Ajax, Feyenoord, or PSV. After indicating their pref-
erence, fans were asked to read and rate four texts. The text they received were based
on their team preference: all match reports shown involved the preferred team.

After reading a match report, participants were asked to rate the text’s quality on two
criteria based on Maes, Ummelen, and Hoeken (1996):

• Attractiveness of the text was measured using five five-point semantic differ-
entials: “uninteresting/interesting”, “detached/appealing”, “distant/inviting”, “bor-
ing/engaging”, “impersonal/personal”, “monotonous/varied” (α = .51).

• Understandability was measured using five five-point semantic differentials as
well: “difficult/easy”, “complicated/simple”, “unclear/clear”, “complex/clear”, “il-
logically structured/logically structured”, “cumbrous/concise” (α = .55).

2.5.4 Study 2: Results

Effects of Tailoring Congruity on Perceived Text Quality

To investigate what the effects were of tailoring (congruent tailoring : tailored to the
team that a participant is a fan of vs. incongruent tailoring : tailored to the team that
a participant is not a fan of), an independent-samples MANOVA was performed with
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Participant Job title Years of experience

A Freelance sports journalist 1
B Sports journalist 1
C Freelance sports journalist 5
D Clubwatcher/sports journalist 20
E Sports journalist 28

Table 2.15: Anonymized participant information.

tailoring congruity as the independent variable and the averaged perceived attractiveness
and understandability for the four rated texts as the dependent variables. For both
attractiveness and understandability, the MANOVA did not show a significant effect of
tailoring congruity (attractiveness: F (1, 167) = 0.11, p = .74; understandability: F (1,
167) = 0.61, p = .45). Participants did not find the text to be aesthetically different if
the tailoring was congruent with their preference or if it was not. Similarly, participants
did not perceive the text as more clear if they were part of the audience tailored to or
if they were not (see Table 2.14). Thus, the tailoring element of PASS did not lead to
more positive text quality perceptions.

2.5.5 Study 3: User Testing in the Newsroom

In this study, PASS and its output were presented to professional journalists. They were
asked to rewrite the text to a text that they felt was of publishing quality. Furthermore,
they were interviewed via unstructured interviews to provide feedback on the system.

Participants

A total of 5 sports journalists from the Dutch newspaper Algemeen Dagblad participated
in this study. Their experience as a sports journalist ranged from a little over a year to
more than 20 years (see Table 2.15).

Design and Procedure

The goal of this study was to create a realistic scenario of what it would be like to
have PASS in the newsroom. To accomplish this, a web version of PASS was built that
generates reports live by clicking on a match from a list of matches.5 A later version of
PASS was used for this study, meaning that three reports were produced for each match
(two that are tailored to fans of both teams participating in the match, and a neutral
report).

5https://sguldemond.github.io/PASS_web/
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BLEU Proportion

< 50 66.28%
>= 50 33.72%
>= 75 23.26%
>= 90 13.95%

Table 2.16: Proportion of sentences in the journalists’ texts where the best match
with a PASS sentence has a BLEU score below 50, above 50, above 75, and above 90.

Participants were given access to this web-version of PASS and asked to write one match
report based on these three match report variants of PASS that they felt was publishable.
Each participant was instructed to write texts for three UEFA Europa League matches
(Lazio vs. Olympique Marseille, Sevilla vs. Akhisar Belediyespor, and Anderlecht vs.
Fenerbahçe) right after these matches had ended.

After this editing session, an unstructured interview was executed focusing on positives
and shortcomings of PASS, and the potential for the system in the newsroom. Interviews
were conducted with two or three journalists simultaneously and took approximately
30 minutes. Unstructured interviews were chosen as they offer the most potential for
personalization so that questions could be asked about the wants and needs for their
individual situation.

Finally, the journalists were e-mailed individually the day after to ask for their final
thoughts about PASS and its potential for deployment in a real-world setting. This
was done as a final check and to offer the option to share opinions they did not feel
comfortable sharing in the interview setting.

2.5.6 Study 3: Results

Similarity Measure

First, an analysis is performed to investigate how similar the texts written by journalists
are compared to the original PASS reports. This is done using BLEU scores from the
SacreBLEU package (Papineni, Roukos, Ward, & Zhu, 2002; Post, 2018). While BLEU is
mostly used as a text quality metric, it is at its core a tool to investigate text similarity
(Németh, 2019), which is also the purpose for which it is used in this analysis. Each
sentence in the journalist-written reports is compared to the sentences in the three texts
generated by PASS. Then, the proportion of sentences that obtain a BLEU score above
0.5, 0.75 and 0.9 is reported.

This analysis shows that roughly 1/3rd of the sentences in the journalists’ texts seem to
originate from PASS (see Table 2.16). Of these sentences originating from PASS, most
PASS sentences were modified in the journalists’ report, with only one in seven sentences
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in the journalists’ reports being (almost) the same as the sentences from PASS. This is
further explained by the journalists in the interviews.

Interviews

First, journalists were asked about their opinion on the PASS generated reports. The
journalists noted that the quality of the texts were of varying quality. They were im-
pressed by the variety of some texts and phrases and expressions being used. For instance,
participant E (sports journalist, 28 years experience) commented on a PASS generated
report: “‘The full loot’. And here you have ‘did a disservice’. Yeah, very nice. Su-
per.” and participant A (freelance sports journalist, 1 year experience) said about one
particular report: “Good Use of Colorful Words: ‘Eagerly’ ”.

However, they noted that, while there are two variation-focused modules in PASS, other
generated texts or text parts still lacked variety, both in the information that they provide
and the language itself. Participant E (sports journalist, 28 years experience) said about
a neutral report generated by PASS: “What I notice is that very little synonyms are
being used. [...] In five sentences, the same word for the team is used six times.” and
participant C (freelance sports journalist, 5 years experience) noted “Double info for the
Sevilla match. Two sentences with the same content.”

This is especially an issue in the domain of sports, participant E commented. Sports
journalism is oftentimes seen as “synonym journalism”, it is important to not only deliver
the right information, but also to strike the right tone. And overall, the journalists felt
that this human, affective, tone was not present in the PASS generated texts. Participant
C (freelance sports journalist, 5 years experience) commented that “you do need an editor
to add more ‘emotion’.” and participant B (sports journalist, 1 year experience) added
that “you want to add your own ‘touch’, especially for important games”.

Content-wise, the journalists felt that some crucial information was not reported on.
For instance, all journalists noted that PASS reports lack the context how important a
match is (e.g. are these teams battling against relegation, for the championship, for the
next round, etc.) and what the consequences of the match is (e.g. is one team relegated,
eliminated, through to the next round, etc.). Furthermore, they noted that the reports
do not offer details on the match proceedings beyond the most important data. For
instance, the PASS reports do not contain information which team was the better team,
or which team had the better chances. Participant D (clubwatcher/sports journalist, 20
years experience) commented that “The data [in the PASS reports] is too sparse to write
an in-depth article.”, and participant B (sports journalist, 1 year experience) concurred
with this assessment: “To have added value, it has to do more numerically than what
Opta and Gracenote [i.e. soccer data agencies] already do, so bring more statistics than
the red cards, goals etc.”
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Despite these limitations, all journalists did see potential for PASS in the newsroom.
While the system might not be a replacement for a journalist for the important games,
they all saw the added value of such a system in a certain role. For live blogs, they feel
its quick reporting of important data could be a great supportive tool. Furthermore, it
could make their sports reporting more complete if the system reports on matches that
do not receive much attention otherwise. Participant A (freelance sports journalist, 1
year experience) stated: “I think the robot adds more to the live blog than to the report
because it’s more factual [...] and easier to edit.” and participant C (freelance sports
journalist, 5 years experience) noted that it would be “great for short match reports.”

2.6 Discussion and Conclusion

2.6.1 Summary

In this chapter we have presented a rule-based data-to-text system, PASS, that converts
data of a soccer match to a textual soccer report. The system uses regular templates,
but a corpus-driven approach made it possible to produce a sizable amount of templates
and categories, which positively impacted the variety of the PASS reports. Furthermore,
PASS is relatively unique in the NLG landscape in the sense that it tailors texts towards
specific subgroups, besides producing a neutral report. In the case of PASS: supporters of
one team or the other involved in a soccer match. This tailoring component was enabled
by using texts from the MeMo FC corpus (Braun et al., 2016, 2021), which contains
soccer reports for club websites written in a more affective tone-of-voice compared to
the more neutral newspaper reports. By incorporating a tailoring component, it can
be argued that the purpose of PASS is not to merely inform readers of a soccer match,
but also to entertain, which required further investigation. Tailoring has been found
to increase behavioral and attitudinal outcomes Noar et al. (2007), and tailored sports
reports have been found to increase the affective response for people who identify with
a participating team Wann and Branscombe (1992). However, if tailoring-related effects
could be found for computer-generated texts and if tailoring also affects perceived text
quality warranted further investigation, which was done with three evaluation studies.

The first evaluation study investigated whether the attempted tailoring was clear and if
it had any attitudinal effects. The study showed small differences in perceived quality
between human-written and computer-generated soccer match summaries from PASS.
The results showed that the language use of the human-written texts was found to be
somewhat more fluent and easy to read, as well as more clear and understandable. The
computer-generated texts gave a somewhat better overview of the match-data it was
based on. Perhaps, if the aim of PASS is to entertain rather than inform, it might
be fruitful to stray further away from the current structure and use of data, which is
largely inspired by a previous soccer reports generation system Theune et al. (2001).
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Interesting, however, was the fact that despite differences in information representation
and language use, participants had trouble identifying the computer-generated texts as
such: these texts were incorrectly marked as a human text in 60% of cases, which does
suggest that the current state of PASS-generated texts is of good quality.

Another reason to think that the PASS-generated texts are effective in their goal is the
fact that the intended tailoring was correctly identified by participants during evalua-
tions, to a similar degree as the tailoring in human-texts. However, the second study
did not show any effects of tailoring on perceived text quality. Texts that were tailored
towards the preferences of the participant were neither seen as more attractive nor as
more understandable. A reason for this could be linked to the free text comments of
the first study. These comments showed that people have negative preconceived notions
about computer-generated texts. They are generally expected to be written with bor-
ing and detached language in a boring and static style. Knowing that the reports were
computer-generated might have biased the participants in the second study to think that
the reports were lacking affect, thus making it harder to achieve tailoring effects. How-
ever, it should be noted that this lack of result in the second study does not necessarily
mean that there is no effect of tailoring in PASS texts. Previous research has shown that
tailored human-written texts about sports matches did increase affective responses for
participants the texts were tailored towards Wann and Branscombe (1992), which could
suggest that the PASS texts affect affective responses rather than opinions on the text
itself. Furthermore, there is also the possibility that tailoring effects become more visible
if text quality increases.

The final study showed that, while the perceptions of PASS are generally positive, it is not
quite of a publishable quality yet. The journalists reused only one third of the sentences
in some form for their article. They do see the possibilities for such a system, but also
highlight the limitations of the current system, in that its reports currently lack relevant
context and an appropriate, human-like tone. However, journalists do see the reports
as trustworthy sources, which could make PASS a viable system for a “hybrid” writing
process, where PASS generates a first version of an article, which could subsequently be
edited into a publishable report by a journalist. Such a writing process could potentially
save time over writing an article from scratch.

2.6.2 PASS in Other Contexts

While PASS output texts might have its limitations, the modular design of the sys-
tem enables extensions and improvements to the current system with relative ease, and
modules can also be borrowed for the development of other systems. Furthermore, it is
possible to convert the system to other domains while keeping the architecture intact.
This is corroborated, for instance, by Gatti, van der Lee, and Theune (2018), who ex-
tended PASS by making an English version of the system, and extended its knowledge
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base by including information from Wikidata. Cremaschi et al. (2019) borrowed the
topic collection module of PASS to select the most relevant information and fed this
information to an LSTM in their GazelLex system, which also generates soccer arti-
cles, and several modules were used for a chatbot that aims to fascilitate self-disclosure
(van der Lee, Croes, de Wit, & Antheunis, 2019). PASS was also converted to create a
data-to-text system that provides supporting information on quality of life decisions for
cancer patients (Hommes et al., 2019). Finally, in a less applied context, the evaluation
methods of PASS are part of the ReproGen Shared Task (Belz, Shimorina, Agarwal, &
Reiter, 2021). In this Shared Task, people are invited to replicate or further investigate
the output quality of the system (see, for instance, Mille, Castro Ferreira, Belz, & Davis,
2021).

Link with Other Chapters

The current chapter has shown that it is possible to build a template- and rule-based
data-to-text system that produces human-like texts, and has an architecture that allows
for adaptations to other domains as well as extensions. While the evaluation studies
indicate that the textual quality of the texts is good, interviews with journalists have
shown that the soccer reports that PASS produces are still missing important informa-
tion. It is possible to add the required extensions by extending the rules and templates
of PASS, but a limitation of these rule-based systems is that the number and complexity
of rules can increase vastly depending on the complexity of the data that it needs to
handle (Gkatzia, 2016) and manually creating functional templates for these categories
still requires human effort. In such cases, a statistical or neural approach might be
preferable, but such approaches have the risk that they can start to hallucinate or pro-
duce unnatural outcomes as they are not fully controlled. Therefore, an approach to
neural natural language generation is investigated in Chapter 3 that generates templates
which can then be used in a pipeline system such as PASS. This adds a level of control
to the neural generation process, while decreasing the effort necessary for handcrafting
rules and templates.

The evaluation studies described in this chapter are more extensive than is conventional
in the NLG domain, with a few notable exceptions (Reiter & Belz, 2009; Reiter et al.,
2003, for instance). Over the last few years, interest in NLG systems has been increasing
in domains outside academia as well, such as the journalism domain, and many people
expect that computer-generated texts will become more visible in everyday life. In light
of these developments, increasing the quality and quantity of evaluations is necessary
for a better understanding of the state of these NLG-systems and the role they should
play alongside human writers. A further argument for this is provided in Chapter 6,
together with a discussion how to undertake a human evaluation of an NLG system.
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Chapter 3

Automated Learning of Templates
for Data-to-Text Generation:
Comparing Statistical and Neural
Methods

Abstract In this chapter, novel techniques and methods for trainable approaches to
data-to-text generation are introduced. Neural Machine Translation is explored for the
conversion from data to text as well as the addition of extra delexicalization steps of the
data input and text output in the conversion process. Evaluation using BLEU did not find
the Neural Machine Translation technique to perform any better compared to rule-based
or Statistical Machine Translation, and the delexicalization method seemed to perform
similarly or sometimes worse compared to direct data-to-text conversion. However, the
human evaluation metrics indicated that Neural Machine Translation yielded the highest
quality output and that the delexicalization method was able to increase text quality in
multiple situations.
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templates for data-to-text generation: comparing rule-based, statistical and neural
methods. In Proceedings of the 11th International Conference on Natural Language
Generation, INLG 2018 (pp. 35-45). Tilburg, The Netherlands: Association for
Computational Linguistics.
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3.1 Introduction

Most approaches to data-to-text generation fall into one of two broad categories: rule-
based or trainable (Gatt & Krahmer, 2018). Rule-based systems are often characterised
by a template-based design: texts with gaps that can be filled with information. The
application of these templates generally results in high quality texts (e.g. van Deemter,
Krahmer, & Theune, 2005). The text quality of trainable systems—i.e., statistical models
that select content based on what is the most likely realization according to probability—
is generally lower (Reiter, 1995) and their development slower (Sanby, Todd, & Keet,
2016). However, trainable systems use data-driven algorithms and do not rely on manu-
ally written resources for text generation, while most template systems require manually
written templates and rules for text generation. This makes trainable systems poten-
tially more adaptable and maintainable. Different approaches have been tried to decrease
the building time and cost of data-to-text systems associated with trainable approaches,
while limiting the drop in output quality compared to rule-based data-to-text systems by
experimenting with the trainable method (e.g. Adeyanju, 2012; Liang, Jordan, & Klein,
2009; Mahapatra, Naskar, & Bandyopadhyay, 2016).

The goal of the current study is to explore the combination of template and trainable
approaches by giving statistical and deep learning-based systems delexicalized input to
create delexicalized output. The more homogeneous nature of this delexicalized form is
expected to make it more feasible to generate output that is fluent, clear, and an accurate
representation of the data, compared to the lexicalized counterpart generally used for
trainable approaches. Furthermore, the usage of statistical and deep learning methods
reduces the reliance on manually written resources that is associated with most template
based systems. The approach of the current study is tested on four corpora in the
sports and weather domain, each with divergent characteristics, to assess the usefulness
in different situations. The output of these systems is compared using automatic metrics
(i.e., BLEU) as well as human evaluation.

3.2 Background

3.2.1 Data-to-Text

Historically, most data-to-text systems use rule-based approaches which select and fill
templates in order to produce a natural language text (e.g. Goldberg, Driedger, & Kit-
tredge, 1994; van der Lee, Krahmer, & Wubben, 2017). These approaches are also still
the most widely used in real-life applications (Gkatzia, 2016). This is partly because
rule-based approaches are robust and can produce high quality output given sufficient
development time and cost. In addition, the output of these approaches is fully con-
trolled by humans, which make them generally accurate in their representation of the
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data (e.g. van der Lee, Verduijn, Krahmer, & Wubben, 2018). However, capturing data
using rules may be feasible for simple situations, but reports in several domains often
describe more complex situations which would require an extensive set of rules. Writing
these rules is time intensive and covering all distinct rules is nearly impossible for many
situations. Furthermore, developing and maintaining these systems is cost intensive and
most systems are difficult to extend to other domains. Statistical approaches may pro-
vide a solution for these shortcomings. These approaches are trained using a parallel
corpus, thus require no handcrafted rules. This also makes conversion to other domains
less time-intensive compared to rule-based approaches.

3.2.2 Trainable Approaches

Producing output by using such trainable approaches can be exercised in different ways.
Retrieval-based models (e.g. Adeyanju, 2012), statistical approaches, such as Hidden
Markov Models (e.g. Barzilay & Lee, 2004; Liang et al., 2009), and classification meth-
ods (Barzilay & Lapata, 2005; Duboue & McKeown, 2002) have all been successfully
implemented. Another way of approaching the problem is by treating it as a translation
challenge, where a machine translation system translates a data representation string into
a target language string. This is mostly done in an end-to-end fashion: translating data
directly into text without requiring any explicit intermediate steps for this conversion.
Several authors have implemented Statistical Machine Translation (SMT) methods to
generate natural language using aligned data-text test sets (e.g. Belz & Kow, 2009, 2010;
Langner, Vogel, & Black, 2010; Pereira, Teixeira, & Pinto, 2015; Wong & Mooney, 2007)
all obtaining promising results. Furthermore, an SMT model was consistently among
the higher scores in the WEB NLG Challenge, where the goal is to convert RDF data
to text (Castro Ferreira, van der Lee, Krahmer, & Wubben, 2017; Gardent, Shimorina,
Narayan, & Perez-Beltrachini, 2017), thus showing the potential of SMT-based methods
as a viable approach to data-to-text NLG. However, this SMT approach was less suc-
cessful in other studies in which the SMT-based method was often outscored by other
statistical approaches according to automated metrics as well as human evaluation (Belz
& Kow, 2010).

The impressive performance of deep learning methods on various tasks such as text sum-
marization and machine translation suggests that Neural Machine Translation methods
(NMT) might have the potential to outperform its SMT counterpart. This is also sup-
ported by results in the WEB NLG Challenge where NMT approaches obtained the
highest scores on automated metrics and among the highest on human evaluation. Wise-
man, Shieber, and Rush (2017) found that various neural data-to-text models performed
relatively well on automated metrics as well as human evaluations, although they still
noted a significant performance gap between these models and their baselines.
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One possible reason for this performance difference, according to Wiseman et al. (2017),
might be the nature of the datasets used. The authors noted that their data for one
corpus was noisy and that many texts contained information that was not captured
in the data. Other authors have also noted that the dataset is often a bottleneck of
most trainable approaches, since many aligned data-text corpora are relatively small
(Richardson, Zarrieß, & Kuhn, 2017). Furthermore, several data-text aligned corpora
used for these tasks are the input and output of a (rule-based) data-to-text system,
which means that experiments using these corpora are performing reverse-engineering
and that these results may not reflect performance on human-written datasets (Reiter,
2017).

3.2.3 Current Work

The current work investigated the potential limitations of automatically generated cor-
pora by using several corpora with differing characteristics, but also attempted to address
the issue of small datasets by exploring delexicalization as a possible solution. This means
that an extra step was added in the conversion from data to text: using handcrafted rules,
gaps were added in place of the data points in the aligned data and text documents. Af-
ter this step, SMT and NMT techniques were trained on the aligned data-text set and
new templates were produced. Finally, these templates were filled, or relexicalized based
on a similar ruleset that was responsible for delexicalizing the data and texts. By using
such an approach, the data and texts are likely to become more homogeneous, which
could help trainable approaches to find data-text connections more quickly. This means
that the trainable approaches could be more robust on smaller datasets and datasets
with high variety in language. Whether this hypothesis holds true is investigated using
automatic metrics as well as human assessment on clarity, fluency, and correctness.

Combining trainable approaches with a template representation has been done previously,
but such systems are scarce. Kondadadi, Howald, and Schilder (2013) are one of the first
and only researchers that have attempted this combination. However, their research
experimented with automated sentence templatization and sentence aggregation rather
than automatically generated sentences from data points. The aim of the work described
in this chapter can be seen as an exploratory first step in building a system that integrates
explicit intermediate steps with differing techniques (rule-based and statistical/neural)
to generate text from data in a fully unsupervised fashion.1

1After the publication on which this chapter is based, delexicalization in deep learning data-to-
text systems has become more widespread. For instance, Jagfeld, Jenne, and Vu (2018) found that
incorporating delexicalization strategies in their system helped to outperform previous systems on the
WebNLG (Gardent et al., 2017) and E2E (Novikova, Dušek, & Rieser, 2017) datasets on automatic
evaluation metrics. Also, more recent pipeline approaches to neural data-to-text generation that add
even more steps to the data to text conversion process, such as Castro Ferreira, van der Lee, van
Miltenburg, and Krahmer (2019), oftentimes use delexicalized corpora or a delexicalization step. Such
approaches have also been found to increase the output quality over end-to-end generation.
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3.3 Direct and Delexicalization Methods

Figure 3.1: Direct/End-to-end method of data-to-text conversion.

Figure 3.2: Delexicalization method of data-to-text conversion.

The work described in this chapter investigates differences in output quality for data-
to-text generation using “direct” (or: end-to-end) data-to-text conversion (see figure 1)
and an extended method (see figure 2). The former method is the standard in neural
natural language generation: given a data input representation, the data-to-text model
generates natural language text without any explicit intermediate steps.

For this extended model, the input representation and the text examples in the train
and development set were delexicalized. This means that the natural language sentences
were converted to templates by replacing (sets of) words that directly represent (pieces
of) data with slots. This replacement was done using a simple set of rules derived
from consistencies in the text and data. More specifically, certain key phrases that are
direct verbalizations of the data (e.g., mostly clear, sunny, mostly sunny, partly cloudy,
and mostly cloudy indicate cloud data), were replaced with slot representations (e.g.,
<cloud_data>) using a set of rules. After this delexicalization step, the data-to-template
generation was performed using the methods described in Section 3.3, thus generating
template sentence texts similar to the ones obtained with the rule-based delexicalization
of the text. These obtained templates were finally relexicalized using similar rules as the
ones used for the delexicalization step. That is, using the original data, gaps were filled
with the appropriate information. If multiple options were available to fill the gaps, a
weighted random choice was made based on the frequencies of the possibilities in the
training set. This resulted in full natural language sentence output based on a set of
(templatized) data.2
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Weather.gov Prodigy- Robocup Dutch
METEO Soccer

Instances 29,792 601 1,699 6,414
Words 258,856 6,813 9,607 116,796
Tokens 955,959 32,448 45,491 524,196
Domain Weather Weather Sports Sports
Writer type Computer Human Computer Human

Table 3.1: Characteristics of the (text-part of the) corpora used in this study.

Data type Example

Original input temperature.time:17-30 temperature.min:24 temperature.mean:28
representation temperature.max:38 [...] sleetChance.mode:–

Original output mostly clear , with a low around 21 .
representation

Tagged input skyCover_mode: 0-25 temperature_minmeanmax
representation temperature_mode: 24-28-38

Templatized tagged skyCover_mode: <cloud_data> temperature_minmeanmax
input representation temperature_mode: <temperature>

Retrieval (direct) mostly clear , with a low around 21 .

Retrieval (templatized) <cloud_data> , with a
<high_near_low_around_steady_temperature> <temperature> .

Retrieval (filled) sunny , with a high near 38 .

SMT (direct) mostly clear , with a low around 22 .

SMT (templatized) <cloud_data> , with a
<high_near_low_around_steady_temperature> <temperature> .

SMT (filled) sunny , with a high near 38 .

NMT (direct) mostly clear , with a low around 22 .

NMT (templatized) <cloud_data> , with a
<high_near_low_around_steady_temperature> <temperature> .

NMT (filled) sunny , with a high near 38 .

Table 3.2: Examples of the (original and applied) data representation and text output
examples for the Weather.gov corpus

3.4 Datasets

A total of four different datasets was used in the current study, two datasets contain
weather reports and two contain sports reports. Furthermore, one weather dataset and
one sports dataset contain texts that resulted from (mainly) rule-based data-to-text
generation, while the other weather and sports datasets contain human-written texts.
Characteristics of these datasets are described in Table 3.1 and below.
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3.4.1 Weather.gov

For this dataset, Liang et al. (2009) collected weather forecasts from http://www.weather

.gov. These weather forecasts contain information on weather aspects, such as temper-
ature, wind speed, and cloudiness. The original data representation was modified to
reduce noise and to ensure that the data input representation and text documents both
represented the same data. Furthermore, tags were added since previous research found
this to be the representation resulting in the highest quality output (Belz & Kow, 2010).
The complete forecast texts were reduced to the first sentence to enable equal sentence-
based data-to-text generation across all domains. This resulted in a total of 29,792
data-text pairs. The texts were most likely computer-generated, with possibly some
human post-processing (Reiter, 2017).

3.4.2 Prodigy-METEO

Prodigy-METEO—a dataset derived from SumTime-Meteo—was used as the second
weather dataset (Belz, 2008; Sripada, Reiter, Hunter, & Yu, 2002). This dataset contains
human-written texts on wind data. The dataset contains a total of 601 instances. The
original input vector representation was also modified to a tagged input representation
inspired by the tagged input vector of Belz and Kow (2010).

3.4.3 Robocup Sportscasting

This dataset—created by Chen and Mooney (2008)—provides data and texts on the
2001-2004 Robocup finals. Each sentence represents one match event and commentary
fragment of the game. These sentences were created using a data-to-text system. The
original dataset was slightly altered by removing data-text instances where the data did
not (fully) represent the content of the text and a tagged input representation similar
to the other datasets was added, resulting in 1699 aligned data-text instances. These
instances represent match events such as passes, goals, interceptions, tackles, and pos-
session.

3.4.4 Dutch Soccer

In addition to the other corpora, an aligned data-text corpus was created for this work.
Dutch soccer reports on Eredivisie matches from the 15/16 and 16/17 season were scraped
from ten news websites. Additionally, texts from the Dutch part of the MeMo FC corpus
Braun, Goudbeek, and Krahmer (2016); Braun, van der Lee, Gatti, Goudbeek, and

2Code for, and examples of, these steps can be found at https://github.com/TallChris91/
Automated-Template-Learning
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Data type Example

Original input [[1,_SSW,10,14,-,-,0600],[2,_WSW,14,18,-,-,1200],
representation [3,_W,10,14,-,-,0000]]

Original output ssw 10-14 veering wsw 14-18 by midday easing w’ly 10-14 by
representation late evening

Tagged input WindDir.1: SSW WindSpeedMin.1: 10 WindSpeedMax.1: 14
representation Time.1: 0600 (...) Time.3: 0000

Templatized tagged WindDir.1: <wind_direction> WindSpeed.1: <wind_speed_min>
input representation WindSpeed.1: <wind_speed_max> (...) Time.3: <time>

Retrieval (direct) ssw 10-14 veering wsw 14-18 by midday easing w’ly 10-14 by
late evening

Retrieval (templatized) <wind_direction> <wind_speed> <wind_direction_change>
<wind_direction> <wind_speed> <time> ,
<wind_speed_change> <wind_direction> <wind_speed>
<time>

Retrieval (filled) ssw 10-14 veering wsw 14-18 by midday, rising w 10-14 by
late evening

SMT (direct) ssw 10-14 veering wsw 14-18 by midday easing w’ly 10-14 by
late evening

SMT (templatized) <wind_direction> <wind_speed> <wind_direction_change>
<wind_direction> <wind_speed> <time>
<wind_direction_change> <wind_direction> <wind_speed>
<time>

SMT (filled) ssw 10-14 veering wsw 14-18 by midday veering w 10-14 later

NMT (direct) ssw 10-14 veering wsw 14-18 by midday easing w’ly 10-14 by
late evening

NMT (templatized <wind_direction> <wind_speed> <wind_direction_change>
<wind_direction> <wind_speed> <time> then
<wind_direction_change> <wind_direction> <wind_speed>
<time>

NMT (filled) ssw 10-14 veering wsw 14-18 by afternoon then veering w 10-14
later

Table 3.3: Examples of the (original and applied) data representation and text output
examples for the Prodigy-METEO corpus

Krahmer (2021) were added, consisting of 1,264 match reports collected from Eredivisie
club websites for the 2015/2016 season. Corresponding data was scraped from Squawka
for the 2015/2016 and 2016/2017 Eredivisie seasons.3 After collecting the data, a script
was written to tokenize the soccer reports, align the match data and soccer matches,
and connect match sentences to specific match events in the data input using data-text
overlap and simple word occurrence heuristics. After running this alignment script, a
total of 6,414 sentences were found that described goals (regular, penalty and own goals),
yellow cards and red cards. A variant of this corpus was also used as part of the CACAPO
corpus; see Chapter 4.

3Squawka data collected using https://github.com/emanjavacas/squawka-scraper
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Data type Example

Original input badPass.arg1: purple11 badPass.arg2: pink9 turnover.arg1:
representation purple11 turnover.arg2: pink9

Original output purple11 made a bad pass that was picked up by pink9
representation

Tagged input turnover.arg1: purple11 turnover.arg2: pink9 badPass
representation

Templatized tagged turnover.arg1: <player_1_team_1> turnover.arg2:
<player_1_team_2> badPass

Retrieval (direct) purple11 tries to pass to purple10 but was picked off by pink3

Retrieval (templatized) <player_1_team_1> turned the ball over to <player_1_team_2>

Retrieval (filled) purple11 makes a bad pass that picked off by pink9

SMT (direct) purple11 makes a bad pass that was intercepted by pink9

SMT (templatized) <player_1_team_1> makes a bad pass that was picked off by
<player_1_team_2>

SMT (filled) purple11 makes a bad pass that was picked off by pink9

NMT (direct) purple11 loses the ball to pink9

NMT (templatized) <player_1_team_1> makes a bad pass that was picked off by
<player_1_team_2>

NMT (filled) purple11 makes a bad pass that was picked off by pink9

Table 3.4: Examples of the (original and applied) data representation and text output
examples for the Robocup Sportscasting corpus

3.5 Applied Methods

Texts and data from the aforementioned datasets served as input and as training (80%),
development (10%) and test (10%) set for three forms of trainable data-to-text ap-
proaches. Two of them are translation based (NMT and SMT), while the third was
a retrieval-based method that served as a baseline. These methods are described in more
detail below.

3.5.1 Sentence Retrieval

The first method used was a retrieval-based method which served as a baseline to com-
pare the machine translation-based methods to. Instances from the data representation
in the test-set were matched with instances from the data representation in the train-set
and assigned a score based on cosine similarity. Cosine similarity scores were obtained by
converting the data representation of the target sentence into a bag of words, and doing
the same for the data representations in the training set. Subsequently, the (normalized)
similarity between the unweighted target data representation and the data representa-
tions in the training set is calculated. The instance from the train-set with the highest
score was chosen and the aligned text sentence was produced as output. If there were
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Data type Example

Original input –
representation

Origial output de treffers werden wel gemaakt nadat excelsior met tien man
representation kwam te staan door een vroege rode kaart van jurgen mattheij .

the goals were made after excelsior were forced to play with 10
men because of an early red card for jurgen mattheij .

Tagged input CardPlayer_Name: Jurgen Mattheij CardPlayer_Surname: Mattheij
representation (...) OtherTeam: Roda JC Kerkrade ; home

Templatized tagged CardPlayer_Name: <card_player> CardPlayer_Surname:
input representation <card_player> (...) OtherTeam: <other_team>

Retrieval (direct) rood voor jurgen mattheij , die wel knuffels van zijn
ploeggenoten ontvangt
red card for jurgen mattheij, who does receive hugs from his
teammates

Retrieval (templatized) <team> speelden <time> met tien man na een rode kaart voor
<card_player> en bezitten momenteel de twaalfde positie in de
eredivisie .
<team> played with ten men <time> after a red card for
<card_player> and posses the twelfth place in the eredivisie .

Retrieval (filled) excelsior speelden vlak voor tijd met tien man na een rode kaart
voor Jurgen Mattheij en bezitten momenteel de twaalfde positie
in de eredivisie .
excelsior played with ten men at the end after a red card for
Jurgen Mattheij and posses the twelfth place in the eredivisie .

SMT (direct) na een rode kaart voor een Jurgen Mattheij Mattheij ook bij de
eerste rode kaart kreeg , maar zijn roda jc .
after a red card for Jurgen Mattheij Mattheij also received with
the first red card , but his roda jc .

SMT (templatized) na <time> minuten met tien man verder nadat <card_player>
met zijn eerste doelpunt voor <team>
continue with ten men after <time> minutes after <card_player>
with his first goal for <team>

SMT (filled) na zeventien minuten met tien man verder nadat Jurgen Mattheij
met zijn eerste doelpunt voor excelsior

NMT (direct) tien minuten voor tijd kreeg milot rashica zijn tweede gele kaart .
milot rashica received his second yellow card ten minutes before
the end .

NMT (templatized) <card_player> kreeg zijn tweede gele kaart .
<card_player> received his second yellow card .

NMT (filled) Jurgen Mattheij kreeg zijn tweede gele kaart .
Jurgen Mattheij received his second yellow card .

Table 3.5: Examples of the (original and applied) data representation and text output
examples for the Dutch Soccer corpus

multiple data representations with the highest score, one aligned text sentence from these
data representations was selected randomly.
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Corpus Distor- LM Word Phrase Translation Unknown
tion Penalty Penalty Model Word

Penalty

Weather.gov 0.6 0.8 -1 1e-4 0.6, 1e-4 2
0.6, 1e-4

Prodigy-METEO 0.19 0.69 0 0.29 0.2 0.13
0.13, 0.36

Robocup 0.3 0.5 -1 0.2 0.2, 0.2 0
0.2, 0.2

Dutch Soccer 1e-4 0.8 -3 1e-4 1e-4, 0.6 3
0.6, 0.6

Table 3.6: MOSES parameters per corpus.

Corpus Layers RNN Word Drop- Learn- Learning Batch Beam
Size Vec out ing Rate Size Size

Size Rate Decay

Weather.gov 1 850 1000 0.15 0.4 0.51 32 5
Prodigy-METEO 1 440 620 0.6 0.4 0.6 1 15
Robocup 1 1230 770 0.39 1 0.6 32 15
Dutch Soccer 2 520 1000 0.15 0.72 0.44 41 14

Table 3.7: OpenNMT parameters per corpus.

3.5.2 Statistical Machine Translation

The MOSES toolkit (Koehn, Hoang, Birch, & Callison-Burch, 2007) was used for SMT.
This Statistical Machine Translation system uses Bayes’s rule to translate a source lan-
guage string into a target language string. For this, it needs a translation model and
a language model. The translation model was obtained from the parallel corpora de-
scribed above, while the training texts of the aforementioned corpora served as the
language model. Translation in the MOSES toolkit is based on a set of heuristics. Pa-
rameters of these heuristics were tuned for each corpus using Bayesian Optimization4

(Snoek, Larochelle, & Adams, 2012). The parameters that returned the highest BLEU
score for the non-templatized development set were chosen as default parameters for the
non-templatized as well as the templatized SMT model. See Table 3.6 for parameter
information.

3.5.3 Neural Machine Translation

Besides Statistical Machine Translation, a Neural Machine Translation approach was
explored as well for the current work. The models were trained using the OpenNMT-
py toolkit (Klein, Kim, Deng, Senellart, & Rush, 2017). Parameters were chosen using
the same Bayesian optimization method as was used for SMT. The detailed parameter
settings are in Table 3.7.

4https://github.com/fmfn/BayesianOptimization
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Retrieval SMT NMT
Corpus Templates Direct Templates Direct Templates Direct

Weather.gov 34.52 69.57 36.56 61.92 36.93 78.90
Prodigy-METEO 27.65 23.66 26.15 30.37 26.52 27.82
Robocup 30.73 22.38 38.18 39.04 36.62 37.50
Dutch Soccer 1.65 4.99 0.90 2.10 1.23 1.70

Table 3.8: BLEU scores obtained for the different corpora with either the delexical-
ization method (Templates), or the end-to-end method (Direct). Highest scores per

corpus are in bold.

Retrieval SMT NMT
Corpus Delex. Lex. Delex. Lex. Delex. Lex.

Weather.gov 63.94 34.52 89.29 36.56 89.85 36.93
Prodigy-METEO 44.47 27.65 39.32 26.15 45.03 26.52
Robocup 31.39 30.73 40.77 38.18 38.98 36.62
Dutch Soccer 2.49 1.65 1.64 0.90 1.95 1.23

Table 3.9: BLEU scores obtained for the different corpora using the delexicalization
method before (Delex.) and after (Lex.) relexicalizing the templates. Highest scores

per method/corpus are in bold.

3.6 Automated Evaluation

The quality of the generated sentences was assessed using NLTK’s corpus_bleu that
calculates BLEU scores based on 1-grams to 4-grams with equal weights and accounts
for a micro-average precision score based on Papineni, Roukos, Ward, and Zhu (2002).
Automated metrics such as BLEU have been criticized over the last few years (e.g.
Novikova, Dušek, Cercas Curry, & Rieser, 2017; Reiter, 2018), especially in the context
of NLG. However, we believe that BLEU scores are a viable first step in the evaluation
process, which can indicate if there may be any differences in the output quality for
different methods and corpora. These findings can then be supplemented by human-
based evaluation. See Chapter 6 for further discussion on this topic.

The BLEU scores suggest that the computer-generated corpora yielded the best results,
with Weather.gov showing the best performance compared to the other corpora (see Ta-
ble 3.8). BLEU scores for the lexicalized output varies from 34.52 (retrieval using the
delexicalization method) to 78.90 (NMT using the direct method). This seems intuitively
logical since the Weather.gov corpus is the largest of the investigated corpora, and the
sentences are also the most homogeneous out of the corpora, which makes producing out-
put that is similar to the training data a feasible task. Results for the smaller Robocup
soccer corpus are decent, but not as good as Weather.gov with BLEU scores for the
lexicalized output ranging from 22.38 (retrieval using the direct method) to 39.04 (SMT
using the direct method). While Prodigy-METEO is human-written, its sentence struc-
ture is still quite consistent, which might explain why its BLEU scores are not that far
removed from those for computer-generated corpora with scores for the lexicalized out-
put between 23.66 (retrieval using the direct method) and 30.37 (SMT using the direct
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Retrieval SMT NMT
Corpus Templates Direct Templates Direct Templates Direct

Fluency

Weather.gov 4.08 (1.04) 5.32 (0.88) 5.24 (0.95) 4.76 (0.79) 5.00 (0.97) 5.50 (1.02)
Prodigy-METEO 3.27 (1.13) 2.81 (1.14) 2.99 (1.16) 3.02 (1.13) 3.31 (1.47) 3.27 (1.43)
Robocup 5.21 (0.99) 5.46 (1.05) 5.70 (0.99) 4.82 (1.20) 5.59 (1.04) 5.67 (1.11)
Dutch Soccer 4.12 (0.99) 5.33 (0.91) 2.11 (0.97) 1.78 (0.85) 6.10 (0.84) 5.73 (0.84)

Clarity

Weather.gov 4.36 (1.14) 5.52 (0.99) 5.45 (1.02) 5.24 (1.02) 5.13 (1.26) 5.69 (1.04)
Prodigy-METEO 2.94 (1.24) 2.73 (1.26) 2.82 (1.27) 2.96 (1.16) 3.25 (1.57) 3.29 (1.47)
Robocup 5.59 (0.96) 5.73 (1.03) 5.96 (0.92) 5.11 (1.22) 5.84 (0.98) 5.78 (1.37)
Dutch Soccer 4.85 (1.16) 5.52 (0.90) 2.43 (0.99) 1.94 (0.90) 6.10 (0.92) 5.74 (0.83)

Correctness

Weather.gov 3.34 (0.91) 3.92 (0.90) 2.55 (0.90) 2.70 (1.04) 4.03 (1.04) 3.22 (1.26)
Prodigy-METEO 4.17 (1.22) 3.21 (0.97) 3.88 (1.23) 3.72 (1.20) 3.99 (1.18) 3.56 (0.88)
Robocup 5.06 (1.14) 3.83 (1.08) 5.78 (1.08) 5.23 (1.13) 5.70 (1.09) 5.68 (0.92)
Dutch Soccer 3.34 (0.91) 3.92 (0.90) 2.55 (0.90) 2.70 (1.04) 4.03 (1.04) 3.22 (1.26)

Table 3.10: Mean fluency, clarity, and correctness scores for the different corpora,
techniques and methods. Standard deviation is represented between brackets. Highest

scores per corpus are in bold.

method). Low BLEU scores were obtained for sentences from the Dutch Soccer cor-
pus, with lexicalized output ranging from 0.90 (SMT using the delexicalization method)
to 4.99 (Retrieval using the direct method). The low BLEU scores might indicate two
things. First, it is possible that the systems struggle with the heterogeneous nature of
the Dutch Soccer texts which results in low text quality output. However, the same
heterogeneous nature might also make it difficult to use BLEU scores as an indication
for text quality, since it is difficult to find a representative gold standard for corpora with
diverse language.

BLEU scores for the investigated SMT and NMT methods do not show large differences
between the two methods: the SMT and NMT output obtained similar BLEU scores.
Interestingly, the sentences produced using cosine similarity based retrieval—that serves
as a baseline—are consistently outperformed by the translation methods, with the excep-
tion of the Dutch Soccer corpus. This suggests that machine translation-based generation
methods generate higher quality output than what is obtained with the retrieval baseline.

Comparing the different generation methods (lexicalization vs. direct), also shows roughly
equal BLEU scores. The exception involves the Weather.gov corpus, where the direct
method resulted in much higher BLEU scores compared to its delexicalization counter-
part. Although the scores are equal, the metrics show a large decrease in BLEU scores
when lexicalizing the templates. This means that the delexicalization method has the po-
tential to significantly outperform the direct method if the quality of the delexicalization
step is improved. See Table 3.9.
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3.7 Human Evaluation

3.7.1 Method

Besides an automated metric, a human evaluation was carried out to measure the per-
ceived text quality of sentences from the investigated corpora, techniques and methods.
A total of 24 people—all native Dutch students and (junior) colleagues not involved in
this research—participated by filling out an online Qualtrics survey. Participants were
asked to rate sentences generated by the previously described techniques and methods on
the aforementioned corpora. For this, a 4 (Corpus: DutchSoccer, Weather.gov, Robocup,
Prodigy-METEO) × 3 (Technique: Retrieval, SMT, NMT) × 2 (Method: Templatized,
Direct) within-subjects design was implemented. The participants rated four sentences
per condition—each connected to different data—resulting in a total of 96 sentences that
were rated by humans.

The participants judged the quality of the sentences on seven-point Likert-scales. These
scales measured fluency, clarity and correctness. Fluency was defined as how fluent and
easy to read the report is, and was measured using two items: ‘This text is written in
proper Dutch’, ‘This text is easily readable’ (α = .90). Clarity was defined as how clear
and understandable the report is, and was measured using one item: ‘While reading, I
immediately understood the text’. Finally, correctness indicates how well the information
the sentence is based on is represented by the sentence itself, and was measured using
two items: ‘This report does not include extraneous or incorrect information’, ‘This
report does not omit important information’ (α = .48). In order to give ratings on
the correctness category, the sentences that had to be rated were also accompanied
by a table containing the information used to generate the sentences. Each table was
followed by six sentences that were generated based on this data by the total of six
different techniques and methods used in this study. The results were then analyzed
using a repeated measures analysis of variance to investigate the effects of the corpus,
techniques and methods on text perceptions of fluency, clarity and correctness. Post hoc
effects were measured with a simple effects analysis using the Least Significant Difference
test.5

5 Mauchly’s Test of Sphericity showed that the sphericity assumption was violated for corpus, corpus
× technique, and corpus × technique × method in the case of fluency, as well as clarity. Furthermore, the
sphericity assumption was violated for technique, corpus × technique, corpus × method, and technique
× method in the case of correctness. Therefore, the Greenhouse-Geisser correction was used for the
analyses of these effects.
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3.7.2 Results

Fluency

For fluency, a main effect was found for corpus (F (1.89, 43.57) = 56.82, p < .001), as well
as technique (F (2, 46) = 107.13, p < .001), but not for method (F (1, 23) = 2.22, p =
.15). The post-hoc test for fluency differences between corpora indicated that sentences
based on Robocup data resulted in the highest fluency scores (M = 5.41, SD = 0.90),
followed by the Weather.gov corpus (M = 4.98, SD = 0.75), Dutch Soccer corpus (M =
4.20, SD = 0.50), and Prodigy-METEO corpus (M = 3.11, SD = 1.12). Furthermore,
the post-hoc test for technique indicated that sentences generated with NMT generation
returned the significantly highest scores on fluency (M = 5.02, SD = 0.76), followed by
Retrieval (M = 4.45, SD = 0.70), which in turn scored significantly higher than SMT
(M = 3.80, SD = 0.55) (see Table 3.10).

A significant interaction was also found for corpus × technique (F (3.07, 70.61) = 87.85,
p < .001). The post-hoc test for this interaction shows that NMT resulted in the high-
est fluency scores for most corpora, except for the Prodigy-METEO corpus where all
techniques performed similarly on fluency. A significant interaction was also found for
corpus × method (F (3, 69) = 8.08, p < .001): the post-hoc analysis indicated that the
delexicalization method returned higher fluency scores for the Dutch Soccer corpus than
the direct method, and that the direct method resulted in higher fluency scores for the
Weather.gov corpus than the delexicalization method, while the scores between methods
were similar for the other two corpora. Furthermore, a significant interaction was found
for technique × method (F (2, 46) = 29.76, p < .001): the fluency scores for the retrieval
method were higher when the direct method was used (vs. delexicalization), while the
delexicalization method resulted in higher scores for SMT (vs. direct). A further nu-
ance in this finding can be given with the significant three-way interaction for corpus ×
technique × method (F (2.83, 65.08) = 13.89, p < .001). The delexicalization method
combined with NMT resulted in higher fluency scores for the soccer corpus, but lower
scores for the Weather.gov corpus. The same method combined with SMT resulted in
higher scores compared to its direct counterpart for all corpora except Prodigy-METEO.
For retrieval, the direct method gave higher fluency scores for all corpora.

These scores show that, in general, NMT produces the most fluent sentences. Whether
the delexicalization method or direct method returns the most fluent output depends
on the corpus and technique used. For SMT, the delexicalization method seems the
clear winner, but for retrieval and NMT, the effectiveness of the delexicalization method
differs per corpus. Interestingly, out of all the conditions, the highest fluency scores were
obtained for the Dutch Soccer corpus (NMT with the delexicalization method), while
the BLEU scores for this category were fairly low.
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Clarity

The overall scores for clarity look similar to those of fluency. A main effect for corpus
was found (F (2.08, 47.72) = 69.90, p < .001), as well as technique (F (2, 46) = 69.21,
p < .001), but not for method (F (1, 23) = 1.64, p = .21). The post-hoc analysis for
corpus shows that sentences based on Robocup (M = 5.67, SD = 0.89) were considered
the clearest, followed by Weather.gov (M = 5.23, SD = 0.89), Dutch Soccer (M = 4.43,
SD = 0.48), and Prodigy-METEO (M = 3.00, SD = 1.23). For technique, the post-hoc
analysis found that the lowest clarity scores were for SMT generated sentences (M =
3.99, SD = 0.61), Retrieval-based sentences (M = 4.66, SD = 0.76) did slightly better,
and sentences generated by NMT received the highest clarity scores (M = 5.10, SD =
0.83) (see Table 3.10).5

All investigated interactions for clarity were significant (Corpus × technique: F (3.26,
74.89) = 57.936, p < .001; Corpus × method: F (3, 69) = 11.18, p < .001; Technique ×
method: F (2, 46) = 23.01, p < .001; Corpus × technique × method: F (3.81, 87.56) =
6.03, p < .001). The corpus × technique post-hoc analysis shows that NMT generated
sentences produce the most clear sentences for the Dutch Soccer corpus and the Prodigy-
METEO corpus, while there were no significant differences between SMT and Retrieval
for these two corpora. Furthermore, NMT and SMT had the shared highest clarity
scores for the Weather.gov corpus (over Retrieval). No differences in clarity between the
techniques were found for the Robocup corpus. Corpus × method results showed no
significant difference for the Dutch Soccer and Prodigy-METEO corpus between delexi-
calization and direct. The direct method resulted in significantly higher scores compared
to delexicalization for the Weather.gov corpus, while sentences generated with the delex-
icalization method resulted in higher clarity scores for Robocup sentences. From the
technique × method interaction it was observed that Retrieval combined with the direct
method resulted in higher clarity scores compared to its delexicalization counterpart.
The opposite is the case for SMT generated sentences, where delexicalization resulted
in higher clarity scores than direct. The three-way interaction of corpus × technique
× method showed that NMT produces more clear sentences using the delexicalization
method for the Dutch Soccer corpus and less clear sentences with delexicalization for
the Weather.gov corpus compared to its direct counterpart. Retrieval combined with
the direct method scored higher on these corpora (vs. templatized), and SMT obtains
higher clarity scores for the Dutch Soccer and Robosoccer corpus if the delexicalization
method is applied (vs. templatized).

Overall, models trained on the computer-generated corpora gave the clearest output and,
similar to fluency, sentences produced with NMT resulted generally in the highest clarity
scores. Delexicalization was also overall more effective for SMT compared to the direct
method, while delexicalization for NMT was mostly effective for the Dutch Soccer corpus.
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The clarity scores for the NMT with delexicalization method for the Dutch Soccer corpus
resulted in the overall highest clarity scores, besides fluency scores as well.

Correctness

Significant main effects of correctness were found for corpus (F (3, 69) = 32.86, p < .001),
technique (F (1.58, 36.37) = 9.25, p = .001), and method (F (1, 23) = 9.77, p = .005).
Sentences from the Robocup corpus were deemed the most correct (M = 5.21, SD =
0.92), followed by Weather.gov (M = 4.04, SD = 0.84), with Prodigy-METEO (M =
3.76, SD = 0.88) and Dutch Soccer (M = 3.29, SD = 0.76) in shared last place. For
technique, NMT generated sentences were perceived as the most correct (M = 4.27, SD
= 0.63). SMT (M = 4.01, SD = 0.72) and Retrieval (M = 3.94, SD = 0.61) did not
score significantly different. The results for method showed that delexicalization resulted
in higher correctness scores (M = 4.19, SD = 0.69) than the direct method (M = 3.96,
SD = 0.59) (see Table 3.10).

Significant interactions were found for corpus × technique (F (3.64, 83.77) = 20.22, p <
.001), corpus × method (F (2.23, 51.29) = 9.24, p < .001), and corpus × technique ×
method (F (6, 138) = 15.00, p < .001), but not for technique × method (F (1.31, 30.12) =
0.18, p = .84). The corpus × technique interaction shows that SMT generated sentences
were perceived as significantly less correct for the Dutch Soccer corpus (vs. Retrieval and
NMT), and Retrieval based sentences were deemed less correct for Robocup sentences
(vs. SMT and NMT). Corpus × method shows that the delexicalization method resulted
in higher perceived correctness for the Robocup and Prodigy-METEO corpora compared
to its direct counterpart. Finally, the three way corpus × technique ×method interaction
shows that delexicalization combined with NMT resulted in higher correctness scores for
Dutch Soccer, but lower for Prodigy-METEO (vs. direct). Direct was superior for all
corpora when used with a retrieval technique, and the delexicalization method combined
with SMT gives higher scores for the Robocup corpus (vs. direct).

In general, the models trained on the computer-generated corpora produced the most
correct sentences. Furthermore, NMT and the delexicalization method were found to
be effective techniques/methods to increase correctness. The fact that delexicalization
increases correctness makes sense since the separate delexicalization step for information
ensures that correct information is added to a sentence that is based on the data. This
is not necessarily the case with the direct method.

3.8 Discussion and Conclusion

The study described in this chapter investigated ways to reduce the reliance on rule-
based systems when converting data to natural language text. It explored the use of
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neural methods in the form of NMT, and a method where input and output forms were
lexicalized before converting the output template sentences to natural language text.
This (at the time) relatively novel NMT approach was compared to more established
approaches (i.e. Retrieval and SMT). Furthermore, the delexicalization method was
compared to its direct counterpart that directly converts a data input representation to
a natural language text. Sentences were generated for four corpora (two human-written,
two computer-generated; two in the sports domain, two in the weather domain). Results
of these different forms of generation were then compared using BLEU scores as well as
human metrics.

Results of the BLEU scores suggest that the different techniques and approaches obtain
the highest text quality when trained on computer-generated corpora, while techniques
and approaches trained on the human-written Dutch Soccer corpus generating the lowest
text quality output. Furthermore, the Retrieval approach seemed to perform the best
in general, and SMT and NMT obtained similar scores to each other. Finally, based on
the BLEU scores, the delexicalization method did not seem to improve output quality
when compared to its direct counterpart: similar or higher BLEU scores were found for
the direct method.

However, the BLEU results were not corroborated by the results from human evaluation.
While the output quality differed per technique, sentences for the Dutch Soccer corpus
achieved scores similar or higher than sentences based on other corpora on both fluency,
clarity and correctness, which is in direct opposition to BLEU scores. Furthermore,
the performance of NMT seemed to be good compared to SMT and Retrieval. NMT
generated sentences obtained the highest scores on both fluency, clarity and correctness.
Also, the delexicalization method has the potential to increase output quality according
to the human evaluation, while for the BLEU scores no improvement was found. Both the
SMT and NMT method achieved higher fluency, clarity and correctness scores on several
corpora with the delexicalization method (vs. direct). This method especially seemed to
boost performance on the Dutch Soccer corpus: this corpus is the most noisy out of the
corpora and contains the most heterogeneous language. Therefore, the delexicalization
method seems to be a useful step for human-written corpora.

This chapter’s study should be seen as a first exploratory step in creating a neural data-to-
text pipeline: the investigated methods could save time and resources compared to a fully
rule-based approach, but the steps to delexicalize data and text for the current article
were still rule-based, which still takes manual effort and turned out to decrease output
quality based on the BLEU scores. A system that does these conversions automatically
would be a logical extension.6 Furthermore, this study served as a basis for explicitizing

6More recent work on referring expression generation for such a data-to-text system (for lexicalization)
has shown its effectiveness (see, for instance Castro Ferreira et al., 2019; Moryossef, Goldberg, & Dagan,
2019). It should also be noted that the neural model used in this study was a simple model. More recent
advances with attention-based models have shown their potential for neural data-to-text generation as
shown in Kale and Rastogi (2020), for instance.
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steps for the neural data-to-text task. Providing support that other steps in the data-
to-text conversion process would be worth investigating as well. For instance automated
alignment of data and text, or methods that convert data into the optimal data input
representation format, or automated sentence aggregation methods to produce full texts
rather than single sentences or short multi-sentence content. Further research can also
focus on making the output more diverse by adding strategies for lexical variation (as
seen in, for instance Gatti, Guerini, Stock, & Strapparava, 2014; Guerini, Strapparava,
& Stock, 2011). The current results would suggest that adding these steps has the
potential to further approach the text quality of human-written texts, and increase overall
performance of trainable data-to-text approaches. Especially with noisy human-written
corpora containing diverse language.

Link with Other Chapters

Two interesting bottlenecks regarding (neural) NLG were highlighted by the study de-
scribed in this chapter. First of all, the text quality estimation by BLEU scores were
not supported by the human judgements. This was especially the case for the human-
written Dutch Soccer corpus: it seems that these text similarity metrics fall short when
the corpus contains highly diverse verbalizations of the data. This instigates the idea
that automatic metrics may be poor representations of text quality, particularly for
human-written corpora, and that (decent) human evaluation should be preferred. This
is further discussed in Chapter 6.

Another bottleneck for this study was the lack of usable corpora. At the time when we
conducted the study, the size of most well-used corpora was small and/or computer-
generated, and mainly viable for end-to-end generation. Improvements have been made
in this regard, with for instance the WebNLG (Gardent et al., 2017) and E2E Novikova,
Dušek, and Rieser (2017) datasets, for which enriched versions have been released
that allow for delexicalization methods to neural NLG (Castro Ferreira, Moussallem,
Krahmer, & Wubben, 2018; Castro Ferreira, Vaz, Davis, & Pagano, 2021). However,
these datasets are still quite homogeneous in their verbalizations of data due to the
nature of how they were conceived. Therefore, we felt that it was necessary to create a
dataset with heterogeneous verbalizations of data, that also allows for neural NLG with
explicit intermediate steps. This dataset is described in Chapter 4. While this dataset—
and the WebNLG and E2E datasets—have increased in size, the number of training
examples still remains an issue due to the sheer difficulty of capturing aligned data-text
examples. To address this, we have also investigated methods to automatically extend
training set size, and its effect on output quality in Chapter 5.
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Chapter 4

The CACAPO Dataset: A
Multilingual, Multi-Domain Dataset
for Neural Pipeline and End-to-End
Data-to-Text Generation

Abstract This chapter describes the CACAPO dataset, built for training both neural
pipeline and end-to-end data-to-text language generation systems. The dataset is multi-
lingual (Dutch and English), and contains almost 10,000 sentences from human-written
news texts in the sports, weather, stocks, and incidents domain, together with aligned
attribute-value paired data. The dataset is unique in that the linguistic variation and
indirect ways of expressing data in these texts reflect the challenges of real world NLG
tasks.
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This chapter is based on:

• Lee, C. van der, Emmery, C., Wubben, S., & Krahmer, E. (2020). The CACAPO
Dataset: A Multilingual, Multi-Domain Dataset for Neural Pipeline and End-to-
End Data-to-Text Generation. In Proceedings of the 13th International Conference
on Natural Language Generation, INLG 2020 (pp. 35-45). Dublin, Ireland: Asso-
ciation for Computational Linguistics.
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4.1 Introduction

This chapter presents the Combinations of Aligned Data-Sentences from Naturally
Produced Texts (hereafter: CACAPO) dataset; a dataset for data-to-text generation
(the task of producing adequate, fluent natural language text from non-linguistic struc-
tured data, such as database records, spreadsheets, knowledge graphs, tables, etc., Gatt
& Krahmer, 2018). The dataset contains sentences from automatically scraped news
texts for the sports, weather, stock, and incidents domain in English and Dutch, aligned
with relevant attribute-value paired data (see the examples on Page 77). To our knowl-
edge, this is the first dataset based on ‘naturally occurring’ human-written texts (i.e.,
texts that were not collected in a task-based setting), that covers various domains, as
well as multiple languages.

Neural Natural Language Generation (NLG) is a promising technique, as neural NLG
systems are not bound by any special-purpose mechanisms, and hence are argued to be
easily adaptable to other domains and languages (Oraby, Harrison, Ebrahimi, & Walker,
2019; Puduppully, Dong, & Lapata, 2019; van der Lee, Verduijn, Krahmer, & Wubben,
2018). Yet despite this advantage, it can still be challenging to create a neural NLG
system that achieves the same rich and detailed output as a well-designed traditional
rule-based pipeline system (Moryossef, Goldberg, & Dagan, 2019b; Novikova, Dušek, &
Rieser, 2017; van der Lee et al., 2018). This is because a large-scale parallel dataset
(i.e., a dataset with aligned texts and relevant data) is required for training neural NLG
systems, and such datasets are not a common natural occurrence. This limitation is
especially persistent in neural pipeline architectures: neural architectures modeled after
the ‘traditional’ pipeline architecture (Reiter & Dale, 2000) that sequentially performs
tasks related to document planning, sentence planning and linguistic realization (Cas-
tro Ferreira, van der Lee, van Miltenburg, & Krahmer, 2019). These architectures require
an explicit representation for every intermediate step. The (enriched) WebNLG dataset
(Castro Ferreira, Moussallem, Krahmer, & Wubben, 2018; Gardent, Shimorina, Narayan,
& Perez-Beltrachini, 2017a, 2017b) was at the time of the original publication the only
other dataset viable for both end-to-end, as well as neural pipeline architectures.1

The present paper presents a new dataset—derived from news articles—that can be used
for end-to-end, as well as neural pipeline architectures. Furthermore, it describes a col-
lection process inspired by Oraby et al. (2019), where collection starts with the news
reports and attribute-value datapoints are constructed from them, which also enables
relatively low-effort extension and adaptation of the current dataset (Section 4.3). Char-
acteristics of the dataset are described, based on the methodology by Perez-Beltrachini
and Gardent (2017) (Section 4.4). Finally, a baseline is developed for the dataset using
TGen (Dušek & Jurčíček, 2015) (Section 4.5).

1Since then, an enriched version of the E2E has also been developed and published (Castro Ferreira,
Vaz, Davis, & Pagano, 2021).
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The full dataset is freely available for research purposes upon request, licensed under the
AusGoal Restrictive Licence. A ‘thin’ version of the dataset that contains the annotated
data in combination with the URLs of the scraped texts and the scraping tools is publicly
available via https://github.com/TallChris91/CACAPO-Dataset, licensed under CC
BY-NC-SA.

4.2 Related Work

Neural data-to-text NLG models have the ability to produce texts without requiring
handwritten rules and templates, as they generate texts in a completely data-driven
way. However, neural data-to-text NLG is struggling to overcome two critical bottlenecks,
identified by Oraby et al. (2019), that hamper the performance of the models: (1) a data
bottleneck, a lack of (high quality, large scale) parallel data-text datasets; and (2) a
control bottleneck, which they describe as an inability to control stylistic variation, but
can be more broadly described as the inability to systematically control the generation
process and the generated output of a neural system.

4.2.1 Data Bottleneck

The field has started to address the data bottleneck issue recently, exhibited by an in-
crease in parallel data-text corpora. E2E (Novikova et al., 2017), and WebNLG (Gardent
et al., 2017a, 2017b) are two prime examples of this. Crowdsourcing techniques were em-
ployed for the creation of these datasets, meaning that humans were asked to write a
text given an input Meaning Representation (MR). This makes it feasible to collect am-
ple texts of good quality, but such techniques can quickly become a financial burden,
and require significant effort from the researchers to design and assemble (Oraby et al.,
2019). This amount of time can be reduced as is shown by the construction of the ToTTo
dataset (Parikh et al., 2020), where humans edited existing Wikipedia phrases to reflect
a given input MR, rather than writing text phrases from scratch. This still requires
significant resources, however.

Compiling a dataset via crowdsourcing usually ensures that texts are a direct verbaliza-
tion of the aligned data, which limits the amount of noise and inaccuracies present in
the datasets. However, people have increasingly started to criticize the realism of these
datasets as they are usually not representative of real world scenarios and language use.2

Verbalizations by crowdsource workers are different from how data is usually verbalized
by professional journalists, for instance, whose focus—besides high fidelity—is also on
producing fluent and enjoyable texts. Such a focus can result in more indirect descrip-
tions of data or superfluous information.

2See, for instance, the discussion at https://twitter.com/yoavgo/status/1281971375029325824.
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Atribute Value
incidentCause unknown causes
victimVehicle passenger car
suspectVehicle truck
dateTime around 3.45 pm
incidentType collided head-on

↓
Due to unknown causes, a passenger car and a

truck collided head-on at around 3.45 pm.

Figure 4.1: Translated example of attribute-

value pairs and text for Dutch Incidents.

Atribute Value
positionOfPlayer midfielder
assistName Joey Suk
assistType extended
goalName captain Ars
goalType composedly slid it in

↓
A blocked shot was extended by midfielder Joey Suk

to captain Ars, who composedly slid it in.

Figure 4.2: Translated example of attribute-

value pairs and text for Dutch Sports.

Atribute Value
companyName Ctac
stockChange declined
stockChangePercentage 0,5 percent

↓
Ctac declined 0.5 percent on the local market.

Figure 4.3: Translated example of attribute-

value pairs and text for Dutch Stocks.

Atribute Value
windAmount weak to moderate
windDirection east to southeast

↓
The wind is weak to moderate and is coming from

east to southeast.

Figure 4.4: Translated example of attribute-

value pairs and text for Dutch Weather.

Atribute Value
victimNumber several
victimStatus more serious injuries
takenToHospital True
hospitalName UMC

↓
Several with more serious injuries were later trans-

ported to UMC.

Figure 4.5: Example of attribute-value pairs

and text for English Incidents.

Atribute Value
winLossRecord 15 of 19
teamName Milwaukee

↓
But Milwaukee dropped 15 of 19 to be-

gin the regular season’s final month.

Figure 4.6: Example of attribute-value pairs

and text for English Sports.

Atribute Value
exchangeName Dow
stockChange added
stockPoints 187.86
stockChangePercentage 0.7%

↓
The Dow added 187.86 points, or 0.7%.

Figure 4.7: Example of attribute-value pairs

and text for English Stocks.

Atribute Value
timePoint Overnight
temperatureCelsius 15C

↓
Overnight temperature of 15C.

Figure 4.8: Example of attribute-value pairs

and text for English Weather.
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Tag Entity
PATIENT-1 CC Sabathia
PATIENT-2 Blue Jays
PATIENT-3 hitless
PATIENT-4 five
PATIENT-5 Yankees

↓
All PATIENT-1 did was hold the PATIENT-2 PATIENT-3 over the final PATIENT-4

innings to give the PATIENT-5 a chance to rally.

Figure 4.9: Mapping between tags and entities for the corresponding delexicalized
template.

Generating texts from these indirect descriptions may be more challenging as the NLG
systems need to learn how to abstract from the ‘noise’ in these datasets. A different
but related problem is that the presence of superfluous descriptions in input make these
neural systems more prone to ‘hallucinations’: producing output information that is
not present in the input data (Reiter, 2018a). However, having a system that performs
well on such unedited texts might make it more attainable to develop systems that can
be deployed in non-academic settings, as these texts are representative of such settings.
Companies for which data-to-text systems may be especially relevant (i.e., press agencies,
publishers, weather institutes, etc.), oftentimes have an extensive archive of historical
data and human-written texts, that would contain similar types of ‘noise’ in their data
representation.

Therefore, it seems imperative to also pursue other dataset collection techniques—such
as text and data collection—by scraping publicly available sources. Datasets that were
compiled via this method have also seen a surge recently, with YelpNLG (Oraby et al.,
2019), RotoWire (Wiseman, Shieber, & Rush, 2017), and RotoWire-inspired datasets
such as RotoWire-FG (Wang, 2019) and MLB (Puduppully et al., 2019). This scraping
method enables data and text collection without having to spend as much time and
resources as would be necessary with crowdsourcing techniques. However, most of the
current automatically scraped datasets are for document-level texts, which generally re-
quires different architectural approaches than the shorter sentence-level or phrase-level
texts that are most commonly found in the datasets compiled via crowdsourcing. Fur-
thermore, they are limited to one domain (restaurants, basketball, and baseball, for
YelpNLG, RotoWire, and MLB respectively), and one language (English). This makes
it difficult to train domain-invariant systems.

4.2.2 Control Bottleneck

Furthermore, most existing datasets are constructed for end-to-end architectures, where
the non-lingustic input is converted into natural language without explicit intermediate
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representations in between (Castro Ferreira et al., 2019). By contrast, researchers have
started to experiment with neural pipeline methods, in which the data conversion pro-
cess happens via one or more explicit intermediate transformations (see, for instance,
Castro Ferreira et al., 2019; Jiang et al., 2020; Moryossef, Goldberg, & Dagan, 2019a;
Moryossef et al., 2019b). These methods enable the control over parts of the data-to-
text conversion process, making it possible to develop hybrid (e.g. rule-based and neural)
systems. Additionally, a direct comparison between end-to-end and pipeline approaches
suggests that pipeline approaches lead to improved output quality, and decreases data
hallucination and data omission (Castro Ferreira et al., 2019): two challenges for datasets
compiled using unedited texts from publicly available sources. However, pipeline archi-
tectures require a training dataset containing the intermediate representations in order
to be trained. And, with the exception of the Enriched WebNLG dataset (Castro Fer-
reira et al., 2018), there were at the time of publication no datasets facilitating such an
approach.3

4.2.3 Current Work

The current work introduces the CACAPO dataset which addresses the aforementioned
limitations of the existing datasets: it contains intermediate representations for discourse
ordering, text structuring, lexicalization, referring expression generation, and textual re-
alization for pipeline approaches such as the one by Castro Ferreira et al. (2019). Fur-
thermore, it is a sentence-level dataset containing unedited sentences from news articles
written by professional journalists and meteorologists (see Section 4.3 for details).

Finally, many of the current datasets that are commonly used lack domain diversity
(Radev et al., 2020) and are solely constructed for the English language (with the ex-
ception of WebNLG, see Castro Ferreira et al., 2018; Shimorina, Khasanova, & Gardent,
2019). The CACAPO dataset contains texts from the sports, weather, stocks, and inci-
dents domain for both Dutch and English.

4.3 The CACAPO Dataset

4.3.1 Collection Methods

Both the Dutch and English version of the CACAPO dataset contain the same four
domains (sports, weather, stocks, and incidents) albeit with different events and hence
also some topical variety between both languages. For each domain a scraping tool was
used or custom built that either fully automatically collected relevant texts, or collected

3At least, datasets that start from data. Surface realization datasets such as the one employed in
(Mille, Belz, Bohnet, Graham, & Wanner, 2019) can be seen as facilitating the pipeline approach.
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these texts with as little human effort as possible (e.g humans needed to copy the URLs,
website source code, or needed to copy some aspects to a custom-built tool).4 The
following texts were collected:

• Dutch sports domain texts cover soccer match reports from the 2015/2016 and
2016/2017 season of the Dutch Eredivisie, the top league of professional soccer in
The Netherlands. Texts were scraped from 10 professional news websites using
Google search queries for all matches played during the two seasons (teams and
play date). In total, 6,600 texts were scraped (2,101,338 tokens; 27,619 types).

• Dutch stocks domain texts cover daily reports on stock exchanges, company
stock listings, (crypto)currency exchange rates, and oil prices. These reports were
collected from 49 different newspapers using Nexis Uni,5 covering all reports from
January 2019-January 2020. A total of 4,280 texts were collected (1,211,842 tokens;
22,685 types).

• Dutch weather domain texts cover short-term weather forecasts that are written
several times a day for The Netherlands by the Royal Netherlands Meteorologi-
cal Institute (KNMI); the Dutch national weather service. These texts originate
from the “complete weather report” prognosis, found on the KNMI website6. The
weather reports were obtained for all of 2019, totalling 5,897 texts (1,099,556 to-
kens; 1,076 types).

• Dutch incidents domain texts originate from Hendriks (2019) who collected data
from https://www.hetongeluk.nl/; an online database for news articles about
traffic incidents, which in total contains traffic incident reports from 139 websites
from 2013 to 2019. This collection contains 1,600 texts (154,596 tokens; 8,919
types).

• English sports domain texts cover baseball reports from the American MLB
League, the top league in American professional baseball. The baseball reports
were obtained using the scraper made available by Puduppully et al. (2019) to
collect their MLB dataset covering 2007-2018. The texts originate from ESPN; an
American sports website.7 A total of 26,393 (12,852,342 tokens; 34,123 types) were
collected for this domain.

• English stocks domain texts cover the same topics as the Dutch stocks domain
texts. The texts were obtained using Google News by searching news items con-
taining “stock index” and “stock market” in the period of January 2019-January
2020. 1,109 texts from 182 websites were collected (621,997 tokens; 23,216 types).

4See https://github.com/TallChris91/CACAPO-Dataset for the collection tools.
5http://www.nexisuni.com/
6https://www.knmi.nl/nederland-nu/weer/verwachtingen
7http://www.espn.com/
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• English weather domain texts cover weather forecasts for several countries (e.g.,
Canada, United States, India, Ireland). The weather forecasts were collected using
Google News by searching news items containing “weather forecast” in the period
of January 2019-2020. This resulted in a collection of 926 texts from 215 websites
(341,622 tokens; 11,426 types).

• English incidents domain texts cover gun violence incidents from the Gun Vio-
lence Archive,8 a database on gun violence incidents, which in total contains 3,180
incident reports from 596 websites ranging from 2012 to 2019 (1,105,567 tokens;
26,968 types).

Thus, in total 49,985 texts were collected via these different methods. For the CACAPO
dataset, all texts above 325 words were discarded as most basic news reports typically
do not exceed that amount of words (Asbreuk, de Moor, & van der Meer, 2017), which
means that they are more likely to be, for instance, in-depth background stories. After
this filtering, 20,630 texts remained.9 From this sample, 200 texts were randomly selected
for each language and domain (a total of 1,600 texts; 12.89% of the text selection) to
obtain a representative number of sentences while keeping the annotation load reasonable
(see Section 4.3.2). These texts were automatically split into sentences using a sentence
tokenizer. SpaCy (Honnibal & Montani, 2017) was used as a tokenizer for the Dutch
part, and SoMaJo for the English part (Proisl & Uhrig, 2016). Finally, the sentences
were assigned to training, validation, and testing sets in a 76.5, 8.5, 15 ratio—the same
ratio that (Novikova et al., 2017) used. All sentences occurring in the selected texts are
part of the CACAPO dataset and the order of occurrence of the sentences in a text was
preserved in the dataset.

4.3.2 Data Annotation

The data annotation process followed after the sample sentences were tokenized. Sen-
tences were manually aligned with data using Prodigy10, a data annotation tool (Montani
& Honnibal, 2018), in a attribute-value pair format, done by two expert annotators. The
human annotators annotated a part of the dataset jointly (1,755 sentences), resulting in
Cohen’s κ = 0.67 (substantial agreement; Landis & Koch, 1977) and a 70.92% agreement.
This agreement was deemed high enough for a single coder per item approach for the
rest of the dataset. One of the annotators developed the guidelines with a definition of
each category and examples of passages belonging to that category resulting in relatively
quick acquisition of the categories. Annotation took between 5 and 15 minutes per text
on average. All annotated attributes can be found in Table 4.2.

8http://www.gunviolencearchive.org/
9The full collection of unlabeled texts and the selection of unlabeled texts is freely available upon

request—licensed under AusGoal Restrictive Licence—to facilitate extension of the dataset as well as
other tasks, such as information extraction.

10https://prodi.gy/
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Subdomain Data types

Dutch sports assistName, assistType, chanceForName, chanceForNationality, chanceForNum-
ber, chanceForType, coachName, defendedName, disallowedGoalName, disal-
lowedGoalType, finalScore, formationTeam, goalName, goalScore, goalType,
goalkeeperName, halfTimeScore, hasLostTeam, hasScored, hasTiedTeam, has-
WonTeam, homeAway, injuredName, injuryType, matchDate, matchStreakNum-
ber, matchStreakType, matchTime, nextMatchDate, nextMatchHomeAway,
nextMatchTeam, numberOfMatchGoals, numberOfMatchesPlayed, numberOf-
Points, numberOfSeasonGoals, playerAge, playerName, playerNationality, posi-
tionOfPlayer, redCardName, refereeName, stadiumPlayed, substituteName, sus-
pendedName, tackleGiverName, tackleRecipientName, teamName, teamStand-
ings, twiceYellowName

English sports ERA, RBI, atBatNumber, baseNumber, baseReachedNumber, baseStolen,
basesRan, batterHitsTries, batterName, batterScoreNumber, battersFacedNum-
ber, battingAverage, battingLineupNumber, catchType, catcherName, compe-
titionName, earnedRunsNumber, errorNumber, fielderName, fielderPosition, fi-
nalScore, gameNumber, gameTally, hasLostTeam, hasScored, hasWonTeam, hit-
Number, homeAway, homeRunNumber, injuryType, inningNumber, inningScore,
inningsPitched, isOut, leftOnBase, locationPlayed, managerName, matchDate,
matchStreakNumber, matchStreakType, numberOfStarts, onBaseNumber, out-
Number, pitchCount, pitchNumber, pitchResult, pitchResultNumber, pitchType,
pitcherName, pitcherRecord, pitcherSaveRecord, pitchesTotalThrown, presi-
dentName, retireNumber, runAverage, runNumber, scoreNumber, scoreTally,
standingsGames, startsNumber, stealNumber, strikeNumber, strikeOutNum-
ber, strikeTrajectory, strikingType, teamName, teamRecord, teamStandings,
throwDirection, umpireName, umpireType, unearnedRunsNumber, walkNum-
ber, winLossRecord, winLossType, winningPercentage

Du/En stocks amountNumber, companyName, exchangeName, locationName, moneyAmount,
stockChange, stockChangePercentage, stockPoints, tickerName, timePoint

Du/En weather cloudAmount, cloudChange, cloudType, compassDirection, gustAmount,
gustChange, gustVelocity, locationArea, maximumTemperature, minimumTem-
perature, precipitationAmount, snowAmount, temperatureCelsius, tempera-
tureChange, temperatureHotCold, timePoint, weatherArea, weatherChange,
weatherFrequency, weatherIntensity, weatherOccurringChance, weatherType,
windAmount, windChange, windDirection, windSpeedBft, windTurning, wind-
Type

Dutch incidents dateTime, incidentCause, incidentLocation, incidentType, suspectAddress, sus-
pectAge, suspectAmount, suspectDescription, suspectSex, suspectStatus, sus-
pectVehicle, victimAddress, victimAge, victimAmount, victimDescription, vic-
timSex, victimName, victimStatus, victimVehicle

English incidents accidentAddress, accidentDate, hospitalName, numberOfRoundsFired, person-
nelArrivedTime, prisonName, shootingNumber, shootingType, suspectAge, sus-
pectAgeGroup, suspectBased, suspectDescription, suspectSex, suspectHeight,
suspectName, suspectNumber, suspectOccupation, suspectEthnicity, suspectSta-
tus, suspectVehicle, suspectWeapon, suspectWeight, takenToHospital, victim-
Age, victimAgeGroup, victimBased, victimSex, victimName, victimNumber, vic-
timOccupation, victimEthnicity, victimStatus, victimVehicle

Table 4.2: Labels of data types used in the CACAPO dataset per subdomain.

The amount of data values that were annotated varied between 10 (Dutch/English stocks
domain) and 76 (English sports domain). The labels that needed to be included for the
annotation were identified by doing a practice set of 10 texts. All data labels are based
on the 5 Ws and 1 H questions (Who, What, When, Where, Why, and How). As most
journalism schools teach students to write news articles that focus on answers to the
5 Ws and 1 H questions (Canavilhas, 2007; Kussendrager, Van der Lugt, & Rogmans,
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2018).

‘Who’ data is for instance player and referee information for the sports domain (as-
sistName, goalName, goalkeeperName, pitcherName, pitcherRecord, umpireName) and
suspect and victim information for the incidents domain (suspectAge, suspectSex, vic-
timBased, victimName, victimOccupation). Examples of ‘What’ data are stock price in-
creases and decreases for the stocks domain (stockChange, stockChangePercentage, stock-
Points), and information about cloudiness, wind, and weather type for the weather do-
main (cloudAmount, gustChange, temperatureCelsius, weatherType). ‘When’ data types
are the (next) match date for the sports domain (matchDate, matchTime, nextMatch-
Date), and the date/time that an incident occurred for the incidents domain (dateTime,
accidentDate). ‘Where’ data is for instance the stadium where a match is played for
the sports domain (stadiumPlayed, locationPlayed), or where weather events will happen
for the weather domain (locationArea). ‘Why’ data is for example the cause of a traffic
incident for the incidents domain (incidentCause). And ‘How’ data can be information
about the way a goal was scored or a ball was hit for the sports domain (goalType,
strikingType), and how a traffic/shooting incident took place for the incidents domain
(incidentType, shootingType).

<entry category="EnglishIncidents" eid="Id2" size="3">
<originaldataset >

<odata >victimAge | 22-year -old</odata>
<odata >victimStatus | grazed_in_the_thigh </odata>

</originaldataset >
<lex comment="good" lid="Id1">

<sorteddataset >
<sentence ID="1">

<sdata >victimAge | 22-year -old</sdata>
<sdata >victimStatus | grazed_in_the_thigh </sdata>

</sentence >
</sorteddataset >
<references >

<reference entity="22-year -old" number="1" tag="ENTITY -1"
↪→ type="description">22-year -old </reference >

<reference entity="grazed_in_the_thigh" number="2" tag="ENTITY -2"
↪→ type="description">grazed in the thigh </reference >

</references >
<text>A 22-year -old was grazed in the thigh .</text>
<template >A ENTITY -1 was ENTITY -2 .</template >
<lexicalization >DT[form=undefined] a ENTITY -1

↪→ VP[aspect=simple ,tense=past , voice=active ,person=null , number=singular] be
↪→ ENTITY -2 .</lexicalization >

</lex>
</entry >

Figure 4.10: Example of an XML formatted data instance in the CACAPO dataset.

4.3.3 Intermediate Representations

After the data annotation process was completed, the annotated data and collected
texts were then used to create explicit intermediate representations suitable for neural
pipeline architectures. The CACAPO dataset is saved in a similar XML format as the
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Enriched WebNLG dataset (Castro Ferreira et al., 2018) (see Figure 4.10 for an example)
to enable effortless testing of systems designed for this dataset. This also means that
the CACAPO dataset is suitable for pipeline systems that convert data into text using
the same 5 sequential steps as Castro Ferreira et al. (2019), which follows the original
pipeline architecture of (Reiter & Dale, 2000):

1. Discourse Ordering is the task of determining in which order to present the
data that should be verbalized in the target text. This can be trained using
the MRs found in the (alphabetically ordered) <originaldataset>, and the
<sorteddataset> that is ordered based on the appearance of the MR in the
sentence. This ordering is determined based on the string position information
provided by Prodigy.

2. Text Structuring is the task of organizing the ordered triples into paragraphs and
sentences. The <sorteddataset> tag also contains sentence information relevant
for the Text Structuring step. As the CACAPO dataset is a sentence-level dataset,
Text Structuring is not a directly relevant step. Although the sentence information
in the <sorteddataset> tag allows for extensions to phrase-level or paragraph-
level instances.

3. Lexicalization is the task of finding the words and phrases that describe the in-
put data correctly (Reiter & Dale, 2000). This means using the information found
in <sorteddataset> to (ideally) generate the string in <lexicalization>, for
this dataset. The string found in this tag is a delexicalized version of the original
sentence (found in <text>). This <lexicalization> tag not only contains infor-
mation to select accurate words and phrases to describe an MR, but also contains
information for the two steps further ahead in the pipeline. The ENTITY-[0-9]

placeholders indicate where MRs should be realized. The entity number indicates
which MR to realize based on the order in <sorteddataset>. Furthermore, the
delexicalized string contains syntactical information. For (lemmatized) verbs, it
stores aspect, mood, tense, voice and number in a VP tag. And it stores the form
of determiners in a DT tag.

Delexicalization was done by a script that matches the annotated data with the
original string, using the string location information provided by Prodigy. The
annotation of syntactical information and lemmatization was done using CoreNLP
(Manning et al., 2014) for English, and DeepFrog11 for Dutch.

4. Referring Expression Generation is the task of generating the correct entities
in a text (Krahmer & van Deemter, 2012). In this step, a system can be trained
to fill the ENTITY-[0-9] placeholders found in the <lexicalization> string with
the data found in the <references> tag.

11https://github.com/proycon/deepfrog
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No. of No. of Refs/MR Slots/MR W/Inst W/Sent Sents/Inst
instances unique

MRs

CACAPO (Dutch) 10,498 8,608 1.22 (1-285) 2.74 15.18 15.18 1 (1-1)
CACAPO (English) 10,776 8,273 1.30 (1-290) 3.30 18.83 18.83 1 (1-1)
WebNLG (English) 9,674 9,604 2.63 (1-12) 2.95 20.03 14.26 1.4 (1-6)
WebNLG (German) 7,812 7,753 2.63 (1-12) 2.96 19.22 13.64 1.4 (1-6)

Table 4.3: Descriptive statistics for various size-related dimensions.

5. Textual Realization is the task of performing the final steps to convert the non-
linguistic data into natural language text. For this dataset, this means converting
the lemmatized verbs and determiners to a form that is congruent with the MR,
using the VP and DT tags found in <lexicalization>.

The dataset also lends itself for data-to-text generation in an end-to-end fashion. For
this, a system can be trained on the information in <originaldataset> and <text>.

4.4 Statistics

We compare the CACAPO dataset to the Enriched WebNLG dataset (Castro Ferreira
et al., 2018; Gardent et al., 2017a, 2017b), as these datasets are comparable in the sense
that both are multilingual, multidomain, and contain explicit intermediate steps that
allow for neural pipeline architectures to be employed. However, they are different in the
fact that WebNLG is constructed using crowdsourcing, while CACAPO is constructed
using unedited texts scraped from publicly available sources. Similar to Novikova et al.
(2017) we compare the two datasets on size, lexical richness, and sentence complexity.

4.4.1 Size

Based on Novikova et al. (2017) and Perez-Beltrachini and Gardent (2017), we employ
the following size metrics to compare the Enriched WebNLG dataset (Castro Ferreira et
al., 2018) to our dataset (see Table 4.3):

• Number of instances: Absolute number of texts in the dataset (single sentences
for CACAPO, single sentences and multi-sentence phrases for WebNLG). This gives
a direct indication of the dataset size.

• Number of unique MRs: Number of different MRs appearing in the dataset (set
of attribute-value paired data for CACAPO, set of RDF-triple data for WebNLG
aligned to a text). Besides dataset size, this also gives an indication of training
difficulty: more unique MRs means a greater challenge to train models on the data.
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• Instances per MR: Average number of verbalizations for one MR (minimum
and maximum references for a MR also displayed). The more references for an
MR appear in the training set, the better models can be trained to learn how to
verbalize this MR.

• Slots per MR: Average number of data points (single attribute-value paired data
for CACAPO, single RDF-triples for WebNLG) that compose an MR.

• Words per instance: Average number of words appearing in an instance (single
sentences for CACAPO, single sentences and multi-sentence phrases for WebNLG).

• Words per sentence: Average number of words appearing in a sentence.

• Sentences per instance: Average number of sentences appearing in an instance
(minimum and maximum number of sentences for an instance are also displayed).

The metrics in Table 4.3 show that the CACAPO dataset and Enriched WebNLG dataset
are very similar in size, as displayed by the number of instances and number of unique
MRs, with the CACAPO dataset being slightly bigger in terms of instances, and the
English WebNLG in terms of unique MRs. Also, in terms of slots per MR, and words
per reference, the CACAPO dataset and the Enriched WebNLG dataset seem compara-
ble. However, on average, there are fewer references for MRs in the CACAPO dataset
compared to the WebNLG dataset. This indicates that it would be more challenging
for data-to-text generation systems to learn alignments between MRs and text for the
CACAPO dataset compared to the WebNLG dataset.

4.4.2 Lexical Richness

Following Novikova et al. (2017), we investigate various aspects of lexical richness by
looking at traditional measures, such as the number of tokens, and types, and type-
token ratio (TTR; see Table 4.4). And we include the more robust mean segmental TTR
(MSTTR), which divides the dataset into equal segments of a given token length (here: 25
tokens) and calculates the average TTR of all these segments. Finally, we also include
Lexical Sophistication (LS). Also known as Guiraud Advanced (Daller, Van Hout, &
Treffers-Daller, 2003), which measures the number of unique words in a dataset; another
way to measure lexical richness. We calculate the Guiraud Advanced metric by taking
the proportion of word types that are not in the top 2,000 most frequent words in large
and diverse corpora for each language: the British National Corpus (British National
Corpus, 2007) for the English part of the WebNLG and CACAPO dataset, the SoNaR
500 corpus (Oostdijk, Reynaert, Hoste, & Schuurman, 2013) for the Dutch part of the
CACAPO dataset, and the German Internet corpus (Sharoff, 2006), for the German
WebNLG dataset. Each of these corpora contains a large amount of texts and covers
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Tokens Types LS TTR MSTTR

CACAPO (NL) 147,770 10,152 0.87 0.07 0.87
CACAPO (EN) 175,860 11,485 0.87 0.07 0.89
WebNLG (EN) 491,731 5,521 0.84 0.01 0.75
WebNLG (DE) 376,184 6,433 0.86 0.02 0.78

Table 4.4: Size and lexical diversity metrics.

2-grams 3-grams
% = 1 x > 1 % = 1 x > 1

CACAPO (NL) 73.73% 6.99 85.18% 4.73
CACAPO (EN) 74.77% 5.78 88.32% 3.60
WebNLG (EN) 45.29% 18.92 57.09% 9.41
WebNLG (DE) 49.35% 14.19 61.65% 7.54

Table 4.5: Proportion of bigrams and trigrams occuring once, and average frequency
of bigrams and trigrams that occur more than once.

a wide array of topics and domains. Therefore, it is likely that their top 2,000 most
frequent words are representative of the language.

The number of tokens in Table 4.4 show that the texts of the CACAPO dataset are
somewhat smaller than those found in the WebNLG dataset. However, supporting our
expectations, the CACAPO dataset is the more lexically varied dataset of the two, as
illustrated by the higher TTR and MSTTR scores, and the higher absolute number of
types. The higher amount of lexical diversity found in the CACAPO dataset is a further
indication that training a data-to-text generation system to produce high quality output
may be more challenging for this dataset. The lexical sophistication metric shows a
similar proportion of infrequent words in the CACAPO and WebNLG dataset, which
suggests that both datasets are similarly diverse in terms of the amount of nonstandard
language found in the dataset.

Also similar to Novikova et al. (2017), we have analyzed the appearance of bigrams
and trigrams in the dataset. Focusing on (1) the proportion of bigrams and trigrams
appearing only once in the CACAPO dataset and WebNLG dataset; and (2) on the
average frequency of bigrams and trigrams of those that appear more than once. These
metrics give further indication of lexical richness: a dataset with a high amount of unique
bigrams and trigrams, and a low average frequency of non-unique bigrams and trigrams
makes it more challenging to train a neural data-to-text system.

The results in Table 4.5 show further evidence that the English and Dutch versions of the
CACAPO dataset are more lexically rich compared to the English and German versions
of the WebNLG dataset. The CACAPO dataset has a much larger proportion of bigrams
and trigrams that appear only once. Furthermore, of the bigrams and trigrams appearing
more than once, the average frequency of bigrams and trigrams in the CACAPO dataset
is much lower than for the WebNLG dataset.
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CACAPO CACAPO WebNLG
(NL) (EN) (EN)

0 49.3% 37.31% 49.27%
1 4.38% 2.57% 0.11%
2 28.13% 10.44% 20.24%
3 6.45% 9.14% 9.62%
4 0.4% 2.12% 0.22%
5 5.89% 9.22% 4.66%
6 3.21% 1.13% 3.94%
7 2.24% 28.08% 11.93%

Table 4.6: D-Level proportions.

4.4.3 Sentence Complexity

To assess the complexity of sentences in the WebNLG and CACAPO datasets, we look
at the revised Developmental Level scale (Covington, He, Brown, Naci, & Brown, 2006;
Rosenberg & Abbeduto, 1987), also known as D-Level (similar to Novikova et al., 2017).
We used D-Level Analyser (Lu, 2009) to obtain the D-Level proportions for the English
datasets, and T-Scan (Pander Maat et al., 2014) to find the D-Level proportions for
the Dutch dataset. There are currently no tools to obtain D-Level for German, but it
can be assumed that the composition of this dataset is similar to its English WebNLG
counterpart, as the German WebNLG dataset is a close translation of that version (Cas-
tro Ferreira et al., 2018). The D-Level scale contains 8 levels: level 0 being the simplest,
and level 7 the most complex. Complexity is determined by, for instance, complex syn-
tactic structures, subordinate clauses, and referring expressions.

Table 4.6 shows sizable differences between the datasets in terms of complexity. The
Dutch CACAPO dataset predominantly consists of simpler sentences (below level 4),
while the English version of the dataset has a large portion of higher level sentences. The
WebNLG resides somewhere in between those two in terms of complexity. This would
mean that the Dutch version of the CACAPO dataset would be the least challenging for
systems to learn the sentence structure of, and the English version of the dataset the
most challenging.

4.5 Baseline System Performance

TGen, a sequence-to-sequence model using Attention (Dušek & Jurčíček, 2015), was used
to establish a baseline on the CACAPO dataset.The performance of TGen was evaluated
on the test data of the CACAPO dataset using BLEU (Papineni, Roukos, Ward, & Zhu,
2002), NIST (Doddington, 2002), METEOR (Banerjee & Lavie, 2005), ROUGE-L (Lin,
2004), CIDEr (Vedantam, Zitnick, & Parikh, 2015) and BertScore (Zhang, Kishore, Wu,
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Setting Value

Adam optimizer learning rate 5e-4
Network cell type LSTM
Embedding (+cell) size 50
Batch size 20
Encoder length (max. input attribute-value pairs) 10
Decoder length (max. output tokens) 80
Max. training epochs 20
Training instances reserved for validation 2000

Table 4.7: TGen training parameters as reported in Novikova et al. (2017): main-
sequence-to-sequence model with attention.

Setting Value

Adam optimizer learning rate 1e-3
Embedding (+cell) size 50
Batch size 20
Training epochs 20
Encoder length (max. input tokens) 80
Training instances reserved for validation 2000

Table 4.8: TGen training parameters as reported in Novikova et al. (2017): reranker.

Setting Value

Beam size 10
Reranker misfit penalty 100

Table 4.9: TGen decoder parameters as reported in Novikova et al. (2017).

Domain BLEU NIST BertScore METEOR ROUGE-L CIDEr

Incidents (Dutch) 4.65 1.13 70.29 10.93 20.02 0.27
Stocks (Dutch) 17.46 2.44 74.13 21.84 27.95 0.95
Sports (Dutch) 1.92 0.86 68.39 7.34 13.85 0.14
Weather (Dutch) 1.66 0.15 64.11 7.11 11.71 0.10
Incidents (English) 0.68 0.36 82.37 5.92 11.89 0.07
Stocks (English) 0.41 0.26 80.08 3.19 5.20 0.01
Sports (English) 1.27 0.64 82.50 5.66 12.64 0.08
Weather (English) 6.80 1.20 86.24 8.74 17.61 0.65

Table 4.10: TGen results on the CACAPO dataset.

Weinberger, & Artzi, 2020) (Table 4.10).12 The parameters used were the same as the
TGen parameters for the E2E dataset Novikova et al. (2017) (see Table 4.7, 4.8, and
4.9). Raw strings were used for training and generation. Validation was performed on
the reserved instances after each epoch using BLEU. Early stopping was applied if the
top 3 BLEU results did not change for 5 epochs.

The results show that the TGen baseline scores vary considerably across domains, as was
to be expected. The Dutch Stocks subcorpus offers a positive outlier, which might have

12METEOR and BertScore were calculated using the authors’ provided scripts, while BLEU was
calculated using SacreBLEU (Post, 2018), NIST using NLTK (Bird, Klein, & Loper, 2009), and ROUGE-
L and CIDEr using nlg-eval (Sharma, El Asri, Schulz, & Zumer, 2017).
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to do with the relatively few labels and consistent language of the domain. It should
be noted that the same parameters—originally used for the E2E challenge (Novikova
et al., 2017)—were applied to all domains, which might mean that the model is too
large and complex for some domains (such as Dutch Weather and English Incidents,
where the texts are highly consistent translations of the data, and the domain only
contains a small number of types), resulting in overfitting. In other cases, the dataset is
arguably too small, which—combined with its lexical richness—might make it difficult
for a neural NLG model to be trained on. However, in all cases, parameter tuning,
application of different models, and tokenization/delexicalization of the training texts
(as done by Novikova et al., 2017) is likely to increase the text quality and automatic
metrics scores. Additionally, it seems worthwhile to explore ways of semi-automatically
extending the training corpora, as we hope to do in future work.

4.6 Discussion and Conclusion

This chapter described the CACAPO dataset. A multi-lingual, multi-domain dataset
that enables the use of neural pipeline architectures, as well as end-to-end architectures.
The dataset is comparable in size to the WebNLG dataset, and its lexical richness—
due to the fact that the texts directly originate from journalistic articles—makes it an
interesting challenge for data-to-text generation as it is more difficult for systems to learn
alignments between MRs and text. Furthermore, the fact that these texts were derived
from ‘naturally occurring’ texts means that there may be superfluous information, as
well as indirect descriptions of the data in the text. This is challenging for NLG systems,
as shown by the system performance scores when performing an end-to-end data-to-text
task on the dataset using TGen (Dušek & Jurčíček, 2015). However, the dataset closely
mirrors real-world scenarios in which companies oftentimes have large amounts of human-
written texts that are not purposefully written for NLG applications, accompanied by
corresponding data.

The dataset creation method of this paper, where texts are collected first, and data
is subsequently manually annotated for each text (Oraby et al., 2019), also facilitates
extensions to the dataset with relative ease (e.g., adding new languages, new domains).
We make the tools to do so publicly available, so that anyone interested can extend the
current dataset by annotating a selection of scraped texts that were not used for the
definitive dataset.

Bias

The fact that the CACAPO dataset is based on ‘naturally occurring’ data addresses the
issue of datasets being not representative of real world NLP issues. However, it should
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also be noticed that having unedited texts in the dataset means that the biases from the
original data are still present in the dataset and may lead to further generation of biased
texts (Leppänen, Tuulonen, Sirén-Heikel, et al., 2020). Therefore, texts generated with
this dataset, as well as the texts in the dataset itself, could warrant more traditional
linguistics-oriented text analysis research to investigate biases that might exist within
the dataset itself and the output texts of neural NLG systems that are trained on this
dataset.

Evaluation

NLG has recently increased its focus on evaluation of the textual output and multiple
researchers have argued that automatic metrics lack interpretability and do not correlate
well with human judgments (see, for instance, Reiter, 2018b; van der Lee, Gatt, van
Miltenburg, Wubben, & Krahmer, 2019). This might especially be an issue for this
type of dataset, originating from texts that—besides informing—try to provide engaging
texts to read, as evidenced by the high lexical richness and sentence complexity. Since
journalists try to convey data in diverse ways, reference-based metrics such as BLEU
(Papineni et al., 2002), METEOR (Banerjee & Lavie, 2005), and ROUGE (Lin, 2004)
might be especially ineffective to measure text quality. Chapter 3, for instance, found
that BLEU scores were near zero for a similar dataset, while human evaluation showed
the texts to be of reasonable quality. Recent learning-based metrics, such as RUSE
(Shimanaka, Kajiwara, & Komachi, 2018), BertScore (Zhang et al., 2020), MoverScore
(Zhao et al., 2019), and BLEURT (Sellam, Das, & Parikh, 2020) might be more viable
options, since they claim to capture semantic similarity.

However, we discourage using this dataset as a leaderboard chasing game and recommend
using various types of evaluation methods to evaluate systems trained on the CACAPO
dataset (e.g., evaluating the results on the dataset using human and automatic metrics,
and qualitative and quantitative research methods). Variety in evaluation methods en-
sures that the results obtained on this dataset are put into a broad perspective. This
will give valuable insights into the systems trained on the dataset, as well as the charac-
teristics of the dataset itself.
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Link with Other Chapters

While extensions to the CACAPO dataset can be made manually in a similar way as
described in this chapter, there is also the possibility to apply BERT-based (Devlin,
Chang, Lee, & Toutanova, 2019) Information Extraction or Data Augmentation on the
current domains to automatically extend the size of the dataset in a semi-supervised
fashion. This could facilitate the construction of large aligned data-text corpora while
needing only a small amount of (manually annotated) training data. The quality of these
extensions—and its effect on output quality for neural NLG—are further investigated in
Chapter 5.

A recent study by Kale and Rastogi (2020) has explored an approach employing text-
to-text pre-training for data-to-text generation using large-scale models such as BART
(Lewis et al., 2020), and T5 (Raffel et al., 2020). This approach to neural NLG has
the potential to improve the output quality, especially on corpora such as the CACAPO
dataset that contain highly diverse verbalizations of data. While Chapter 3 and Chapter 6
question the link between automatic metrics and text quality as noted by human judges,
Chapter 5 will further explore whether this relatively novel approach is beneficial for the
text output quality.
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Chapter 5

Comparing Semi-Supervised
Learning Approaches for a
Data-to-Text System Enriched with
a Pretrained Language Model

Abstract This chapter discusses the effect of semi-supervised learning in combination
with large-scale, Transformers-based, pretrained language models for data-to-text gen-
eration. Previous studies have found a beneficial effect of extending the training data
by using semi-supervised learning techniques, as well as language models, on quality
of the generated text. However, it is not known whether semi-supervised learning is
still helpful when a large-scale language model is also supplemented. This study aims
to answer this question by comparing a data-to-text system only supplemented with a
language model, to two data-to-text systems that are additionally enriched with a data
augmentation semi-supervised learning approach and a pseudo-labeling semi-supervised
learning approach.

Results show that extending the training set of a data-to-text system enriched with a
language model with both a data augmentation and a pseudo-labeling approach results
in higher scores on diversity metrics. However, which semi-supervised learning approach
is most effective differs per dataset. In terms of output quality, extending the training set
of a data-to-text system with a language model using the pseudo-labeling approach did
increase text quality scores, but the data augmentation approach yielded similar scores to
the system without training set extension. These results indicate that semi-supervised
learning approaches can bolster output quality and diversity, even when a language
model is also present. Future studies could look further into which semi-supervised
learning approaches are the most effective, and how a small-scale in-domain language
model performs compares to a large-scale multi-domain one.
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This chapter is based on:

• Lee, C. van der, Castro Ferreira, T., Emmery, C., Wiltshire, T. J. & Krahmer, E. (in
preparation). Comparing Semi-Supervised Learning Approaches for a Data-to-Text
System Enriched with a Pretrained Language Model. Submitted for publication.
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5.1 Introduction

In the last few years, neural Natural Language Generation (NLG) has become the most
popular approach to NLG in academia, due to its potential to tackle issues that were
difficult to address with rule-based or statistical methods (Jin, Cao, Wang, Xing, & Wan,
2020; Narayan & Gardent, 2020; Young, Hazarika, Poria, & Cambria, 2018). However,
despite this approach to NLG increasingly yielding state-of-the-art results on benchmark
tasks, it is still difficult to achieve the same rich and detailed output as is produced
by humans, or is achieved with traditional rule-based counterparts (Holtzman, Buys,
Du, Forbes, & Choi, 2020; Novikova, Dušek, & Rieser, 2017). Neural NLG methods
are notoriously data hungry, and rely on large-scale datasets which typically require
large amounts of effort and resources to construct (Gkatzia, 2016). The fact that such
datasets are rare and difficult to develop creates a so-called data bottleneck (Oraby,
Harrison, Ebrahimi, & Walker, 2019). Due to the lack of such large datasets, many
neural NLG approaches rely on relatively small datasets, which not only affects output
quality, but also output diversity. This lack of diversity means that texts generated by
neural NLG systems that are trained from scratch, may appear to be generic, repetitive
and sometimes even awkward, rather than diverse and “human-like” (Holtzman et al.,
2020).

One of the NLG subtasks that especially suffers from the consequences of small-scale
datasets is data-to-text generation: the task of producing adequate, fluent and natural
language text from non-linguistic structured data (e.g., database records, spreadsheets,
knowledge graphs, and tables; Gatt & Krahmer, 2018). (Supervised) neural data-to-text
NLG involves the collection of parallel data-text datasets, aligning data and linguistic re-
alisations of these data. However, collecting these datasets is difficult because sets of texts
and corresponding data are not a common natural occurrence (Shimorina, Khasanova,
& Gardent, 2019). On the other hand, unpaired texts and data are significantly more
common and easily collected (Qader, Portet, & Labbé, 2019) (e.g., only data from a
soccer match or only a textual report on a soccer match). While these unpaired texts
and data currently do not lend themselves for supervised data-to-text generation, which
is the standard for neural NLG, they can be utilized by means of semi-supervised
learning, the process of training a model on existing data-text pairings, and having this
model create more synthetic pairings for the training set (e.g., a model learns where to
find new occurrences of data such as goals, fouls, and chances in textual soccer reports;
see also Figure 5.1).

Although more data generally leads to better performing machine learning systems, it is
unclear to what extent a system benefits from including (possibly imperfect) synthetic
data. Including imperfect synthetic data could result in cascading of errors, where an
error early on impacts all later processes in the data-to-text conversion (Castro Ferreira,
van der Lee, van Miltenburg, & Krahmer, 2019). Thus, a combination of semi-supervised
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Figure 5.1: Schematic overview of supervised learning (top) vs. semi-supervised
learning (bottom) for the current study.

learning and language models might not necessarily lead to increased quality of the output
if one or both of the approaches returns erroneous information. The degree of erroneous
information could also be dependent on the domain (some domains contain more complex
and more diverse information, which makes collecting synthetic data more difficult), the
language that is being worked with (most of the developments are aimed at English, with
many other languages lagging behind; Bender, Gebru, McMillan-Major, & Shmitchell,
2021; Riabi et al., 2021), and the amount of (imperfect) synthetic data that is being used.
However, previous data-to-text generation studies suggest that semi-supervised learning
increases output quality compared to a supervised approach, especially when the labeled
dataset size is small (e.g., Chang, Demberg, & Marin, 2021; Qader et al., 2019; Schmitt,
Sharifzadeh, Tresp, & Schütze, 2020; Su, Huang, & Chen, 2020; Tseng, Cheng, Fang, &
Vandyke, 2020). Besides improved output quality, adding more training examples using
semi-supervised learning also potentially increases the variety of language in the training
set, which in turn might increase the language diversity of the output.

Recent developments in large-scale language models, utilizing the Transformers architec-
ture (Vaswani et al., 2017), such as BERT (Devlin, Chang, Lee, & Toutanova, 2019),
GPT-2/GPT-3 (Brown et al., 2020; Radford et al., 2019), and T5 (Raffel et al., 2020),
may offer an alternative solution to the data bottleneck. They leverage data from var-
ious domains to supplement the in-domain information that is available (Sun et al.,
2020). These language models have also been found to have a beneficial impact on
output quality for the data-to-text task, just like semi-supervised learning (e.g., Kale
& Rastogi, 2020). Both of these approaches aim to improve the data-to-text training
model by providing extra information in addition to the information that is present in
the training set as an enriched training set. Therefore, it is conceivable that the massive
amounts of information already incorporated in a language model makes the use of semi-
supervised learning redundant. However, studies have also shown that the beneficial
effect of a language model decreases when a model is overfit too much during finetuning
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(Greco, Plank, Fernández, & Bernardi, 2019). Overfitting is also more likely to occur
with small datasets, which most datasets in the data-to-text domain are. The fact that
semi-supervised learning increases the dataset size may therefore help against overfitting.
If so, language models and semi-supervised learning would be complementary approaches
that might lead to better performance when used in conjunction. However, not much is
known about the effect that this combination of language-models with semi-supervised
learning has in a data-to-text setting. Furthermore, provided that the addition of semi-
supervised learning is beneficial, the type of semi-supervision approach that leads to the
best results is currently unknown, as experimental comparisons of this are scarce as well.

This study will investigate the following research question: “When and how does semi-
supervised learning affect the output diversity and quality when used in combination with
language models for data-to-text generation?” Two different semi-supervised learning
approaches are investigated—both utilizing pretrained Transformers models (Vaswani et
al., 2017)—and the impact that these approaches may have on the output quality and
diversity of a neural data-to-text system with a language model. The semi-supervised
learning approaches used in this study are: (I) a data augmentation approach, where
several variants of a training text are generated by replacing certain words with synonyms
or semantically similar words, (II) a pseudo-label approach, where unlabeled texts are
given data labels by an information extraction (semantic parsing) model trained on the
existing labeled training data. The synthetic data-text pairs obtained via these two
approaches are then added to the original training set in a neural data-to-text system to
generate new texts.

Even though a handful of recent papers have started exploring the benefits of semi-
supervised learning for data-to-text generation, this is the first study which presents a
detailed, large scale analysis (1) of different corpora, in two different languages, (2) that
systematically compares different methods for semi-supervised learning, also in combi-
nation with pretrained language models, and (3) that performs an exhaustive evaluation
of the different methods, by combining automatic analyses with a human evaluation and
an error analysis, in line with recent best practices for evaluation.

Hypotheses

Previous studies have consistently found that semi-supervised learning leads to im-
provements in output quality (e.g., Alberti, Andor, Pitler, Devlin, & Collins, 2019;
Chang, Shen, Zhu, Demberg, & Su, 2021; Kedzie & McKeown, 2019; Kulhánek, Hudeček,
Nekvinda, & Dušek, 2021; Riabi et al., 2021; Tandon et al., 2018). Additionally, Sun et
al. (2020) examined the dynamics between semi-supervised learning and language models
in a text classification setting and found that a combination of the two approaches led
to the highest classification scores. Therefore, we pose the following hypothesis:
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H1. Extending the training set with semi-supervised learning increases the output
quality of a neural data-to-text system with a language model (compared to a
data-to-text system with a language model only trained on the base training
set).

Finetuning a text generation system with language models on small or non-diverse train-
ing data may lead to limited diversity in the output, even though language models
themselves are trained on enormous amounts of text. This has to do with the known
propensity for catastrophic forgetting that neural networks display (Greco et al., 2019):
the model is overfit too tightly during finetuning, which leads to “forgetting” about the
capabilities of language modeling. Therefore, extending the finetuning dataset with more
various language using semi-supervised learning could have a positive impact on diver-
sity, which has also been found in a study by Kulhánek et al. (2021). Based on these
results, we pose the following hypothesis:

H2. Extending the training set using semi-supervised learning increases the output
diversity of a neural data-to-text system with a language model (compared to
a data-to-text system with a language model only trained on the base training
set).

Although different semi-supervised learning approaches have shown their potential for
various NLP/NLG tasks, not much is known about which semi-supervised learning ap-
proaches are the most effective (Sun et al., 2020). Therefore, we will pose the following
exploratory research question:

RQ1. Do the data augmentation and pseudo-label approaches differ in terms of output
quality and output diversity when used as semi-supervised learning approaches
in a neural data-to-text system with a language model?

Finally, we will investigate dataset and language as factors in this study. For datasets,
we make a distinction between crowdsourced on the one hand (e.g., WebNLG, E2E,
ToTTo; Gardent, Shimorina, Narayan, & Perez-Beltrachini, 2017a, 2017b; Novikova et
al., 2017; Parikh et al., 2020), and datasets that are created from “naturally occurring”
human-written texts on the other (e.g., YelpNLG, RotoWire, CACAPO; Oraby et al.,
2019; Wiseman, Shieber, & Rush, 2017, see also chapter 4). For the construction of a
crowdsourced dataset, crowdsource workers write corresponding texts for a given set of
meaning representations. This approach is reasonable for the construction of a large-scale
dataset, provided that time and resources are not an issue. However, the very procedure
of using crowdsource workers to verbalize a set of meaning representations without any
given context, ensures that texts are mostly focused on high fidelity, while sacrificing on
criteria like fluency and enjoyability (van der Lee, Emmery, Wubben, & Krahmer, 2020).
This means that output from systems trained on crowdsourced datasets is less likely to
contain diverse language. Alternatively, it is possible to construct a dataset with texts
written in real-world scenarios, rather than lab-setting verbalizations by crowdsource
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workers. This can be done by collecting texts and corresponding data on a large scale,
without having detail-level alignment information (as is done in Puduppully, Dong, &
Lapata, 2019; Wang, 2019; Wiseman et al., 2017), or by manually extracting aligned
data from texts (as is done in Oraby et al., 2019, chapter 4). While such an approach is
likely to facilitate more diverse and fluent language, the difficulty of this alignment task
makes large-scale dataset collection a daunting endeavor.

In the current study we will compare the two most widely used data-to-text datasets:
E2E (Novikova et al., 2017) and WebNLG (Gardent et al., 2017a, 2017b), that are both
large-scale and crowdsource-based, and CACAPO (van der Lee et al., 2020), that is
smaller-scale and based on real-world texts, in two languages (viz. English and Dutch).
Previous studies have suggested that the benefits of semi-supervised learning are greater
in more low resource scenarios (Chang, Demberg, & Marin, 2021). Therefore, we pose
the following hypothesis:

H3. The beneficial effect of semi-supervised learning for a neural data-to-text system
with a language model on output quality is bigger for a small-scale dataset
(CACAPO) than for a large-scale dataset (WebNLG and E2E).

Focusing on diversity, datasets based on real-world texts generally contain more diverse
language than crowdsourced datasets (van der Lee et al., 2020). This implies that crowd-
sourced datasets have more to gain from semi-supervised learning approaches’ potential
to introduce more language diversity to the training set of crowdsourced datasets. We
pose the following hypothesis:

H4. The beneficial effect of semi-supervised learning for a neural data-to-text system
with a language model on output diversity is bigger for a crowdsourced dataset
(WebNLG and E2E) compared to a dataset based on real-word texts (CACAPO).

It is a well-known fact that the majority of NLP developments are focused on English,
with many other languages lagging behind in terms of support (Bender et al., 2021; Riabi
et al., 2021). This is also the case for language models. While such language models
exist for other languages, and multilingual variants of state-of-the-art models exist (e.g.,
mBert, mT5; Devlin et al., 2019; Xue et al., 2021), the size of these models is generally
much smaller (Bender et al., 2021), and they are oftentimes missing functionality. For
instance, mT5 was not pretrained on downstream tasks like T5 was (Xue et al., 2021).
This means that the benefits of language models in data-to-text generation is likely
smaller for underrepresented languages, which in turn might mean that the beneficial
effects of semi-supervised learning is greater, especially when we take into consideration
that the size of non-English datasets is generally smaller as well (Riabi et al., 2021). We
therefore pose the following hypothesis:

H5. The beneficial effect of semi-supervised learning is greater when trained on a
Dutch dataset (CACAPO Dutch) compared to an English dataset (WebNLG,
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E2E, and CACAPO English) for a neural data-to-text system with a pretrained
language model.

All these hypotheses have also been preregistered before conducting the study at https://
aspredicted.org/in665.pdf, following the advice given by van Miltenburg, van der Lee,
and Krahmer (2021).

5.2 Background

5.2.1 Semi-Supervised Learning

The goal of semi-supervised learning is to train a model (partially) on synthetic data
(as opposed to data that is created by humans), which may lead to a better trained
machine learning model, and hence improved performance. Figure 5.1 gives a schematic
overview of semi-supervised learning and how it differs from supervised learning, which
is the standard for neural NLG. This approach has steadily grown in popularity with
the rise of data hungry neural models, and is considered especially useful when the
(labeled) training set is small-scale. Within the NLG domain, we have seen applications
of this approach in, for instance, Machine Translation (e.g., Cheng et al., 2016; Nag,
Kale, Lakshminarasimhan, & Singhavi, 2020; Skorokhodov, Rykachevskiy, Emelyanenko,
Slotin, & Ponkratov, 2018), Question Answering (e.g., Alberti et al., 2019; Du, Shao, &
Cardie, 2017; Riabi et al., 2021), and Text Simplification (e.g., Surya, Mishra, Laha, Jain,
& Sankaranarayanan, 2019; Y. Zhao, Chen, Chen, & Yu, 2020). The semi-supervised
approach has also gained traction in the context of data-to-text generation. This is mostly
in the form of joint learning systems, where an NLG system (that converts meaning
representations into text), and a Natural Language Understanding system (that converts
text into meaning representations) are feeding each other more synthetic data in a loop.
Such an architecture allows for both unlabeled texts as well as meaning representations
without aligned text to be included into the training data. Multiple studies found that
the use of a joint learning system led to improvements on various metrics compared to
a supervised NLG system (e.g., Chang, Demberg, & Marin, 2021; Qader et al., 2019;
Schmitt et al., 2020; Su et al., 2020; Tseng et al., 2020).

The architecture of the current research differs from these previous studies as it utilizes
unlabeled/unaligned data in a non-joint way. This approach is based on the assumption
that it is easier to extract information from a text than to generate text that accurately
represents information (Wiseman et al., 2017). It should also be noted that previous
data-to-text studies using semi-supervised approaches partition a segment of the dataset
and detach the data from the texts to create unlabeled data. Or they use value swapping
(i.e., pairing each key with a randomly sampled value collected from the set of all data
samples to obtain new combinations of key-value pairs) to create extra unlabeled data.
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Our approach tries to more closely emulate the application of this task in a real-world
setting by collecting and utilizing unaligned texts that are not found in the datasets.
Furthermore, none of the previous studies used language models in the architecture of
their data-to-text generation system and only one previous study utilized these language
models for semi-supervised learning (Chang, Shen, et al., 2021).

5.2.2 Language Models

While previous LSTM-based language models such as ELMo (Peters et al., 2018) already
showed their potential for a variety of (supervised) NLP tasks, a limitation of these
models was that increasing the complexity of the architecture and the amount of data did
not yield noticeable increases in performance. However, the Transformers architecture
(Vaswani et al., 2017) seems to have tackled this issue: language models trained using
this architecture have shown to consistently benefit from increases in model parameters
and larger quantities of data. This has led to a boom in large-scale language models that
utilized the Transformers architecture for their development, such as BERT (Devlin et
al., 2019), GPT-2/GPT-3 (Brown et al., 2020; Radford et al., 2019), and T5 (Raffel et
al., 2020), and multilingual variants such as mBERT (Devlin et al., 2019), and mT5 (Xue
et al., 2021). These Transformers-based language models have particularly shown their
viability for generation tasks that involve meaning manipulation (e.g., summarization,
text simplification, and question answering), but studies also suggest that the inclusion
of transformers-based language models can lead to improvements in output quality for
the data-to-text generation task (Chen, Su, Yan, & Wang, 2020; Kale & Rastogi, 2020;
Mager et al., 2020; Ribeiro, Schmitt, Schütze, & Gurevych, 2021).

Furthermore, Transformers-based language models have been found to perform well on
very small datasets, with examples existing of few-shot, one-shot or even zero-shot learn-
ing (Brown et al., 2020). These impressive performances might suggest that including
language models in the architecture of an NLG system might make semi-supervised learn-
ing approaches redundant. However, it should be noted that language models and most
semi-supervised learning approaches utilize different types of data. While language mod-
els leverage data from an immense variety of different domains, semi-supervised learning
approaches are generally focused on employing in-domain data (Sun et al., 2020). There-
fore, a combination of language models and semi-supervised learning approaches might
enhance performance, rather than cancelling each other’s improvements out. Sun et al.
(2020) finds support for this notion in a text classification context. They found that the
largest performance gain was achieved when the two were combined (Sun et al., 2020).
The authors also compared different semi-supervised learning approaches (in-domain
pretraining and pseudo-labeling) and found performance differences between the two.
Similarly, the current chapter also compares the performance of two semi-supervised
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learning approaches, but in a data-to-text generation context: pseudo-labeling and
data augmentation.

5.2.3 Pseudo-Labeling

One of the most common semi-supervised learning approaches is the pseudo-labeling
approach, where unlabeled data is assigned labels by a model, thus forming a large
labeled dataset that can be used to train a model. In the context of NLP, this task is
equal to information extraction (also known as semantic parsing, or natural language
understanding), where a meaning representation is parsed from a text. Most of the
existing semi-supervised NLG systems have employed information extraction for the
creation of synthetic training data (e.g., Chang, Demberg, & Marin, 2021; Qader et al.,
2019; Schmitt et al., 2020; Su et al., 2020; Tseng et al., 2020). However, most of these
studies also apply pseudo-labeling without utilizing any language model. Besides its
suitability for various generation tasks, Transformers-based language models have also
shown their potential for information extraction. For example, various authors have
applied BERT-based information extraction successfully on small datasets (e.g., Nguyen
et al., 2019; R. Zhang et al., 2020), and one of the best performers on the semantic
parsing subtask of the WebNLG+ Challenge 2020 (Castro Ferreira et al., 2020) was a
parser that used T5 as a pretrained model (Agarwal, Kale, Ge, Shakeri, & Al-Rfou,
2020). Building on these previous findings, the current study also utilizes an approach
to pseudo-labeling that includes a pretrained model.

5.2.4 Data Augmentation

Data augmentation refers to strategies that increase training examples without explic-
itly collecting new data (Feng et al., 2021). This can be done either by adding slightly
edited copies of existing data, or by creating new synthetic data from existing data (Sun
et al., 2020). There are various ways to perform data augmentation, most of which
have also been successfully applied to a data-to-text generation context, such as (back)
translation (Kulhánek et al., 2021; Riabi et al., 2021), text generation from modified
meaning representations (e.g., Alberti et al., 2019; Chang, Shen, et al., 2021; Tandon et
al., 2018), and noise injection (Kedzie & McKeown, 2019). These approaches were all
found to increase performance. A less common way of data augmentation in data-to-text
generation is by using synonym replacement and text editing, which has effectively been
applied for text classification (e.g. X. Zhang, Zhao, & LeCun, 2015), and hate speech
detection (Emmery, Kádár, Chrupala, & Daelemans, 2022; Rizos, Hemker, & Schuller,
2019). However, recent advances in learning-based quality estimation metrics, such as
RUSE (Shimanaka, Kajiwara, & Komachi, 2018), BertScore (T. Zhang, Kishore, Wu,
Weinberger, & Artzi, 2020), MoverScore (W. Zhao et al., 2019), and BLEURT (Sellam,
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CACAPO No. of No. of No. of
Dutch instan- unique tokens

ces MRs

No Extension 7,367 6,590 110,391

Dat_Aug (S) 14,719 13,258 220,753
Dat_Aug (M) 22,067 19,955 331,092
Dat_Aug (L) 44,067 40,072 661,943
Dat_Aug (XL) 80,537 73,272 1,212,192

Pseu_Lab (S) 13,626 11,727 201,894
Pseu_Lab (M) 20,010 16,779 296,171
Pseu_Lab (L) 32,465 25,778 479,852
Pseu_Lab (XL) 57,251 42,286 844,537

CACAPO No. of No. of No. of
English instan- unique tokens

ces MRs

No Extension 7,923 7,613 153,663

Dat_Aug (S) 15,822 14,962 308,655
Dat_Aug (M) 23,718 22,306 463,641
Dat_Aug (L) 47,391 44,230 928,203
Dat_Aug (XL) 86,648 79,595 1,700,241

Pseu_Lab (S) 17,482 16,671 354,748
Pseu_Lab (M) 27,221 25,010 555,519
Pseu_Lab (L) 47,112 41,863 961,614
Pseu_Lab (XL) 82,528 70,884 1,681,230

WebNLG No. of No. of No. of
instan- unique tokens

ces MRs

No Extension 24,404 10,672 349,712

Dat_Aug (S) 48,732 32,086 690,545
Dat_Aug (M) 73,059 52,225 1,031,404
Dat_Aug (L) 146,018 112,625 2,053,905
Dat_Aug (XL) 267,478 212,312 3,757,401

Pseu_Lab (S) 29,395 15,586 449,320
Pseu_Lab (M) 34,310 20,336 548,731
Pseu_Lab (L) 44,073 29,729 743,161
Pseu_Lab (XL) 62,393 47,199 1,108,450

E2E No. of No. of No. of
instan- unique tokens

ces MRs

No Extension 42,061 4,862 840,760

Dat_Aug (S) 83,853 43,555 1,683,644
Dat_Aug (M) 125,644 81,708 2,526,518
Dat_Aug (L) 251,017 196,285 5,054,910
Dat_Aug (XL) 459,956 385,975 9,267,858

Pseu_Lab (S) 48,489 10,814 973,220
Pseu_Lab (M) 54,917 16,065 1,105,611
Pseu_Lab (L) 67,774 25,091 1,371,851
Pseu_Lab (XL) 93,487 39,622 1,901,112

Table 5.1: Size-related descriptives for the standard and semi-supervised training sets.

Das, & Parikh, 2020) try to gauge the semantic similarity of generated sentences com-
pared to a gold standard using language models. The ability of these metrics to detect
synonyms and semantically similar language does illustrate the viability of synonym re-
placement in (data-to-text) NLG as well, as instilled knowledge of semantically similar
words and phrases is the most important part of data augmentation based on synonym
replacement. In the current study, we will further investigate the potential for (the syn-
onym/semantically similar replacement approach for) data augmentation using language
models as a semi-supervised learning approach in data-to-text generation.

5.3 Approach

5.3.1 Datasets

For the data augmentation approach, it is beneficial to be able to locate the exact position
where data was verbalized in the text, so that augmentations in the text that have to
do with the data could easily be traced back and changed in the data as well. This
ensures that augmented variants of texts also align with its data counterpart. Therefore,
datasets were chosen for this experiment that included such enriched information. These
are: (enriched) E2E (Castro Ferreira, Vaz, Davis, & Pagano, 2021), (enriched) WebNLG
(Castro Ferreira, Moussallem, Krahmer, & Wubben, 2018), and CACAPO (Chapter 4).
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We used the original train/development/test splits for these corpora. More specific
characteristics of the datasets are discussed in more detail below.

It should also be noted that we differentiate between domains for the CACAPO and
WebNLG dataset (E2E is only one domain), as we believe that treating them separately
will not only result in higher performance, but also provide more rich and detailed in-
formation about the performance of the various methods. Domains in CACAPO and
WebNLG are inherently different due to imbalances that exist in the data (mostly in
WebNLG) and due to the very nature of the reports. More specifically: the differences
in richness of information they provide, and the complexity and diversity of the language
that is used. To fully capture the effects that these domain differences have on the
performances of different approaches, it is necessary to look at the sub-corpora.

Furthermore, we added synthetic data to the original dataset in various quantities. This
was done to exploratively study the effects of semi-supervised learning in a more detailed
fashion. It could for instance reveal a saturation point where adding more synthetic data
stops improving performance, or that performance decreases when more synthetic data
is added which indicates cascading of errors. Sizes and statistics are described in more
detail below.

E2E (Novikova et al., 2017)

E2E is focused on the restaurant domain and contains English verbalizations of data,
which were collected using crowdsourcing. The data for this dataset is stored in a key-
value format, similar to CACAPO. The dataset is split in a training, development and
test ratio of 76.5%-8.5%-15%, respectively. Of the three datasets in this study, E2E is
the largest in terms of sheer size: Table 5.1 summarizes the basis statistics for E2E (and
the other corpora used in this study). E2E contains 42,061 instances (that is: aligned
data-text pairs), and 840,760 tokens. Furthermore, it contains 4,862 unique meaning
representations (i.e. data elements), less than the other two corpora, which suggests
that this dataset contains more repetition compared to WebNLG and CACAPO.

As there is no information available on the origins of the data used for E2E, it is difficult
to collect new data or find comparable restaurant descriptions online. Therefore, we used
E2E+ (Roberti, Bonetta, Cancelliere, & Gallinari, 2020) as extra data for the pseudo-
labeling approach. E2E+ is a modified version of E2E where all slot data is replaced
with comparable data. For instance, food data is replaced using the adjectival forms of
countries and nations found on Wikipedia, and name and near are replaced with New
York restaurant names found in the Entree dataset (Burke, Hammond, & Yound, 1997)
(e.g. Blue Spice serves highly rated Chinese food. becomes El Charro serves highly rated
Timorese food). To investigate the effect of the pseudo-labeling approach, four sizes of
aligned data-text information were added to the original training set: small, medium,
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large, extra large. These contained 12.5%, 25%, 50%, and 100% of the E2E+ data,
respectively, in case of the pseudo-labeling approach.

WebNLG (Gardent et al., 2017a, 2017b)

WebNLG is collected in a similar crowdsourced manner as E2E and is derived from
DBPedia properties. These properties are different from E2E and CACAPO data, as
they are not stored in a key-value format, but as SVO-triples (subject-verb-object).
Each of these properties is related to a particular category in DBPedia. For the en-
riched WebNLG dataset, these domains are: Airport, Astronaut, Building, City,
ComicsCharacter, Food, Monument, SportsTeam, University and WrittenWork. While
the dataset is smaller than E2E in terms of tokens and instances (24,404 instances;
349,712 tokens), it does seem more varied in its composition as evidenced by the number
of unique meaning representations (10,672) (see Table 5.1). Furthermore, the dataset is
split by a 60%-20%-20% training, development, and test ratio.

Following Montella, Fabre, Urvoy, Heinecke, and Rojas-Barahona (2020), we collected
Wikipedia texts as extra data for the pseudo-labeling approach for WebNLG. These texts
are similar in nature, as Wikipedia pages are generally well-connected to the DBPedia
variant of the page. Furthermore, Wikipedia texts are freely available and relatively easy
to collect. For each of the DBPedia categories in the WebNLG dataset, we searched for
similar overview pages on Wikipedia, and then scraped all the pages in the overview
or in the subcategories of the overview.1 Then, the summary (i.e., the first paragraph
of the article) was taken from each page, split on a sentence-level, labeled, and added
as extra data. The training set was extended with the sentences of 125, 250, 500, and
1000 summaries for respectively small, medium, large, and extra large. Since the pseudo-
labeling data was split on a sentence-level, the original training set was also split on a
sentence level to ensure consistency between the original training data and the input
derived from the pseudo-labeling approach.

CACAPO (Chapter 4)

The CACAPO dataset (Chapter 4) contains texts from the Sports, Weather, Stocks, and
Incidents domain for both Dutch and English. Each domain contains information for
200 texts (1600 texts total), paired with manually annotated data for each sentence in a
key-value format. It is split up in a 76.5%-8.5%-15% training, development, and test ratio
similar to E2E. Besides language differences, there are also topical differences between
the English and Dutch part of the dataset: the Weather and Stocks report are relatively
similar in their content, but the Dutch version of the Sports domain contains soccer

1The full list of pages that were collected can be found at https://github.com/TallChris91/
Extending_Trainsets.
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Dataset Domain BLEU BLEURT BertScore ∆ Grammar

CACAPO

Incidents (EN) 17.32 45.97 51.49 +0.14
Sports (EN) 40.30 43.05 47.09 +0.15
Stocks (EN) 22.83 48.41 46.92 +0.14
Weather (EN) 30.21 47.55 45.67 +0.10
Incidents (NL) 17.44 38.04 83.58 +0.03
Sports (NL) 22.69 34.67 83.77 +0.11
Stocks (NL) 20.11 35.75 84.18 -0.06
Weather (NL) 26.78 43.63 83.11 +0.19

WebNLG

Airport 13.65 40.50 36.28 +0.12
Astronaut 8.91 45.19 55.13 +0.07
Building 11.39 43.63 42.15 +0.12
City 9.26 44.23 40.69 +0.04
ComicsCharacter 64.84 40.00 44.16 +0.06
Food 41.11 44.06 43.90 +0.13
Monument 16.26 42.86 47.63 +0.07
SportsTeam 14.54 40.64 41.06 +0.10
University 32.47 46.95 44.94 +0.08
WrittenWork 20.86 42.84 40.39 +0.10

E2E 24.27 46.78 57.99 +0.09

Table 5.2: BLEU, BLEURT, BertScore, and mean difference in grammatical errors;
comparing the original texts to the top 10 (XL-size) augmented sentences.

reports, whereas the English version contains baseball reports (based on Puduppully
et al., 2019). Similarly, the Dutch Incidents domain contains reports about traffic
incidents (from Hendriks, 2019), while the English Incidents domain contains reports
about firearm incidents (see Chapter 4 for a detailed description). Size-wise both the
Dutch and English datasets are the smallest in this study in terms of instances (Dutch:
7,367, English: 7,923) and tokens (Dutch: 110,391, English: 153,663) (see Table 5.1).
The large number of meaning representations (Dutch: 6,590, English: 7,613) indicates a
relatively large variation for its size.

Unlabeled texts for the pseudo-labeling approach were scraped using the same text col-
lection methods as were used for the CACAPO dataset. This means that human-written
texts were collected from the same selection of websites as were used for CACAPO. Fur-
thermore, the texts were collected using an automatic scraper, or a tool that made saving
texts in a correct format as effortless as possible, as was also done in the construction of
CACAPO. Similar to WebNLG, the small version of the training set was extended with
the sentences of 125 articles for small, 250 articles for medium, 500 articles for large, and
1000 for extra large.

5.3.2 Data Augmentation

For data augmentation, we use lexical substitution (McCarthy & Navigli, 2007); i.e., for
specific words in the input (the target words) we determine multiple alternatives that
are semantically similar (the substitution candidates). For this purpose, we use Emmery,
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Kádár, and Chrupała (2021)’s implementation of Zhou, Ge, Xu, Wei, and Zhou (2019)’s
work. Under the framework of masked language modeling, to predict synonyms rather
than any word fitting a particular (masked) position t, Zhou et al. (2019) proposed using
Dropout (Srivastava, Hinton, Krizhevsky, Sutskever, & Salakhutdinov, 2014).

Given a document D = (w0, w1, . . . , wt, . . . , wn), instead of masking position t, Dropout
is applied to the BERT-internal embedding at position t. The intuition is that, rather
than BERT predicting identical words when the original word’s embedding is passed,
the partly-zeroed embedding results produces synonyms instead. These are then the
substitution candidates C, which we contextually re-rank using a similarity score:2

sim
(
D,D′; t

)
=

n∑
i

αi,t × Λ
(
h (Di) ,h

(
D′i
))
, (5.1)

where h (Di) is the concatenation of BERT’s last four layers for a given ith token in
the original document D. The same concatenation is used for h (D′i), but with tar-
get word wt from D replaced with some candidate c ∈ C at the index of t; i.e.,
D′ = (w0, . . . , ct, . . . wn). Furthermore, Λ denotes cosine similarity, and αi,t the aver-
age self-attention score across all heads in all layers ranging from the ith token to the tth

position in D. Finally, candidates are removed if they do not match certain criteria: their
similarity scores should be > 0.9, and should not be punctuation or single characters,
UNK tokens, plurals or capitalized versions of, or equal to the target word, subwords, or
already exist in the sentence. BERT-large (Devlin et al., 2019) was used to generate the
candidates for English, BERTje (de Vries et al., 2019) for Dutch, and Dropout was set
to 0.2.

For the target words, we chose all nouns, adjectives, adverbs, and numerals—tagged
using SpaCy (Honnibal & Montani, 2017). Similar to Emmery et al. (2022), we fill each
position with a candidate simultaneously (i.e., using the highest ranked candidates for
each target word to produce the first augmented instance, and so on; e.g., “What will the
weather be like this afternoon in Preston?” → “What will the air be like this evening
in Manchester?”). We repeat this step for a maximum of twenty instances. If target
words do not have up to the maximum amount of substitution candidates, they are left
as the original words instead. The top 1 (small), 2 (medium), 5 (large), and 10 (extra
large) instances of each text, based on their BERT similarity score with respect to the
original sentence, were then added to the training datasets. As previously noted, enriched
versions of corpora were used for data augmentation to ensure that augmentations were
also applied to the aligned data.

We acknowledge the difficulty to measure the performance of data augmentation using
automatic metrics, since most metrics are based on a comparison to a gold standard.
Furthermore, language model-based semantic distance metrics (such as BertScore and

2In the original work, this is a subcomponent of the ranking function. We observed little difference
in ranking by adding the word probability and α weightings (which do add computational complexity).
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BLEURT) are very similar in nature compared to the data augmentation approach used
in this study, which might make their scores more akin to a manipulation check rather
than an accurate reflection of semantic similarity between an augmented sentence and
its original. Still, performing an evaluation using these metrics offers novel information
as it measures sentence-level semantic consistency, which has not been measured in full
during the data augmentation process. Therefore, we calculated the average BLEU
(Papineni, Roukos, Ward, & Zhu, 2002), BLEURT (Sellam et al., 2020), and BertScore
(T. Zhang et al., 2020) scores of the augmented texts compared to their original. A lower
BLEU score (a straightforward metric that measures text-overlap between a candidate
and reference) and higher performance on BLEURT and BertScore (metrics that aim to
measure semantic similarity between a candidate and reference) might suggest that texts
have been augmented fundamentally, while still conveying a semantically similar message.
Furthermore, we used LanguageTool3 to calculate the difference in grammatical errors
compared to the original sentences, as an indicator for (relative) grammatical correctness.

The results indicate that the data augmentation was generally effective. The BLEU
scores are mostly around 10-20 for all domains, although a few exceptions exist. These
lower BLEU scores suggest that a large chunk of the original sentences were modified,
meaning that the training data became more varied. We also see that the BLEURT and
BertScore numbers are higher than BLEU for almost every domain, with scores in the
40-50 range for all domains. With the exception of BertScores for the Dutch domains,
which rise above 80 due to the fact that rescaling with a baseline is not implemented for
this language. Nevertheless, these scores seem to indicate that the semantic similarity to
the original text is kept relatively intact. Finally, the difference in grammatical errors is
small, with generally only one to two tenths more errors being found in the augmented
texts compared to the original texts. This suggests that data augmentation adds few new
grammatical errors to the texts. Thus, overall, we can see these scores as an indicator that
the data augmentation approach indeed manages to modify a sentence fundamentally,
while still keeping the text relatively semantically similar to the original and relatively
error free (see Table 5.2).

3https://languagetool.org
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Dataset Train type Input data Output text

CACAPO (en) No_Ext victimAgeGroup="adult"

victimSex="female"

victimStatus="dead"

Police say an adult female was found
dead at the scene from apparent gun-
shot wounds.

Dat_Aug batterName="Xavier_Nady"

pitchResult="scored"

teamName="Cubs"

inningNumber="sixth"

Xavier Nady scored for the Cubs in
the sixth

Pseu_Lab companyName="Microsoft"

stockChange="jumped"

stockChangePercentage="more_than_

54%"

moneyAmount1="$138.40"

moneyAmount2="$90.14"

timePoint="Jan._17"

Microsoft shares jumped more than
54 % to $138.40, from $90.14 on Jan.
17.

CACAPO (nl) No_Ext incidentLocation="A12_richting_Arn-

hem"

dateTime="dinsdag"

incidentType="dodelijk_ongeluk"

De A12 richting Arnhem is dinsdag
door een dodelijk ongeluk geëindigd.
The A12 to Arnhem has ended by a

deadly accident on Tuesday.

Dat_Aug hasWonTeam="AZ"

matchDate="donderdagavond"

finalScore="1-2"

hasLostTeam="ADO_Den_Haag"

AZ heeft donderdagavond met 1-2
gewonnen van ADO Den Haag.
AZ has won 1-2 against ADO Den Haag

on Thursday night.

Pseu_Lab weatherType="regen"

compassDirection="noordoosten"

De regen trekt verder naar het noor-
doosten.
The rain will move further to the north-

east.

WebNLG No_Ext "Turkey" capital "Ankara"

"Turkey" leaderName "Ahmet Davu-

toğlu"

The capital of Turkey is Ankara and
the country’s leader is Ahmet Davu-
toglu.

Dat_Aug Tim Brooke-Taylor" birthPlace "Der-

byshire"

"Bananaman" starring "Tim Brooke-

Taylor"

Derbyshire born Tim Brooke Taylor
starred in The film.

Pseu_Lab "Buzz Aldrin" occupation "Fighter pilot"

"Buzz Aldrin" was_a_crew_member_of

"Apollo 11"

He was a fighter pilot and a member
of the Apollo 11 crew.

E2E No_Ext name="The Punter"

eatType="pub"

food="English"

priceRange="high"

area="riverside"

familyFriendly="no"

near="Raja Indian Cuisine"

The Punter is a high priced pub near
Raja Indian Cuisine in the riverside
area. It is not children friendly.

Dat_Aug name="Clowns"

eatType="pub"

customer rating="3 out of 5"

near="All Bar One"

Clowns pub is a local - priced, local -
rated, and - friendly - friendly coffee
bar located in the city market, near
All Bar One.

Pseu_Lab name="The Cricketers"

eatType="restaurant"

customer rating="low"

familyFriendly="no"

near="Ranch"

The Cricketers is a restaurant lo-
cated near Rancho Mexican Cafe. It
is not family-friendly.

Table 5.3: Random examples of output for each of the datasets and semi-supervised
learning methods.
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Atribute Value
Name Wildwood
eatType pub
food Indian
area city centre
familyFriendly no
near Raja Indian Cuisine

↓
name @SEP@ Wildwood @EOF@ eatType @SEP@ pub @EOF@ food @SEP@ Indian @EOF@ area
@SEP@ city centre @EOF@ familyFriendly @SEP@ no @EOF@ near @SEP@ Raja Indian Cuisine

Figure 5.2: Example of attribute-value pairs and the corresponding data string.
@SEP@ = seperator, @EOF@ = end of field.

5.3.3 Pseudo-Labeling

Similar to Schmitt et al. (2020), we framed the pseudo-labeling task as a text-to-text
translation task as this approach could handle the differences in data formats between
all three datasets most effortlessly and effectively (compared to, for instance, span la-
beling, or extractive question answering). While the most straightforward text-to-text
translation purpose is to translate a text from, for instance, English to German, text-
to-text translation can actually be used effectively for a multitude of Natural Language
Processing tasks, as most of these tasks involve some conversion of one text format into
another. T5 (Raffel et al., 2020) was developed with this purpose in mind. This architec-
ture, also known as Text-to-Text Transfer Transformer, is a large pre-trained language
model resulting from an empirical survey to determine which transfer learning techniques
work best. Different from classification language models such as BERT, T5 works as a
unified text-to-text-approach where all the NLP tasks are reframed such that its inputs
and outputs are strings. This text-to-text framework is a multi-task one, sharing the
parameters, loss function, and hyperparameters on any NLP task, including machine
translation, document summarization, question answering, and classification tasks (e.g.,
sentiment analysis). To set the desired task for the model, a prefix needs to be inserted
in the input such as “translate English to German” for the machine translation task or
“summarize” for the summarization one.

In this case, we “translated” a “data language” to Dutch or English using T5-large
(Raffel et al., 2020) for pretraining of the English pseudo-label model, and mT5-large
(Xue et al., 2021) for pretraining of the Dutch pseudo-labeling model (following Agar-
wal et al., 2020). This was done using run_translation.py from https://github.com/

huggingface/transformers (Wolf et al., 2019) with 30 epochs and a batch size of 8.
T5 and mT5 were further finetuned on the original training- and development set of the
CACAPO, E2E, and WebNLG datasets and applied to the test set to calculate perfor-
mance. Furthermore, the trained models were applied to the unlabeled new texts that
were collected to extend the training set.
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Dev Test
P R F1 P R F1

CACAPO

Incidents (NL) 83.00 85.17 84.07 74.27 78.76 76.45
Sports (NL) 73.65 77.97 75.75 74.33 76.03 75.17
Stocks (NL) 85.96 89.17 87.54 90.37 89.72 90.04
Weather (NL) 81.16 87.63 84.27 85.57 89.92 87.69
Incidents (EN) 79.63 82.43 81.01 77.85 79.84 78.83
Sports (EN) 79.02 80.07 79.54 79.95 79.95 79.95
Stocks (EN) 80.60 84.84 82.66 83.08 79.27 81.13
Weather (EN) 83.61 80.94 82.25 79.83 82.77 81.27

WebNLG

Airport 89.70 88.76 89.23 91.03 89.85 90.43
Astronaut 96.13 95.41 95.77 97.00 94.95 95.97
Building 89.81 91.04 90.42 89.86 89.31 89.59
City 73.61 73.61 73.61 63.02 28.63 39.37
ComicsCharacter 95.96 98.17 97.05 96.53 95.59 96.06
Food 87.67 88.56 88.11 89.02 88.39 88.70
Monument 72.38 68.88 70.59 52.83 50.76 51.77
SportsTeam 81.52 81.79 81.65 88.07 88.22 88.15
University 95.52 93.43 94.46 93.20 91.13 92.15
WrittenWork 93.35 93.23 93.29 92.89 91.48 92.18

E2E 85.65 91.74 88.59 88.17 82.72 85.36

Table 5.4: Precision, Recall, and F1 scores of information extracted by our pseudo-
labeling system.

More specifically, we converted the data into a structured string format that follows the
data structure of the dataset (see Figure 5.2) using “translate Dutch [resp. English] to
Data: [...]” as the prefix command. For the output, this string format was then converted
back into structured data using a simple rule-based script.

We evaluated the performance of the pseudo-labeling approach by calculating the preci-
sion, recall, and micro-averaged F1 score on the development and test sets of all datasets.
While we believe that these measures give a robust indication of the labeling quality, it
should be noted that the model might not generalize well to the unlabeled texts, es-
pecially when the unlabeled texts are highly dissimilar from the texts seen in training
(for instance, the pseudo-labeling model trained on E2E showed a considerable drop-off
on the E2E+ data4). Overall, the scores indicate that this pseudo-labeling approach
performs well, with F1 scores well above the 70s for CACAPO and even in the high 80s
and 90s for WebNLG and E2E (see Table 5.4). Two notable exceptions are the City

and Monument domains for WebNLG that achieve much lower scores than other domains.
This is likely caused by imbalanced data in the WebNLG dataset, which is especially
prevalent in the City and Monument domain.

5.3.4 Data-to-Text Generation

The data-to-text approach utilized in this study was a neural end-to-end architecture
where a set of input data is directly converted into English or Dutch text. This was done

4On the synthetic data, P 54.07, R 60.93, and F1: 57.30 was achieved.
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BLEU Measures exact word match precision between model output and one
or more references.

NIST (Doddington, 2002) Similar to (corpus) BLEU, but adds more weight to more rare words.

METEOR (Banerjee & Lavie, 2005) Measures precision and recall of exact word matches between a ref-
erence and a candidate, also adds stemming and synonym matching.

ROUGE-L (Lin, 2004) Looks at the Longest Common Subsequence between model output
and one or more references and calculates the F1 score.

BertScore Measures the F1 score or the similarity between model output and one
or more references, instead of exact matches, it computes similarity
using contextual embeddings.

Table 5.5: Definitions of the automatic metrics for text quality used in this study.

using Any2Some5, which uses language models from the HuggingFace API (Wolf et al.,
2019) to perform data-to-text generation, while offering advantages such as automati-
cally clustering verbalizations based on the same data. Similar to the pseudo-labeling
step, we used T5-large (Raffel et al., 2020) for the data-to-text conversion step as well.
This time, using the text-to-text nature of the language model to perform data-to-text
generation using “Verbalize: [...]” as the prefix command. As mentioned previously, T5
has been developed as an approach capable of handling a multitude of Natural Language
Processing tasks where the inputs and outputs are reframed as strings. For this system,
the input and output used in the pseudo-labeling step was essentially reversed: the data
was again converted to a structured string format but this time used as input, with
English or Dutch text serving as output. Previous research has suggested that T5 is a
capable language model for the data-to-text generation task (Kale & Rastogi, 2020).

The model was finetuned on all individual domains for 16 epochs with a learning rate
of 1e-5, early stopping of patience 5 and batch size of 2. Input and output strings were
trimmed to a maximum size of 180 sub-tokens. For the Dutch CACAPO domains we
used mT5-large, with the same hyperparameters except for 50 epochs. More epochs were
necessary for this model to be properly trained, as mT5 was not trained on downstream
tasks. Some examples of the input and output of the data-to-text generation system for
each dataset and semi-supervised learning method can be found in Table 5.3.

5.4 Evaluation

The goal of this evaluation study was to investigate the contribution of the semi-supervised
learning methods in data-to-text NLG. To investigate this, the evaluation study consisted
of three parts: an automatic evaluation, a quantitative human evaluation, and an error

5https://github.com/ThiagoCF05/Any2Some
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analysis.6 We aimed to follow the best practice guidelines as described in Chapter 6 as
much as possible in the setup and reporting of the evaluation study.

For the automatic evaluation, multiple metrics were used to estimate output quality
and output diversity. The quantitative human evaluation experiment measured aspects
of text quality to further determine the performance of the different semi-supervised
approaches relative to each other, and finally an error analysis was performed on the 15
worst scoring sentences per dataset × semi-supervised learning approach combination to
investigate the shortcomings and challenges for each semi-supervised learning approach.

5.4.1 Automatic Evaluation

The performance of the three types of semi-supervised learning that were investigated
in this research (no extension, data augmentation, and pseudo-labeling) was first tested
for all domains in the CACAPO, E2E, and WebNLG dataset using automatic metrics
that measure text quality and diversity. The text quality metrics served as a first test
for H1, H3, H5, and RQ1. The text quality metrics employed in this study are displayed
in Table 5.5.

Furthermore, we employ the diversity metrics based on van Miltenburg, Elliott, and
Vossen (2018). These metrics are used to test H2 and H4, as they provide an objective and
complete image of the diversity in the output of the systems, which cannot be measured
as accurately with sentence/phrase-level human evaluation. The diversity metrics used
in this study are described in Table 5.6.

5.4.2 Quantitative Human Evaluation

Participants

Participants of this study were recruited via Prolific, a crowdsourcing platform. For
participation, participants received $4.80 (the recommended amount according to the
platform). In total, 193 people participated in the study, which was divided up in a Dutch
version and an English version. In the recruitment phase, only participants were recruited
that were native Dutch located in the Netherlands for the Dutch version, and native
English speakers located in the United States for the English version. This resulted in
41 participants in the Dutch version, of which the majority were men (56%) between the
ages of 18 and 34 (90%). Furthermore, the majority of the Dutch sample had a university
(of applied sciences) degree (79%). For the English version, 152 people participated in the

6Ethical clearance was obtained from the Tilburg University School of Humanities and Digital
Sciences Research Ethics and Data Management Committee for this experiment (code: 2019.40). Fur-
thermore, the study was pregistered at https://aspredicted.org/in665.pdf and the results of this
study are available via https://figshare.com/s/3959076f2d69d1381ccc.
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Average sentence length (ASL) Average number of tokens per sentence.

Standard deviation of the sentence length (SDSL) How much variation there is in the number of to-
kens per sentence.

Number of types (Types) Number of unique word types in the output.

Mean segmented type-token ratio (TTR 1) Divides the generated texts into equal segments
of a given token length (here: 100 tokens) and
calculates the average type-token ratio of all these
segments.

Bigram TTR (TTR2) Average type-token ratio of bigram types per 100
bigram tokens.

Percentage of novel texts (%Novel) Texts generated by the system that do not occur
in the training and development data.

Coverage (Cov) The percentage of learnable words (i.e., words in
the original training or development set) that are
recalled in the generated output.

Novelty (Nov) The percentage of novel words (i.e., words that do
not appear in the original training or development
set) that are in the generated output.

Local Recall (Loc1) The percentage of important words (i.e., adjec-
tives, verbs, nouns, and adverbs) in a given test
set text, that are recalled by the system’s gener-
ated text.

Table 5.6: Definitions of the automatic metrics for text diversity used in this study.

study. The majority were women (64%), roughly half of the participants were between
the ages of 18 and 34 (48%), and the majority have attended or completed college (87%).

Design

To ensure we captured the variety found in all datasets and among all semi-supervised
learning approaches, we measured the text quality of outputs from the 3 investigated
semi-supervised learning approaches on all 19 domains in the datasets we used (CA-
CAPO: 8, E2E: 1, WebNLG: 10). We randomly sampled a total of 40 items per semi-
supervised learning approach-domain combination, leading to a total of 19 × 3 × 40 =

2, 280 trials. Each trial was judged a total of 5 times to obtain a stable judgement of the
trial.

To avoid confusion during the experiment due to non-nativeness, we made a separate
Dutch and English evaluation environment. The Dutch evaluation environment was
as close of a translation as possible of the English counterpart. Each participant was
randomly assigned to a dataset domain. Dutch-speaking participants were randomly
assigned to 1 of 4 domains (the four Dutch CACAPO domains), while English-speaking
participants were randomly assigned to 1 of the other 15 (English) domains. Furthermore,
each dataset domain had 2 versions, with each version containing 60 outputs total from
the systems trained on the XL data (20 per semi-supervised learning approach) that
were all not present in the other version. This amount of outputs was chosen to ensure
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Figure 5.3: Example of the questionnaire with its hoverable definitions.

that the sample contained enough variety to be representative of the variation in the
full dataset, while the number of stimuli presented to individual participants was still
manageable for them. Participants were randomly assigned to 1 of the 2 versions. The
60 outputs were presented in random order to compensate for potential order- or fatigue
effects.

Procedure

A survey was created using the Qualtrics platform. First, a general introduction of
the experiment and a consent form was given to the participants. After consenting to
participate in the research, the participants were given detailed instructions about the
experiment they were about to participate in. These instructions included guidelines on
how to read the data input and the output texts, and how to rate said output texts.
Furthermore, definitions were given for the scales they had to rate, and examples were
given about good output texts and bad output texts. Instructions, guidelines, definitions,
examples, as well as the questions themselves (as shown below), were translated to Dutch
for the Dutch version of the evaluation to ensure that monolingual Dutch participants
were able to comprehend the contents.
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After these instructions, participants were asked to provide some demographical informa-
tion and then the experiment started. Participants were shown a table with the original
input data accompanied by a generated text from the NLG system trained on data-text
pairings from one of the three semi-supervised learning approaches (no extension, data
augmentation, pseudo-labeling). A selection was made of inputs that contained between
2-6 data elements, to keep the input data relatively understandable for participants. The
generated texts were one sentence long (for CACAPO and WebNLG), or a few sentences
long (between 1 and 6; for E2E). After viewing the input data and output texts, partici-
pants were asked to rate the texts on multiple items. Definitions of each item could also
be found by hovering over the item (see Figure 5.3).

We measured fluency using four seven-point Likert scale items based on Clerwall (2014);
Sundar (1999) (consistency was high, with α = .97). The items were introduced by “This
sentence/short text is...”, followed by “Clear” (The overall message of the sentence/short
text is clear.), “Coherent” (It is easy to follow the connections in the sentence/short text.
The different pieces of information are connected in a correct way.), “Understandable”
(The sentence/short text is written in a way that is easy to understand. There are
no strange word choices or phrases that make the sentence/short text confusing.), and
“Well-written” (The sentence/short text is fluent and easy to read.).

Correctness was measured using three seven-point Likert scale items based on Hoorn
and van Wijngaarden (2010) (consistency was high, with α = .92). The items were
introduced by “Based on the data table, the information in this sentence/short text
is...”, followed by “Factual” (The sentence/short text only describes the data in the data
table. There is no extra information being described in the sentence/short text that
is not represented in the data table.), “Accurate” (The information in the data table is
represented correctly in the sentence/short text. There are no mistakes in the names
and numbers, for instance.), “Complete (All the (important) information from the data
table is represented in the sentence/short text. There is no information missing in the
sentence/short text that is represented in the data table.)”.

Grammaticality was measured using one multiple-choice question containing 4 options,
based on Ross (1979). The question was introduced by: “How grammatically correct
is this sentence/short text?” followed by (1) “The sentence/short text sounds perfect.
I would use it without hesitation.”, (2) “The sentence/short text is less than perfect –
something in it just doesn’t feel comfortable. Maybe lots of people could say it, but I
never feel quite comfortable with it.”, (3) “Worse than 2, but not completely impossible.
Maybe somebody might use the sentence/short text, but certainly not me. The sen-
tence/short text is almost beyond hope.”, (4) “The sentence/short text is absolutely out.
Impossible to understand, nobody would say it. Un-English.” For the results section,
this domain was reverse-coded to make the scores better interpretable.
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• Does the text contain information that is not reported in the data table?
• Is the text missing information that is in the data table?
• Did you find any mistake involving the references? (e.g., “Indian cuisine” in the data table becomes “German
cuisine” in the text, or the reference is not explicitly mentioned: “He is the leader of the country.” instead of
“Joe Biden is the leader of the United States of America.”)
• Did you find any mistake involving the verb form? (e.g., The boy “play” soccer instead of “plays”, or plainly
missing a verb: “The boy soccer”)
• Did you find any mistake involving the determiners? (e.g., “An” boy.)
• Did you find any mistake involving the punctuation or capitalization in the sentence? (e.g., “The,boy is
here;” or “the Boy Is here”)
• Did you find any mistake involving strange lexical choices? (e.g., The player “shot” the goal.)
• Did you find any mistake involving illogical/unnecessary repetition of words or phrases? (e.g., “The the the”
boy)
• Did you find any mistake involving connections between data points? (e.g., “The leader of the cheeseburger
is Barack Obama.”)
• Is the sentence (or: one of the sentences) missing important parts to make it a full sentence? (e.g., “The
maximum temperature is.” instead of “The maximum temperature is 12 degrees Celsius.”)
Other (specify below)

Table 5.7: Questions asked in the error analysis study.

Finally, after rating all sentences/short texts, participants were fully briefed on the goal
of the study, reminded of the contact addresses if they had more questions about the
research, and thanked again for participation.

5.4.3 Error Analysis

An error analysis was performed to get a better understanding of the exact errors that
can be found in the NLG output, which in turn may help to improve the various sys-
tems. The 15 worst-scoring texts (on the average of all three measured constructs) in the
quantitative human evaluation experiment for each system-dataset combination (a total
of 180 texts) were analyzed by 7 human annotators, all experts in language and com-
munication, and proficient in both Dutch and English, none having previously seen the
output of the various systems. The annotators all coded 19 sentences jointly and 23 sen-
tences each individually. Cohen’s Kappa for multiple raters (Davies & Fleiss, 1982) was
calculated for the jointly annotated part,7 resulting in κ = .45. This indicates moderate
agreement (Landis & Koch, 1977). 11 error categories for these 180 texts were developed
based on (Castro Ferreira et al., 2019), and less straightforward error categories were
accompanied by a short description with examples. See Table 5.7 for an overview of the
items. If they selected “Other”, annotators were able to input text to describe the error
category they felt they encountered.

7Using NLTK’s multi_kappa function
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Dataset Train type BLEU NIST BertScore METEOR ROUGE-L

CACAPO (en)
No_Ext 30.50 6.77 59.51 56.05 51.34
Dat_Aug 24.37 6.30 52.15 48.80 45.89
Pseu_Lab 36.21 7.55 63.83 59.93 56.55

CACAPO (nl)
No_Ext 33.94 6.77 84.60 52.91 51.97
Dat_Aug 38.30 7.56 86.86 59.01 58.31
Pseu_Lab 54.25 9.30 89.84 68.74 68.05

E2E
No_Ext 66.05 7.08 79.4 80.21 44.97
Dat_Aug 28.41 4.15 56.41 62.49 33.40
Pseu_Lab 50.51 4.65 63.12 60.39 38.48

WebNLG
No_Ext 47.91 8.74 71.3 71.57 59.88
Dat_Aug 27.71 5.95 52.75 53.23 45.33
Pseu_Lab 44.55 8.32 67.82 68.74 56.82

Table 5.8: Automatic metric results of the different (XL-format) semi-supervised
learning approaches (No_Ext = no training set extension, Dat_Aug = data augmen-

tation, Pseu_Lab = pseudo-labeling) for each dataset (bold = highest).

Dataset Train type ASL SDSL Types TTR1 TTR2 %Novel Cov Nov Loc1

CACAPO (en)
No_Ext 17.26 8.29 3502 0.66 0.93 98.24 0.58 0.20 0.53
Dat_Aug 17.39 8.54 3797 0.68 0.95 99.80 0.61 0.24 0.51
Pseu_Lab 17.56 9.21 3709 0.67 0.93 98.50 0.60 0.22 0.57

CACAPO (nl)
No_Ext 14.65 7.70 2748 0.58 0.85 98.86 0.56 0.20 0.52
Dat_Aug 14.31 6.09 2828 0.63 0.91 98.93 0.56 0.22 0.57
Pseu_Lab 14.99 6.30 3176 0.65 0.91 93.54 0.64 0.24 0.66

E2E
No_Ext 28.58 7.66 120 0.34 0.50 100 0.11 0.00 0.11
Dat_Aug 34.42 7.73 223 0.38 0.55 100 0.16 0.03 0.10
Pseu_Lab 23.22 5.26 115 0.26 0.38 100 0.07 0.03 0.08

WebNLG
No_Ext 16.01 6.71 2136 0.43 0.68 79.78 0.69 0.02 0.69
Dat_Aug 15.87 6.91 2311 0.43 0.71 97.71 0.62 0.15 0.49
Pseu_Lab 16.42 6.70 2404 0.45 0.72 81.13 0.73 0.08 0.66

Table 5.9: Average sentence length, standard deviation of sentence length, mean-
segmented type-token ratio (TTR), bigram TTR, percentage novel descriptions, cover-
age, novelty and local recall with importance class 1 (bold = highest) per dataset and

(XL-format) semi-supervised learning approach.
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Figure 5.4: BLEU scores of the datasets per dataset extension. Round markers =
pseudo-labeling; square markers = data augmentation.
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Figure 5.5: Coverage scores of the datasets per dataset extension. Round markers
= pseudo-labeling; square markers = data augmentation.
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5.5 Results

5.5.1 Automatic Evaluation

Automated Metrics for Text Quality

The automatic analysis results are summarized in Table 5.8 for the overall datasets,
and presented per domain in Table 5.10. Additionally, Figure 5.4 shows the effects
of increasing the synthetic data from the semi-supervised learning methods on BLEU
scores. Inspection of Table 5.8 reveals a clear pattern: for CACAPO the pseudo-labeling
approach consistently leads to the highest automatic metric scores, while for E2E and
WebNLG data extension does not lead to better automatic scores overall. This pattern
is consistent amongst all metrics, but we will zoom in on the BLEU differences in this
section.

The results of the automatic metrics suggest that clear differences between datasets exist
in the output quality achieved with the different semi-supervised learning approaches.
For the English CACAPO dataset, BLEU scores, for instance, improved by 5.71 on av-
erage with the pseudo-labeling approach (30.50 to 36.21), but the data augmentation
approach led to an average BLEU decrease of 6.13 compared to no extension (30.50 to
24.37). The positive effect on automatic metric scores was more noticeable for the Dutch
part of the CACAPO dataset, where BLEU scores increased with 20.31 on average for the
pseudo-labeling approach (33.94 to 54.25) and a 4.36 BLEU improvement for the data
augmentation approach compared to the no extension approach (33.94 to 38.30). The
most extreme improvement was reached for the Dutch weather dataset (a 52.38 improve-
ment for pseudo-labeling compared to no extension; see Table 5.10). It is possible that
the small size and limited vocabulary of the original weather training set was insufficient
for a neural NLG system to be properly trained on, whereas it was when the extended
training set from the semi-supervised learning approaches were applied. Figure 5.4 also
shows that increasing the amount of data leads to higher BLEU scores for both Dutch
and English CACAPO; that is, for the pseudo-labeling method. This provides further
support for the notion that extending the training set has a positive impact on output
quality.

The pseudo-labeling approach for WebNLG generally led to a decrease in automatic
metric scores (compared to no extension) albeit relatively small, with an average BLEU
decrease of 3.36. However, the BLEU decrease for the data augmentation approach
(compared to no extension) was more noticeable, with a 20.20 BLEU decrease. Decreases
in automatic metric scores for the semi-supervised learning approaches compared to no
extension were also observed for E2E: a 15.54 BLEU score difference for pseudo-labeling
and a 37,64 decrease for data augmentation (see Table 5.8). Interestingly, the pseudo-
labeling approach performed well for the City and Monument domains where F1 scores
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Dataset Domain Train type BLEU NIST BertScore METEOR ROUGE-L

CACAPO Incidents (en)
No_Ext 29.47 5.11 58.55 51.28 47.08
Dat_Aug 28.15 4.99 53.71 47.18 42.92
Pseu_Lab 34.51 5.52 62.06 54.75 52.07

CACAPO Sports (en)
No_Ext 31.77 6.63 61.00 56.43 52.73
Dat_Aug 23.30 5.80 52.57 48.76 46.35
Pseu_Lab 37.28 7.23 65.55 60.02 57.30

CACAPO Stocks (en)
No_Ext 25.95 4.94 50.03 50.98 45.62
Dat_Aug 23.02 5.14 44.50 48.23 42.55
Pseu_Lab 32.44 6.05 54.24 55.08 50.72

CACAPO Weather (en)
No_Ext 33.95 6.24 65.88 62.61 56.36
Dat_Aug 25.80 5.29 57.27 50.29 49.71
Pseu_Lab 39.59 6.70 70.34 66.99 62.97

CACAPO Incidents (nl)
No_Ext 34.22 5.39 85.15 53.38 51.53
Dat_Aug 36.71 5.01 87.20 55.50 57.10
Pseu_Lab 43.39 6.54 87.65 60.20 60.10

CACAPO Sports (nl)
No_Ext 18.05 4.40 81.75 41.35 42.27
Dat_Aug 18.45 4.35 81.75 42.13 43.04
Pseu_Lab 25.45 5.19 83.42 48.11 48.32

CACAPO Stocks (nl)
No_Ext 51.69 7.84 88.51 67.00 64.75
Dat_Aug 45.04 7.40 87.63 64.91 62.33
Pseu_Lab 63.31 8.98 91.03 74.83 72.75

CACAPO Weather (nl)
No_Ext 24.28 4.61 82.50 47.29 46.44
Dat_Aug 49.07 7.32 90.42 69.39 67.75
Pseu_Lab 76.66 10.07 95.37 84.84 84.36

WebNLG Airport
No_Ext 51.54 7.35 74.63 74.80 61.17
Dat_Aug 25.94 4.66 48.51 50.72 42.62
Pseu_Lab 50.61 7.16 72.29 72.75 60.46

WebNLG Astronaut
No_Ext 48.89 6.54 77.98 76.03 65.04
Dat_Aug 21.04 3.82 55.69 47.77 43.08
Pseu_Lab 45.48 6.27 73.41 72.45 60.98

WebNLG Building
No_Ext 53.48 7.84 76.93 78.06 65.97
Dat_Aug 34.51 5.77 60.05 62.70 52.65
Pseu_Lab 50.46 7.59 73.84 74.87 63.64

WebNLG City
No_Ext 29.01 2.50 52.93 53.23 47.14
Dat_Aug 21.09 2.42 47.79 47.46 41.03
Pseu_Lab 27.83 4.18 52.00 54.64 44.84

WebNLG ComicsCharacter
No_Ext 48.95 6.31 72.50 76.11 58.69
Dat_Aug 38.06 5.56 61.60 69.43 51.17
Pseu_Lab 48.74 6.22 70.92 76.68 62.42

WebNLG Food
No_Ext 46.81 7.30 71.35 70.53 56.11
Dat_Aug 23.84 4.57 46.37 47.74 40.19
Pseu_Lab 38.10 6.28 62.91 61.87 48.89

WebNLG Monument
No_Ext 43.97 5.95 69.70 71.89 56.88
Dat_Aug 27.88 4.39 53.21 54.12 46.25
Pseu_Lab 45.38 6.10 71.26 73.17 58.58

WebNLG SportsTeam
No_Ext 46.07 6.89 72.41 72.59 59.58
Dat_Aug 25.89 4.79 52.68 52.20 42.65
Pseu_Lab 43.88 6.77 69.53 70.94 58.18

WebNLG University
No_Ext 60.07 7.34 78.10 78.12 68.93
Dat_Aug 29.60 4.59 52.81 53.72 48.12
Pseu_Lab 55.34 6.89 74.66 75.65 64.27

WebNLG WrittenWork
No_Ext 54.39 7.45 75.86 77.09 65.23
Dat_Aug 36.00 5.60 62.28 61.89 53.28
Pseu_Lab 52.25 7.16 73.16 74.57 62.48

E2E
No_Ext 66.05 7.08 79.40 80.21 44.97
Dat_Aug 28.41 4.15 56.41 62.49 33.40
Pseu_Lab 50.51 4.65 63.12 60.39 38.48

Table 5.10: Automatic metric results of the different (XL-format) semi-supervised learning ap-
proaches (No_Ext = no training set extension, Dat_Aug = data augmentation, Pseu_Lab = pseudo-

labeling) for each dataset domain (bold = highest).
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in the pseudo-labeling step were noticeably worse (see Table 5.10). This supports the
notion that semi-supervised learning is mostly effective in situations where the original
training set is small (as stated in H3), filling in the training data deficit by providing
more examples. The general tendency, however, is that an increase in synthetic training
data leads to a decrease in BLEU scores for both E2E and WebNLG, and for both
pseudo-labeling as data augmentation (as shown in Figure 5.4). This decrease could
suggest a cascading of errors where issues in the synthetic data negatively impact the
quality of the generated output. Alternatively, it could be that the texts in E2E and most
WebNLG domains are relatively homogeneous. Introducing more deviations from these
texts increases the diversity of the output, which results in lower scores on automatic
metrics. This could also explain the relatively low scores of the data augmentation
approach, where the quantity of the deviations may have the biggest impact on the
heterogeneity of the output. This possibility is further examined with the diversity
metric scores, the quantitative human evaluation, and the error analysis.

In any case, while these automatic metrics do not provide all-around support for the
notion that semi-supervised learning combined with a language model increases output
quality compared to an NLG system with a language model that is only finetuned on
the original dataset (H1), the results are in line with H3: the beneficial effect of semi-
supervised learning in the text quality metrics is only noticeable for the dataset (cate-
gories) that are small-scale or unbalanced. They are also in line with H5: the highest
increase of the semi-supervised learning methods was observed for the Dutch CACAPO
dataset.

Automated Metrics for Text Diversity

A summary of the diversity metrics can be found in Table 5.9 on a dataset level, and
on domain level in Table 5.11. Furthermore, Figure 5.5 shows the impact of an increase
in the synthetic data from the semi-supervised learning methods on coverage scores.
Overall, data extensions generally lead to higher diversity scores. The semi-supervised
learning approaches seem to generate more diverse output compared to no training set
extension, but the semi-supervised learning approach that gives the most diverse output
seems to differ per dataset (domain) and per diversity metric. Therefore, we will discuss
the outcomes grouped by different diversity metrics.

Average sentence length and standard deviation of the sentence can be an indicator of
perceived diversity in a text: longer sentences tend to contain more variation, and bigger
differences between sentence length makes the output more heterogeneous. It could be
expected that especially the pseudo-labeling approach affects sentence length standard
deviation if the sentences that this approach introduces are also of a varied sentence
length, while the average sentence length should not change too much for CACAPO
and E2E, as the newly introduced sentences come from similar sources as the sentences
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Dataset Domain Train type ASL SDSL Types TTR1 TTR2 %Novel Cov Nov Loc1

CACAPO Incidents (en)
No_Ext 16.05 6.76 656 0.63 0.90 99.04 0.53 0.19 0.49
Dat_Aug 17.83 7.46 844 0.68 0.94 100.00 0.62 0.31 0.47
Pseu_Lab 15.86 8.47 696 0.63 0.89 99.04 0.57 0.20 0.52

CACAPO Sports (en)
No_Ext 19.32 7.95 1499 0.69 0.96 99.84 0.58 0.14 0.57
Dat_Aug 19.07 8.17 1574 0.70 0.96 100.00 0.59 0.16 0.54
Pseu_Lab 19.40 8.52 1559 0.70 0.96 100.00 0.61 0.13 0.61

CACAPO Stocks (en)
No_Ext 18.15 9.51 1369 0.65 0.91 99.07 0.49 0.31 0.43
Dat_Aug 19.10 9.32 1581 0.68 0.94 100.00 0.54 0.38 0.45
Pseu_Lab 19.76 11.10 1556 0.65 0.91 99.69 0.53 0.38 0.48

CACAPO Weather (en)
No_Ext 13.62 7.05 746 0.62 0.91 94.28 0.57 0.14 0.59
Dat_Aug 12.75 7.22 757 0.65 0.92 99.18 0.57 0.16 0.57
Pseu_Lab 13.40 7.10 768 0.63 0.91 94.55 0.60 0.14 0.63

CACAPO Incidents (nl)
No_Ext 13.84 5.24 539 0.58 0.86 100.00 0.53 0.21 0.52
Dat_Aug 12.34 4.94 526 0.58 0.87 100.00 0.51 0.22 0.54
Pseu_Lab 14.60 6.51 584 0.59 0.87 99.01 0.58 0.23 0.58

CACAPO Sports (nl)
No_Ext 13.78 5.82 920 0.66 0.93 100.00 0.48 0.10 0.42
Dat_Aug 13.43 5.50 990 0.67 0.94 100.00 0.49 0.13 0.43
Pseu_Lab 13.90 5.69 1127 0.70 0.96 99.72 0.56 0.14 0.48

CACAPO Stocks (nl)
No_Ext 15.35 7.18 1373 0.65 0.91 97.54 0.58 0.31 0.62
Dat_Aug 15.17 7.22 1325 0.65 0.92 99.11 0.54 0.32 0.60
Pseu_Lab 15.78 7.26 1584 0.67 0.93 96.20 0.65 0.37 0.70

CACAPO Weather (nl)
No_Ext 15.07 10.27 289 0.42 0.70 98.75 0.52 0.06 0.51
Dat_Aug 15.14 5.35 459 0.59 0.88 97.24 0.76 0.17 0.73
Pseu_Lab 15.29 5.31 446 0.60 0.88 82.21 0.84 0.06 0.86

WebNLG Airport
No_Ext 16.77 6.21 425 0.43 0.70 78.17 0.65 0.03 0.74
Dat_Aug 16.89 8.23 417 0.42 0.70 99.30 0.50 0.17 0.48
Pseu_Lab 16.78 6.19 474 0.45 0.71 79.23 0.68 0.08 0.71

WebNLG Astronaut
No_Ext 17.56 7.42 208 0.47 0.69 74.68 0.53 0.02 0.71
Dat_Aug 16.66 7.26 231 0.45 0.69 98.70 0.40 0.21 0.36
Pseu_Lab 17.79 7.65 259 0.51 0.77 76.62 0.57 0.12 0.68

WebNLG Building
No_Ext 17.60 6.61 458 0.44 0.70 78.26 0.72 0.02 0.79
Dat_Aug 17.72 6.93 456 0.43 0.69 98.81 0.63 0.12 0.60
Pseu_Lab 17.29 6.52 473 0.46 0.73 76.68 0.72 0.05 0.76

WebNLG City
No_Ext 11.24 2.79 182 0.32 0.52 79.35 0.69 0.11 0.51
Dat_Aug 11.69 3.14 208 0.37 0.59 92.90 0.69 0.23 0.47
Pseu_Lab 13.79 4.66 270 0.38 0.64 87.10 0.81 0.37 0.55

WebNLG ComicsChar
No_Ext 14.97 5.69 174 0.45 0.73 95.16 0.64 0.03 0.70
Dat_Aug 14.97 5.02 172 0.45 0.71 100.00 0.60 0.06 0.60
Pseu_Lab 15.39 5.50 188 0.49 0.78 95.16 0.66 0.06 0.68

WebNLG Food
No_Ext 15.74 7.53 439 0.42 0.71 84.10 0.67 0.01 0.68
Dat_Aug 15.91 7.36 585 0.45 0.78 98.97 0.66 0.24 0.41
Pseu_Lab 15.61 7.22 517 0.44 0.72 88.97 0.71 0.09 0.59

WebNLG Monument
No_Ext 19.05 7.35 145 0.44 0.71 73.86 0.62 0.04 0.74
Dat_Aug 18.49 7.74 176 0.44 0.72 98.86 0.55 0.26 0.51
Pseu_Lab 19.58 7.59 152 0.42 0.69 72.73 0.65 0.04 0.75

WebNLG SportsTeam
No_Ext 15.60 5.46 352 0.47 0.72 88.56 0.64 0.02 0.66
Dat_Aug 15.46 5.69 362 0.44 0.71 100.00 0.57 0.11 0.46
Pseu_Lab 15.31 5.53 383 0.48 0.75 82.59 0.68 0.04 0.63

WebNLG University
No_Ext 16.47 6.78 188 0.43 0.69 67.35 0.60 0.02 0.75
Dat_Aug 14.86 6.53 227 0.46 0.76 95.24 0.53 0.22 0.47
Pseu_Lab 17.30 7.32 255 0.48 0.77 65.31 0.73 0.12 0.72

WebNLG Writ.Work
No_Ext 18.15 6.78 352 0.41 0.65 84.21 0.61 0.01 0.74
Dat_Aug 17.74 6.49 397 0.44 0.71 97.98 0.58 0.12 0.59
Pseu_Lab 18.32 6.97 400 0.45 0.71 82.59 0.67 0.04 0.71

E2E
No_Ext 28.58 7.66 120 0.34 0.50 100.00 0.11 0.00 0.11
Dat_Aug 34.42 7.73 223 0.38 0.55 100.00 0.16 0.03 0.10
Pseu_Lab 23.22 5.26 115 0.26 0.38 100.00 0.07 0.03 0.08

Table 5.11: Average sentence length, standard deviation of sentence length, mean-segmented type-
token ratio (TTR), bigram TTR, percentage novel descriptions, coverage, novelty and local recall with

importance class 1 (bold = highest).
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in the original training set. For WebNLG, changes in average sentence length can be
expected for the pseudo-labeling approach as the sentences are from a different source
(Wikipedia vs. Crowdsourced). The data augmentation approach is expected to keep
the standard deviation of sentence length, and average sentence length similar, as this
approach perturbs words but generally keeps sentence structure and length the same.
The effect of pseudo-labeling, however is only partially according to expectations; pseudo-
labeling obtained the highest standard deviation score for 9 of the 19 domains, but only
for 1 dataset overall (see Table 5.9; Table 5.11). In terms of sentence length, it only
shows a clear difference (decrease) compared to the no extension approach for E2E, and
only marginal differences for the other datasets and dataset domains. Data augmentation
indeed shows similar scores for average sentence length and standard deviation of sentence
length consistently amongst datasets and dataset domains.

The number of types, type-token ratios, percentage of novel texts, and the novelty score
are all direct indicators of lexical diversity. For these metrics, the improvements of the
semi-supervised learning approaches are also the most pronounced. The data augmen-
tation and pseudo-labeling approach each seemed to perform best in terms of increasing
lexical diversity on roughly half of the datasets and dataset domains. For the English
CACAPO, and E2E, data augmentation seemed to result in the highest lexical diversity
scores, while these scores were highest for the pseudo-labeling approach in the case of
Dutch CACAPO and WebNLG. For the Dutch CACAPO dataset, this may have to do
with the nature of the language model used for data augmentation: BERT-large for En-
glish (Devlin et al., 2019) is likely better able to inject diverse perturbations compared to
BERTje (de Vries et al., 2019) which is a Dutch translation of BERT-base. For WebNLG
it might have to do with the nature of the texts that were used for pseudo-labeling: the
Wikipedia texts are probably more dissimilar (thus injecting more diversity) to the texts
in the training set, compared to the pseudo-labeled texts used for the other datasets. It
is worth noting that the novelty scores of the no extension approach for the WebNLG
and E2E datasets are consistently close to 0, meaning that (almost) no new words have
been introduced for these datasets that were not found in the training or development
data. This absence of new words possibly showcases catastrophic forgetting (Greco et
al., 2019), which may occur when a training set is decently sized for finetuning, which
leads to a neural NLG system forgetting about the language model’s capabilities. Also
worth noting is that the percentage of novel texts shows that (almost) all generated texts
in CACAPO and E2E are different from the texts in the training data, thus creating a
ceiling effect for these datasets. This has to do with the setup of the test set, where input
data rarely, if ever, overlaps with the input data in the training and development sets.
This metric is more interesting for WebNLG, where we see that non-novel sentences are
only rarely generated with the data augmentation approach, while this does occur more
frequently with the pseudo-labeling approach and no extension approach.

Coverage and local recall measure text retention in the output compared to the training
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set. Coverage is a global recall metric, measuring how many of the word types from
the training and development sets were retained in the output. A higher coverage score
suggests that more of the naturally occurring variation in the training and development
set is retained in the test set. Local recall compares the content words in the generated
output to those in the reference in the test set. A higher score on lexical variation
metrics, paired with a high score on local recall indicates that higher diversity was not
obtained at the cost of meaningful content words. Regarding coverage, we again see
that the semi-supervised learning approaches consistently outperform the system that
only used the standard training set. The highest coverage scores for WebNLG and
Dutch CACAPO were achieved with pseudo-labeling, while data augmentation achieved
the highest coverage score for English CACAPO and for E2E. Furthermore, Figure 5.5
shows that coverage scores are generally increased when the training set size is increased
with synthetic data. This effect is most pronounced for pseudo-labeling, whereas an
increase in training set size does not necessarily lead to higher coverage scores with data
augmentation; while training size increases with data augmentation do seem to have
a positive effect on coverage for CACAPO, they seem to decrease coverage scores for
WebNLG and E2E. For local recall, we see that the pseudo-labeling approach achieved
the highest scores for Dutch and English CACAPO. The small-scale nature of these
domains might stand to benefit more from the extra training data that the pseudo-
labeling approach offers to retain commonly occurring content words. For WebNLG and
E2E we see that the system trained on the original dataset retains the most content words,
while the pseudo-labeling approach generally stays relatively close in terms of local recall
scores. The data augmentation approach shows a more sizable drop-off, which makes
sense as the content words were augmented for this semi-supervised learning approach.

In sum, in support of H2, we find that semi-supervised learning increases the output di-
versity. Data augmentation seems to be the best method to achieve this for English CA-
CAPO and E2E, whereas the pseudo-labeling approach achieves better diversity scores
for Dutch CACAPO and WebNLG. The results also indicate that the neural NLG sys-
tem without an semi-supervised learning approach suffers from catastrophic forgetting:
overfitting on the training set too tightly which means a relative lack of output diversity
as a result. We do not find a marked difference between datasets in terms of the effects
of semi-supervised learning in general on output diversity. All datasets seem to bene-
fit relatively equally from semi-supervised learning. Therefore, no clear effect of dataset
type (crowdsourcing based vs. naturally occurring) and language (Dutch versus English)
was detected, which is contrary to H4 and H5 respectively.
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Figure 5.6: Mean fluency per dataset and learning type.

Figure 5.7: Mean correctness per dataset and learning type.

Figure 5.8: Mean grammaticality per dataset and learning type.
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Dataset Train Type N Fluency Correctness Grammaticality

CACAPO (en)
No_Ext

43
4.83 (2.05)a 4.93 (1.86)a 2.90 (0.98)a

Dat_Aug 4.82 (2.05)a 4.92 (1.89)a 2.93 (0.98)a

Pseu_Lab 5.67 (1.70)b 5.57 (1.70)b 3.29 (0.86)b

CACAPO (nl)
No_Ext

41
4.75 (2.03)a 5.15 (1.90)a 2.83 (1.09)a

Dat_Aug 4.73 (2.09)a 5.15 (1.88)a 2.79 (1.12)a

Pseu_Lab 5.94 (1.52)b 5.75 (1.58)b 3.49 (0.78)b

WebNLG
No_Ext

99
4.64 (2.08)a 3.99 (2.21)a 2.92 (1.02)a

Dat_Aug 4.67 (2.08)a 4.01 (2.22)a 2.91 (1.02)a

Pseu_Lab 5.74 (1.66)b 5.63 (1.82)b 3.43 (0.79)b

E2E
No_Ext

9
5.08 (1.73)a 4.25 (1.86)a 3.06 (0.88)a

Dat_Aug 5.06 (1.70)a 4.20 (1.83)a 2.98 (0.91)a

Pseu_Lab 6.26 (1.02)b 3.86 (1.71)a 3.61 (0.65)b

Table 5.12: Mean fluency, correctness, and grammaticality per semi-supervised learn-
ing type for each dataset (SDs between brackets). Different superscripts indicate sig-
nificant differences between semi-supervised learning approaches. Higher scores mean

more positively perceived output.

5.5.2 Quantitative Human Evaluation

In addition to the automatic evaluations, we also conducted a human evaluation to in-
vestigate perceived quality, by measuring fluency, correctness and grammaticality. The
overall scores are summarized in Table 5.12, and reported per sub-corpus in Table 5.16.
Inspection of Table 5.12 reveals a clear pattern: in almost all cases the highest scores are
obtained with the pseudo-labeling approach. This was further examined by conducting
a series of Linear Mixed Models, with semi-supervised methods and the datasets/dataset
domains as independent variables and fluency, correctness, and grammaticality as the de-
pendent variables. Linear Mixed Models enable us to control for the systematic variation
due to the nested/clustered structure of the data caused by participants having rated
multiple texts. Furthermore, linear mixed models are able to deal appropriately with
unequal sample sizes (i.e., language and dataset in this experiment). To do so, we added
dataset, domain and participant as a nested random factor in the models. Following van
Miltenburg, van de Kerkhof, Koolen, Goudbeek, and Krahmer (2019), we used the lme4
(Bates, Mächler, Bolker, & Walker, 2015) package in R, to build our Linear Mixed Models
using the lmer function and estimate p-values for the models, respectively. Datasets and
dataset domains were investigated using seperate models, and a separate model for each
dependent variable was also necessary, meaning that a total of 6 models were created.
Furthermore, “no extension” served as the reference level intercept for semi-supervised
learning approach, and “E2E” as the reference level intercept for dataset and dataset
domain. The emmeans package was used for pairwise comparisons when analyzing the
differences between semi-supervised learning approaches, datasets, dataset domains, and
interaction effects if the Linear Mixed Model showed significant main effects or interac-
tion effects. All models converged and the visual check of model assumptions using the
residual plots indicated no signs of violations.
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Parameter B SE 95% CI t p

(Intercept) 5.08 0.30 [4.49, 5.66] 16.87 < 0.001
Train Type [Dat_Aug] -0.02 0.18 [-0.38, 0.34] -0.11 0.916
Train Type [Pseu_Lab] 1.18 0.18 [0.82, 1.54] 6.43 < 0.001
Dataset [CACAPO (en)] -0.25 0.33 [-0.89, 0.40] -0.74 0.458
Dataset [CACAPO (nl)] -0.33 0.33 [-0.98, 0.32] -0.99 0.323
Dataset [WebNLG] -0.43 0.31 [-1.05, 0.18] -1.37 0.170
Train Type [Dat_Aug] × Dataset [CACAPO (en)] 0.01 0.20 [-0.39, 0.40] 0.04 0.965
Train Type [Pseu_Lab] × Dataset [CACAPO (en)] -0.34 0.20 [-0.74, 0.06] -1.69 0.092
Train Type [Dat_Aug] × Dataset [CACAPO (nl)] 0.00 0.20 [-0.39, 0.40] 0.02 0.982
Train Type [Pseu_Lab] × Dataset [CACAPO (nl)] 0.01 0.20 [-0.39, 0.41] 0.06 0.953
Train Type [Dat_Aug] × Dataset [WebNLG] 0.05 0.19 [-0.33, 0.43] 0.26 0.794
Train Type [Pseu_Lab] × Dataset [WebNLG] -0.08 0.19 [-0.46, 0.29] -0.44 0.661

Table 5.13: Multiple Mixed Model Linear Regressions of Fluency

Parameter B SE 95% CI t p

(Intercept) 4.25 0.32 [3.63, 4.87] 13.41 < 0.001
Train Type [Dat_Aug] -0.05 0.19 [-0.41, 0.32] -0.26 0.795
Train Type [Pseu_Lab] -0.39 0.19 [-0.75, -0.03] -2.11 0.035
Dataset [CACAPO (en)] 0.68 0.35 [0.00, 1.36] 1.95 0.051
Dataset [CACAPO (nl)] 0.90 0.35 [0.21, 1.59] 2.57 0.010
Dataset [WebNLG] -0.26 0.33 [-0.90, 0.39] -0.77 0.440
Train Type [Dat_Aug] × Dataset [CACAPO (en)] 0.04 0.20 [-0.36, 0.44] 0.22 0.830
Train Type [Pseu_Lab] × Dataset [CACAPO (en)] 1.04 0.20 [0.64, 1.44] 5.08 < 0.001
Train Type [Dat_Aug] × Dataset [CACAPO (nl)] 0.05 0.20 [-0.35, 0.45] 0.24 0.806
Train Type [Pseu_Lab] × Dataset [CACAPO (nl)] 1.00 0.20 [0.59, 1.40] 4.86 < 0.001
Train Type [Dat_Aug] × Dataset [WebNLG] 0.06 0.19 [-0.32, 0.44] 0.32 0.749
Train Type [Pseu_Lab] × Dataset [WebNLG] 2.03 0.19 [1.65, 2.41] 10.48 < 0.001

Table 5.14: Multiple Mixed Model Linear Regressions of Correctness

Parameter B SE 95% CI t p

(Intercept) 3.06 0.14 [2.79, 3.32] 22.43 < 0.001
Train Type [Dat_Aug] -0.07 0.09 [-0.26, 0.11] -0.77 0.439
Train Type [Pseu_Lab] 0.56 0.09 [0.37, 0.74] 5.95 < 0.001
Dataset [CACAPO (en)] -0.15 0.15 [-0.45, 0.14] -1.02 0.306
Dataset [CACAPO (nl)] -0.22 0.15 [-0.52, 0.07] -1.47 0.141
Dataset [WebNLG] -0.14 0.14 [-0.41, 0.14] -0.95 0.340
Train Type [Dat_Aug] × Dataset [CACAPO (en)] 0.10 0.10 [-0.10, 0.30] 0.96 0.335
Train Type [Pseu_Lab] × Dataset [CACAPO (en)] -0.16 0.10 [-0.37, 0.04] -1.59 0.111
Train Type [Dat_Aug] × Dataset [CACAPO (nl)] 0.02 0.10 [-0.18, 0.23] 0.23 0.820
Train Type [Pseu_Lab] × Dataset [CACAPO (nl)] 0.10 0.10 [-0.10, 0.30] 0.95 0.342
Train Type [Dat_Aug] × Dataset [WebNLG] 0.06 0.10 [-0.13, 0.26] 0.66 0.508
Train Type [Pseu_Lab] × Dataset [WebNLG] -0.04 0.10 [-0.23, 0.15] -0.45 0.656

Table 5.15: Multiple Mixed Model Linear Regressions of Grammaticality

Fluency

The model for fluency was significant (conditional R2 = 0.23, marginal R2 = 0.07, p <
.001). The model showed a main effect of training type, but not of dataset, and also did
not suggest any interaction effects. Table 5.12 represents the mean scores and training
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type differences, while the mixed model results are summarized in Table 5.13. Signifi-
cant effects were further investigated using estimated marginal means with Bonferroni
correction, which corroborated these findings. Only the pairwise comparisons for semi-
supervised learning approaches showed significance: there was no significant difference
in fluency between no extension (M = 4.73, SD = 2.05) and data augmentation (M =
4.74 SD = 2.06), but the fluency scores for the pseudo-labeling approach (M = 5.79
SD = 1.62) were significantly higher than both the data augmentation approach and
no extension. This effect was robust across all dataset domains as well, with all but
4 domains showing the same pattern between semi-supervised learning approaches (see
Table 5.16).

Figure 5.6 illustrate these results: all datasets show a similar pattern, where the flu-
ency scores between no extension and data augmentation are virtually similar, and
the perceived fluency increases for pseudo-labeling. Sentences were thus perceived as
more fluent when a training set was enriched with data created via the pseudo-labeling
approach. Furthermore, perceived fluency scores were relatively similar for all the in-
vestigated datasets, and the fluency differences between the semi-supervised learning
approaches were similar across all datasets.

Partly in support of H1, semi-supervised learning seems to increase the output quality
compared to a language model only trained on the base training set. However, this is only
the case for the pseudo-labeling approach and not for the data augmentation approach
(RQ1). Furthermore, these fluency results do not support H3, nor H5: the beneficial
effect of semi-supervised learning is consistent regardless of whether the original dataset
is small-scale or large-scale (H3), Dutch or English (H5).

Correctness

For correctness, the model was significant as well (conditional R2 = 0.29, marginal R2 =
0.11, p < .001). The model showed a main effect of semi-supervised learning approach,
dataset, and an interaction between the two. Table 5.12 shows the mean scores and
semi-supervised learning approach differences, and Table 5.14 a summary of the mixed
models for correctness. The significant effects were further explored using estimated
marginal means with Bonferroni correction. For semi-supervised learning type, there
was no significant difference between no extension (M = 4.46 SD = 2.12) and the data
augmentation approach (M = 4.47 SD = 2.12), but there were significantly higher cor-
rectness scores for the pseudo-labeling approach (M = 5.56 SD = 1.78) compared to
both other approaches. For dataset, there was no significant difference between E2E (M
= 4.10 SD = 1.80) and WebNLG (M = 4.54 SD = 2.23), and no difference between
English CACAPO (M = 5.14 SD = 1.84) and Dutch CACAPO (M = 5.35 SD = 1.81).
However, both CACAPO datasets scored significantly higher on perceived correctness
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than both WebNLG and E2E. On a dataset domain level, especially the Astronaut,
Food, and Monument domains of WebNLG performed worse for WebNLG.

The interaction effect can be explained in more detail using Figure 5.7 as well as the
simple effects analysis. Regarding differences between datasets, differentiated per semi-
supervised learning approach, we see that for no extension, WebNLG (M = 3.99, SD =
2.21) obtained significantly worse correctness scores compared to both Dutch CACAPO
(M = 5.15, SD = 1.90) and English CACAPO (M = 4.93, SD = 1.86). This pattern is
similar for data augmentation: WebNLG (M = 4.01, SD = 2.22) performed significantly
worse in terms of correctness compared to both Dutch CACAPO (M = 5.15, SD =
1.88) and English CACAPO (M = 4.92, SD = 1.89). This consistency also makes
sense when comparing the datasets’ scores on no extension to data augmentation: none
of the datasets’ scores on data augmentation differ significantly from the scores they
obtained on no extension. However, the pattern is different for pseudo-labeling: the
correctness scores for English CACAPO (M = 5.57, SD = 1.70), Dutch CACAPO (M
= 5.75, SD = 1.58), and WebNLG (M = 5.63, SD = 1.82) are significantly higher for
pseudo-labeling than they are for both no extension and data augmentation, resulting
in no significant differences in correctness scores between the three datasets for pseudo-
labeling. However, the correctness scores for E2E on pseudo-labeling (M = 3.86, SD =
1.71) is not significantly different compared to the correctness scores E2E obtained on
no extension and data augmentation. This results in E2E performing significantly worse
on pseudo-labeling compared to English CACAPO, Dutch CACAPO, and WebNLG. On
a domain level, we see that the differences between semi-supervised learning approaches
are most pronounced for the WebNLG domains, while the differences are not as clear for
the English CACAPO and Dutch CACAPO domains (see Table 5.16).

In sum, the data shows that overall, no extension and data augmentation performed
similarly on perceived correctness across all datasets, and that pseudo-labeling also leads
to the highest correctness scores as it does for fluency scores. However, this effect is
moderated by the dataset. E2E did not achieve higher correctness scores with the
pseudo-labeling approach compared to the other approaches, while the other datasets
did. Similar to the fluency results, the correctness scores are partially in support of H1,
showing that the semi-supervised learning shows higher correctness scores compared to a
language model only trained on the base training set, but only in the case of the pseudo-
labeling approach and not for the data augmentation approach (RQ1). The correctness
scores are partially in support of H3, as the beneficial effect of semi-supervised learning
could not be found for the largest-scale dataset (E2E), but it did for WebNLG. Finally,
the correctness scores do not seem to differ per language, which does not support H5.
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Grammaticality

The model for grammaticality was significant (conditional R2 = 0.20, marginal R2 =
0.07, p < .001). Similar to the fluency model, the grammaticality model showed a main
effect of training type, but not of dataset, and also did not suggest any interaction effects.
Mean scores for grammaticality and differences for training type are shown in Table 5.12
and the mixed model results are summarized in Table 5.15. The estimated marginal
means with Bonferroni correction shows that no extension (M = 2.90, SD = 1.02) was
not significantly different compared to data augmentation (M = 2.89, SD = 1.03) in
terms of grammaticality, and that both no extension and data augmentation obtained
significantly worse grammaticality scores compared to pseudo-labeling (M = 3.42, SD =
0.80). The differences between semi-supervised learning approaches are also fairly stable
on a category level, with 14 out of 19 domains having no significant difference between
no extension and data augmentation, and pseudo-labeling performing significantly better
than the other two approaches.

Figure 5.8 shows a similar pattern as was found for fluency. The pseudo-labeling ap-
proach led to higher grammaticality scores than no extension and data augmentation
did. Furthermore, the effects of grammaticality seem to be consistent amongst datasets:
the datasets did not differ significantly from each other in terms of the obtained gram-
maticality scores, and performed similarly with the semi-supervised learning approaches.

5.5.3 Error Analysis

The goal of the error analysis was to investigate whether the different systems were prone
to other kinds of errors, which could indicate points of attention for future work. Hence,
a chi-square test was conducted with error type (see Section 5.4.3), semi-supervised
learning approach (no extension, data augmentation, and pseudo-labeling), and dataset
(Dutch CACAPO, English CACAPO, WebNLG, and E2E) as categorical variables. Pair-
wise comparisons between systems were made using Bonferroni adjusted z-tests for col-
umn proportions. Results of the comparisons are shown in Table 5.17.

The chi-square test did not show a significant difference in error proportions between
the semi-supervised learning approaches for Dutch CACAPO (χ2(18) = 6.45, p = .994),
English CACAPO (χ2(20) = 17.82, p = .599), WebNLG (χ2(20) = 21.11, p = .391),
E2E (χ2(18) = 28.52, p = .055), as well as all the datasets combined (χ2(20) = 26.43, p
= .152). This could indicate that differences found in the quantitative human analysis
are generally not the result of distinct categorical error differences, but rather an overall
difference in all errors combined. This is corroborated by the total number of errors for
the three systems: the pseudo-labeling approach yielded only around half of the errors
of the other two approaches in total, and this effect was consistent for every dataset (see
Table 5.17).
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Dataset Domain Train Type N Fluency Correctness Grammaticality

CACAPO Incidents (en)
No_Ext

11
4.90 (2.16)a 4.77 (1.97)a 2.93 (0.95)a

Dat_Aug 4.77 (2.18)a 4.77 (2.00)a 2.86 (1.00)a
Pseu_Lab 5.99 (1.57)b 5.75 (1.82)b 3.41 (0.77)b

CACAPO Sports (en)
No_Ext

12
4.51 (2.03)a 4.56 (1.80)a 2.83 (0.91)a

Dat_Aug 4.59 (2.05)a 4.60 (1.92)a,b 2.91 (0.91)a
Pseu_Lab 5.42 (1.88)b 5.23 (1.82)b 3.24 (0.84)b

CACAPO Stocks (en)
No_Ext

10
4.95 (2.09)a 5.23 (1.79)a 3.06 (1.07)a

Dat_Aug 4.80 (2.10)a 5.12 (1.79)a 3.02 (1.02)a
Pseu_Lab 5.80 (1.58)b 5.82 (1.46)a 3.42 (0.78)b

CACAPO Weather (en)
No_Ext

10
5.02 (1.85)a 5.24 (1.78)a 2.81 (0.99)a

Dat_Aug 5.17 (1.81)a 5.29 (1.76)a 2.94 (0.98)a
Pseu_Lab 5.48 (1.67)a 5.54 (1.57)a 3.10 (0.99)a

CACAPO Incidents (nl)
No_Ext

11
4.87 (2.05)a 5.23 (1.85)a 2.84 (1.10)a

Dat_Aug 4.87 (2.14)a 5.25 (1.86)a 2.84 (1.11)a
Pseu_Lab 6.29 (1.20)b 5.91 (1.40)a 3.61 (0.66)b

CACAPO Sports (nl)
No_Ext

10
4.73 (2.12)a 5.03 (1.98)a 2.90 (1.10)a

Dat_Aug 4.75 (2.08)a 4.98 (1.92)a 2.90 (1.10)a
Pseu_Lab 5.44 (1.75)a 5.34 (1.77)a 3.22 (0.96)a

CACAPO Stocks (nl)
No_Ext

11
5.00 (1.98)a 5.32 (1.77)a 3.08 (0.97)a

Dat_Aug 4.95 (2.04)a 5.28 (1.82)a 2.95 (1.08)a
Pseu_Lab 5.91 (1.57)b 5.67 (1.64)a 3.59 (0.69)b

CACAPO Weather (nl)
No_Ext

9
4.31 (1.90)a 4.97 (2.03)a 2.45 (1.10)a

Dat_Aug 4.27 (2.02)a 5.06 (1.92)a 2.38 (1.13)a
Pseu_Lab 6.10 (1.41)b 6.12 (1.40)b 3.52 (0.75)b

WebNLG Airport
No_Ext

11
4.23 (2.06)a 4.00 (2.12)a 2.85 (1.02)a

Dat_Aug 4.23 (2.08)a 3.99 (2.19)a 2.84 (1.00)a
Pseu_Lab 5.44 (1.71)b 5.40 (1.82)b 3.39 (0.83)b

WebNLG Astronaut
No_Ext

12
4.93 (2.01)a 3.13 (1.86)a 3.06 (0.96)a

Dat_Aug 4.89 (1.98)a 3.02 (1.85)a 2.99 (1.00)a
Pseu_Lab 6.26 (1.17)b 6.17 (1.37)b 3.70 (0.58)b

WebNLG Building
No_Ext

6
5.23 (1.57)a 4.84 (1.72)a 3.07 (0.82)a

Dat_Aug 5.26 (1.61)a 4.79 (1.83)a 3.08 (0.76)a
Pseu_Lab 6.03 (1.34)a 6.14 (1.33)b 3.52 (0.69)a

WebNLG City
No_Ext

9
5.42 (1.88)a 4.81 (2.08)a 3.27 (1.00)a

Dat_Aug 5.40 (1.95)a 4.84 (2.02)a 3.27 (0.99)a
Pseu_Lab 5.18 (2.07)a 4.44 (2.27)a 3.20 (0.96)a

WebNLG ComicsChar
No_Ext

12
5.66 (1.75)a 5.46 (1.78)a 3.37 (0.81)a

Dat_Aug 5.73 (1.70)a 5.48 (1.80)a 3.39 (0.83)a
Pseu_Lab 5.72 (1.76)a 5.59 (1.84)a 3.38 (0.84)a

WebNLG Food
No_Ext

8
3.35 (2.28)a 2.92 (2.18)a 2.15 (1.13)a

Dat_Aug 3.35 (2.29)a 2.97 (2.09)a 2.14 (1.14)a
Pseu_Lab 5.89 (1.69)b 5.46 (1.96)b 3.41 (0.91)b

WebNLG Monument
No_Ext

12
3.99 (2.13)a 2.80 (2.10)a 2.50 (0.97)a

Dat_Aug 4.13 (2.17)a 2.99 (2.19)a 2.51 (1.02)a
Pseu_Lab 5.92 (1.44)b 5.83 (1.75)b 3.42 (0.72)b

WebNLG SportsTeam
No_Ext

11
4.89 (1.89)a 4.64 (2.16)a 3.06 (0.97)a

Dat_Aug 4.90 (1.87)a 4.66 (2.16)a 3.04 (0.92)a
Pseu_Lab 5.96 (1.38)b 5.94 (1.54)b 3.51 (0.69)b

WebNLG University
No_Ext

9
4.60 (1.94)a 3.71 (2.03)a 3.09 (0.85)a

Dat_Aug 4.70 (1.82)a 3.60 (2.02)a 3.07 (0.79)a
Pseu_Lab 5.70 (1.72)b 5.60 (1.84)b 3.49 (0.73)b

WebNLG Writ.Work
No_Ext

9
4.00 (2.05)a 3.82 (2.16)a 2.68 (1.02)a

Dat_Aug 4.00 (2.07)a 3.91 (2.22)a 2.71 (1.02)a
Pseu_Lab 5.21 (1.92)b 5.66 (1.78)b 3.23 (0.88)b

E2E
No_Ext

9
5.08 (1.73)a 4.25 (1.86)a 3.06 (0.88)a

Dat_Aug 5.06 (1.70)a 4.20 (1.83)a 2.98 (0.91)a
Pseu_Lab 6.26 (1.02)b 3.86 (1.71)a 3.61 (0.65)b

Table 5.16: Mean fluency, correctness, and grammaticality per semi-supervised learning type for each domain (SDs
between brackets). Different superscripts indicate significant differences between semi-supervised learning methods

for that domain. Higher scores mean more positively perceived output.
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CACAPO (NL) NoExt DatAug PseuLab Total

Hallucinations 6a 7a 5a 18
Missing info 4a 3a 3a 10
References 2a 3a 1a 6
Verb form 4a 2a 1a 7
Determiners 2a 1a 0a 3
Punct./capital. 0a 0a 0a 0
Lexical choices 4a 4a 2a 10
Repetition 3a 3a 1a 7
Connections 7a 4a 1a 12
Missing parts 4a 2a 2a 8
Other 2a 3a 2a 7

Total 38 32 18 88

CACAPO (EN) NoExt DatAug PseuLab Total

Hallucinations 9a 10a 5a 24
Missing info 2a 0a 0a 2
References 0a 0a 1a 1
Verb form 2a 2a 1a 5
Determiners 0a 1a 0a 1
Punct./capital. 2a 1a 1a 4
Lexical choices 3a 4a 0a 7
Repetition 2a 5a 0a 7
Connections 2a 4a 1a 7
Missing parts 5a 5a 2a 12
Other 3a 5a 5a 13

Total 30 37 16 83

WebNLG NoExt DatAug PseuLab Total

Hallucinations 5a 5a 5a 15
Missing info 11a 12a 6a 29
References 3a 7a 4a 14
Verb form 1a 2a 1a 4
Determiners 1a 2a 1a 4
Punct./capital. 1a 0a 0a 1
Lexical choices 2a 1a 0a 3
Repetition 8a 7a 0a 15
Connections 2a 3a 3a 8
Missing parts 6a 9a 2a 17
Other 2a,b 0b 4a 6

Total 42 48 26 116

E2E NoExt DatAug PseuLab Total

Hallucinations 9a 10a 13a 32
Missing info 5a,b 3b 10a 18
References 8a 7a 4a 19
Verb form 1a 0a 0a 1
Determiners 2a 1a 0a 3
Punct./capital. 2a 4a 0a 6
Lexical choices 1a 0a 0a 1
Repetition 4a 5a 0a 9
Connections 0a 0a 0a 0
Missing parts 1a 2a 0a 3
Other 2a 5a 0a 7

Total 35 37 27

All Datasets NoExt DatAug PseuLab Total

Hallucinations 29a 32a 28a 89
Missing info 22a 18a 19a 59
References 13a 17a 10a 40
Verb form 8a 6a 3a 17
Determiners 5a 5a 1a 11
Punct./capital. 5a 5a 1a 11
Lexical choices 10a 9a 2a 21
Repetition 17a 20a 1b 38
Connections 11a 11a 5a 27
Missing parts 16a 18a 6a 40
Other 9a 13a 11a 33

Total 145 154 87 386

Table 5.17: Number of errors for each dataset per error category and semi-supervised
learning approach. Different superscripts indicate significant differences between semi-

supervised learning approaches.

Despite no overall effect being found, the pairwise comparisons do show a few significant
differences. For WebNLG, a larger proportion of Other errors were found for the pseudo-
labeling approach (15.4%) compared to the data augmentation approach (0.0%), but
this difference is likely explained by the small number of error observations for this
particular error category and dataset. More interesting is the difference found for the
E2E dataset regarding the number of missing information errors obtained by the data
augmentation approach (8.1%), compared to the pseudo-labeling approach (37%), which
could be the reason why the correctness score of the pseudo-labeling approach was lower
for the E2E dataset compared to the other datasets in the quantitative human evaluation
study. Furthermore, the errors of all datasets combined showed that the pseudo-labeling
approach had much less issues with the repetition of words/phrases (1.1% of errors for
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pseudo-labeling, compared to 11.7% and 13.0% for no extension and data augmentation,
respectively). These issues are seen in sentences such as “Batchoy is eaten in the their,
a the of the their spoken is is.” and may indicate an issue of undertraining, which is
solvable by extending the training set via the pseudo-labeling approach. See Table 5.17.

5.6 Discussion and Conclusion

This chapter investigated the potentially beneficial effect of semi-supervised learning in
combination with a language model. More specifically, it investigated whether enrich-
ing a training set via the data augmentation approach (i.e., generating several variants
of a training text by replacing certain words with synonyms and semantically similar
words) and a pseudo-labeling approach (i.e., labeling unlabeled texts using an informa-
tion extraction model trained on the existing labeled training data) could increase the
performance of data-to-text NLG that already utilizes a large-scale language model (T5-
large/mT5-large). Previous work has found that semi-supervised learning could increase
the output quality of an NLG system (e.g., Chang, Demberg, & Marin, 2021; Qader
et al., 2019; Schmitt et al., 2020; Su et al., 2020; Tseng et al., 2020) and that utilizing
language models for data-to-text NLG could help improve output quality as well (e.g.,
Kale & Rastogi, 2020). However, not much is known about the combination of language
models and semi-supervised learning in a data-to-text generation setting. Therefore, it is
not known whether semi-supervised approaches are still effective when language models
are also used, and if they are: under what conditions they are effective. Besides the
type of semi-supervised learning as a condition, this study also investigated multiple
datasets with different characteristics to see whether they affected the effectiveness of
semi-supervised learning in combination with language models.

Output Quality

Partial support was found for the hypothesis that semi-supervised learning positively
affects output quality (H1). When observing the results of the quantitative human eval-
uation, the pseudo-labeling approach consistently obtained higher scores on correctness,
grammaticality, and fluency compared to the data-to-text system with a language model
that was only trained on the base training set (hereafter: no extension approach). This is
in line with Sun et al. (2020) who found for a text classification task that a combination
of a language model and pseudo-labeling led to the highest scores. It is also correspond-
ing with previous research that used joint learning systems for data-to-text generation
(e.g., Chang, Demberg, & Marin, 2021; Qader et al., 2019; Schmitt et al., 2020; Su et al.,
2020; Tseng et al., 2020), with the difference that this research compared it to a system
where a language model was finetuned on the training set, rather than a system that
was trained on merely the training set.
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However, the data augmentation approach performed equal to the no extension approach
in the quantitative human evaluation study and error analysis, and the output qual-
ity scores were generally worse than the quality scores yielded by the pseudo-labeling
approach. These results suggest that the pseudo-labeling approach is a better semi-
supervised learning approach than the data augmentation approach if the goal is to
increase the output quality over a system that is only trained on the base training set
(RQ1). These results make intuitive sense: the data augmentation approach only makes
subtle changes to the data that is represented in the text, and does not make any funda-
mental adjustments to the sentence structure compared to the original text, thus keeping
the output relatively similar to that of the no extension approach. The pseudo-labeling
approach introduces not only new sentence structures to the training set, but also a large
amount of new data types and combinations of data. This increased variety in training
data might lead to better generalizations and better handling of the diverse situations in
the test set, subsequently leading to higher quality output and less undertraining issues
(as was corroborated by the error analysis). Thus, while previous research with different
data augmentation approaches found data augmentation to increase performance com-
pared to a system that was only trained on the training set (e.g., Alberti et al., 2019;
Chang, Shen, et al., 2021; Kedzie & McKeown, 2019; Kulhánek et al., 2021; Riabi et al.,
2021; Tandon et al., 2018), it may not result in text quality improvements if a language
model is also implemented. It is possible that when the original training set is too small
(which is common for NLG datasets), it may lead to an undertrained system. This un-
dertraining can be reduced both by implementing a language model that is finetuned on
the training data, and by extending the training data with data augmentation. However,
this combination of the two might be redundant for handling the undertraining issue.

The automatic metrics for output quality estimation suggest that the pseudo-labeling
approach is the most effective approach for the CACAPO dataset—especially the Dutch
CACAPO dataset—and that the no extension approach leads to the best output for E2E,
and WebNLG (in concordance with H3 which states that smaller-scale datasets benefit
more from semi-supervised learning, and H5 that states that Dutch datasets benefit more
than English datasets). However, the results of the quantitative human evaluation shows
that the fluency and grammaticality outcomes are fairly consistent amongst datasets.
The exception being correctness, where semi-supervised learning did not return higher
ratings than the no extension approach for E2E. However, it is possible that this has
more to do with the nature of the extensions used with E2E for the pseudo-labeling
approach, as there was a clear correctness increase for the pseudo-labeling approach over
the no extension approach for WebNLG. The semantic parser that was being applied on
the extra texts for the pseudo-labeling approach seemed to be struggling (with F1 scores
of only around 57% on the additional data), possibly due to overfitting on the original
training set. These issues with the labels then eventually affected the correctness scores
of the data-to-text system’s output (an example of cascading of errors Castro Ferreira
et al., 2019). Leading to worse connections between the data input and text output, as
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is also found by the error analysis. Therefore, we believe our results are not in line with
H3, nor H5 as the Dutch CACAPO corpus performed similarly to the other corpora,
especially the English CACAPO corpus. These results are also not in line with previous
research that found semi-supervised learning to especially bolster the results for small-
scale datasets (Chang, Demberg, & Marin, 2021). It might therefore be that the usage of
language models nullifies the differences between datasets and their scale: previous work
has shown that language models enables few-shot and zero-shot learning (Bender et al.,
2021), which could make the difference between dataset scale less important. The lack of
difference between the Dutch and English datasets furthermore shows that, although the
Dutch representation in mT5 is small (especially compared to the English representation
in T5) it is still enough to overcome issues of undertraining.

Output Diversity

The diversity differences between the various approaches were investigated using mea-
sures derived from van Miltenburg et al. (2018). We found support for H2: semi-
supervised learning generally seemed to increase output diversity. For every investigated
dataset, one of the semi-supervised learning approaches scored the highest on almost
each of the diversity metrics. This is also in line with previous findings by Kulhánek et
al. (2021). This suggests that semi-supervised learning can (at least partially) solve the
previously highlighted “catastrophic forgetting” problem (Greco et al., 2019), where a
neural model is overfit too tightly during finetuning, which leads to the model forgetting
about the diverse language in the language model.

The increase in diversity is relatively consistent amongst datasets (which does not support
H4 that states that a bigger increase in diversity is expected for crowdsourced datasets)
and dataset language (which does not support H5). However, the semi-supervised learn-
ing approach that leads to the largest diversity increases, differs per dataset. The pseudo-
labeling approach is generally the most diversity-bolstering approach for CACAPO (nl)
and WebNLG, whereas the data augmentation approach is the most effective approach
for diversity increases for CACAPO (en) and E2E. However, it is difficult to pinpoint
which characteristics of the datasets leads to these differences. Diversity differences may
be due to the richness in content words in the original dataset (which leads to more
perturbations with the data augmentation approach), or lack thereof. Alternatively, it
can be that the extra texts used for the pseudo-labeling approach contain more (or less)
diverse language for some datasets, leading to more (or less) diverse verbalizations of the
data-to-text output. Future research is necessary to investigate which characteristics of
the dataset—and extra data introduced by the semi-supervised learning approaches—are
most salient when the goal is to increase text diversity.
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Future Work

The current study found that semi-supervised learning is an effective technique for
data-to-text generation, even when used in conjunction with a language model. The
pseudo-labeling approach can increase both output diversity and quality, whereas the
data augmentation approach is effective at increasing diversity, while keeping the quality
consistent with a model only enriched with a language model. Furthermore, this result
seems to be consistent amongst datasets. It may be that a good language model nullifies
the differences between the original datasets, meaning that, for instance, the scale of the
dataset does not matter as much. This in turn would mean that enriching training data
with a language model can already be helpful for non-English NLG tasks, for which it is
generally more difficult to find large-scale datasets (Riabi et al., 2021). This would help
to make neural NLG systems available for more people around the world without having
to invest in large-scale datasets.

Two common semi-supervised learning approaches (pseudo-labeling and data augmen-
tation) were explored in the design of the presented data-to-text system. However, for
future research there are also other approaches to explore. For instance, data aug-
mentation can be done in other ways, other than perturbing words with semantically
similar words, as was done in this research. Also of interest would be entity resolution/-
text matching (i.e., automatically connecting data with corresponding text), rather than
pseudo-labeling (Ahmadi, Sand, & Papotti, 2021). Many real-world companies have large
collections of texts and related data, but are missing an explicit connection between the
two (van der Lee et al., 2020). Such a task could help to produce large quantities of extra
data, and may additionally help to tackle issues with mistakes in the original manual
data annotations that could lead to bad texts. Especially interesting would be the use
of unlabeled texts as an in-domain language model, rather than the Transformers-based
language models such as BERT and T5 that were trained on an immense variety of differ-
ent domains. Sun et al. (2020) found that employing such an in-domain language model
made the use of BERT unnecessary, and that the combination of in-domain pretraining
and pseudo-labeling resulted in the best model for a text classification task. The impact
of training big Transformers models such as BERT and T5 on CO2 emissions is well
documented (Strubell, Ganesh, & McCallum, 2019). If the use of unlabeled texts for
(generally smaller-scale) in-domain pretraining and pseudo-labeling is indeed also effec-
tive for NLG, this might help to focus development on more efficient and eco-friendly
development of single-domain language models, rather than unsustainably striving for
larger and larger all-encompassing Transformers models.

The findings of the current study highlight the feasibility of automatically extending
datasets in a way that neural data-to-text systems benefit from the extension, even if
the original dataset is small in size. This can be beneficial for robot journalism, for
instance, that still mostly relies on rule-based NLG. Newspaper organisations oftentimes
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have large archives of texts and data, but aligning the two manually on a scale that
permits a neural model to be trained on it, requires an amount of manpower that most
newsrooms do not have available. By creating a small starting point and then using semi-
supervised learning to create the full dataset, would be a less intensive undertaking—thus
a smaller hurdle—for many companies to employ neural data-to-text systems.

Link with Other Chapters

This chapter directly builds upon Chapter 4, not only by investigating the usability
of the CACAPO dataset in a data-to-text task, but also by attempting to tackle the
issues of the relatively smaller-scale dataset by enriching it with extra data from semi-
supervised learning. The success of this approach also illustrates the potential of the
CACAPO dataset to be extended to other domains and languages—and be functional
for data-to-text generation—while only requiring a small amount of annotated data-text
pairs.

Furthermore, we attempted to apply the best practices as described in Chapter 6 to
this study (for instance, by using hypotheses, preregistration/ethical approval, usage
of validated multi-item scales, quantitative and qualitative component, etc.) to get
a comprehensive view of the output quality that the investigated data-to-text systems
deliver. The contradictions between automatic metrics and human evaluation ratings
in this study (as we have also found in Chapter 3) further highlight the necessity of
carefully executed human evaluations.
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Chapter 6

Human Evaluation of Automatically
Generated Text: Current Trends
and Best Practice Guidelines

Abstract Currently, there is little agreement as to how Natural Language Generation
(NLG) systems should be evaluated, with a particularly high degree of variation in the
way that human evaluation is carried out. This chapter provides an overview of how
(mostly intrinsic) human evaluation is currently conducted and presents a set of best
practices, grounded in the literature. These best practices are also linked to the stages
that researchers go through when conducting an evaluation research (planning stage;
execution and release stage), and the specific steps in these stages. With this chapter,
we hope to contribute to the quality and consistency of human evaluations in NLG.
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Human Evaluation of Automatically Generated Text

6.1 Introduction

Even though automatic text generation has a long tradition, going back at least to Peter
(1677) from the 17th century (see also Rodgers, 2017; Swift, 1774), there are ongoing
debates on the best way to evaluate the output of such systems and especially, on how
evaluation involving human participants should best be carried out. Consensus on these
issues is important for the development of Natural Language Generation (NLG) systems.
With a well-executed evaluation it is possible to assess the quality of a system and its
properties, and to demonstrate the progress that has been made on a task. Valid and
reliable evaluation practices involving human participants can also help to get a better
understanding of the current state of the field (Gkatzia & Mahamood, 2015; Mellish &
Dale, 1998; van der Lee, Verduijn, Krahmer, & Wubben, 2018).

This chapter provides an overview of current practices in human evaluation (with a focus
on intrinsic human evaluation), showing that there is no consensus as to how NLG sys-
tems should be evaluated. As a result, it is hard to compare results published by different
authors, and it is difficult for newcomers to the field to identify which approach to take
for evaluation. This chapter addresses these issues by providing a set of best practices
for (intrinsic) human evaluation in NLG. A further motivation for this chapter’s focus on
human evaluation is the recent discussion on the (un)suitability of automatic measures
for the evaluation of NLG systems (see Ananthakrishnan, Bhattacharyya, Sasikumar,
& Shah, 2007; Novikova, Dušek, Curry, & Rieser, 2017; Reiter, 2018; Sulem, Abend, &
Rappoport, 2018, and the discussion in Section 6.2.

Some previous studies have provided overviews of evaluation methods. Gkatzia and
Mahamood (2015) focused on NLG papers describing end-to-end systems from 2005-
2014; Amidei, Piwek, and Willis (2018a) provided a 2013-2018 overview of evaluation in
question generation; and Gatt and Krahmer (2018) provided a more general survey of
the state-of-the-art in NLG, including evaluation. However, the aim of these papers was
to give a structured overview of existing methods, rather than discuss shortcomings and
best practices. Moreover, they did not focus on human evaluation. Shortcomings and
best practices were discussed by Dror, Baumer, Shlomov, and Reichart (2018), focusing
on appropriate statistical tests for common research designs in NLP; Dodge, Gururangan,
Card, Schwartz, and Smith (2019), focusing on how to accompany experimental results
with details on the system, the dataset, and the hyperparameters; and Geiger et al.
(2020), focusing on best practices for human labeling of training datasets in machine
learning. The current chapter can be viewed as complementary to these papers, with its
focus mostly on a different human evaluation task (rating texts, rather than classifying
them), on different details that should be reported when presenting experimental results
(other than details about the system, dataset, and hyperparameters), and on different
considerations that come into play in the development of a human evaluation study
(other than statistical test selection).
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In this chapter, we also adopt a bibliometric approach to gain a sense of the state of the
art in human evaluation. Following Gkatzia and Mahamood (2015), Section 6.3 provides
an overview of current evaluation practices, based on papers from the 2018 and 2019
edition of the International Conference on Natural Language Generation (INLG) and
the 2018 and 2019 edition of the Annual Meeting of the Association for Computational
Linguistics (ACL). These conferences were chosen on the grounds that INLG is the
primary international event which is entirely focussed on NLG, while ACL is the premier
conference in the field of Computational Linguistics and Natural Language Processing,
with a substantial track on NLG and summarisation. We study these recent years in
order to maintain a focus on trends in the evaluation practices in current NLG, which
is dominated by neural methods, and where most papers are highly technical. Consider,
for instance, the fact that the proportion of papers reporting neural approaches increased
from 32% in 2016 to 81% in 2018 and to 90% in 2019 (see Table 6.1). Apart from the
broad range of methods used, we observe that intrinsic evaluation is the dominant type
of evaluation. This may be due to the higher time and resource investments necessary
to execute an extrinsic evaluation. In any case, the emphasis on intrinsic methods adds
further justification to the focus on these in the present chapter, since it is clear that
best practise guidelines are called for where such methods are concerned.

Building on findings from NLG, but also statistics and the behavioral sciences, Section 6.4
provides a set of recommendations and best practices for human evaluation in NLG,
focusing on questions that may arise at every step of the design of an evaluation study.

The present chapter seeks to make a dual contribution: On the one hand, we hope
that the recommendations made can serve as a guide for newcomers to the field; on the
other, as the debate on evaluation methods in NLG continues, we also hope to contribute
towards further standardisation in the way human evaluation is carried out.

6.1.1 What Is Natural Language Generation?

Before discussing the challenges of Natural Language Generation, it is useful to frame
this topic. Gatt and Krahmer (2018) define NLG as: “the task of generating text or
speech from non-linguistic input”, but NLG can also cover text or speech generated
from linguistic input (e.g. summarization, text simplification, etc.). This is a broad
definition and illustrates that NLG can include multiple subtasks and can involve different
modalities. The current chapter will centre on textual output (as opposed, say, to speech,
or to output with mixed modalities, such as text and graphics), as most NLG systems
focus on this modality at present. More specifically, the current chapter concerns all NLG
tasks that output human-readable phrases, sentences or texts, regardless of input (e.g.,
data-to-text generation, style transfer, image description generation, dialogue generation,
summarization, etc.). Thus, we exclude tasks that result in single word output, or
output that is not human language (e.g. reading comprehension, slot filling, meaning
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Year % Neur. % Stat. % R-B % Aut. % Human

2016 32% 46% 21% 71% 46%
2017 48% 33% 20% 76% 37%
2018 81% 5% 13% 84% 51%
2019 90% 6% 4% 95% 49%

Table 6.1: Proportion of neural, statistical, and rule-based architectures, and propor-
tion of automatic and human metrics per year. Based on INLG, and NLG tracks in

ACL papers published between 2016-2019.

Method % Aut. % Intr. % Extr. Aut. Hum. Hum.
hum. hum. only only + aut.

Neural 96% 47% 3% 52% 3% 44%
Statistical 76% 45% 5% 45% 16% 31%
Rule-based 41% 50% 5% 30% 41% 11%

Table 6.2: Proportion of automatic, intrinsic human, and extrinsic human evaluation.
And the proportion of automatic evaluation only, human evaluation only, or a combi-
nation of both, per architecture type. Based on INLG, and NLG tracks in ACL papers

published between 2016-2019.

representation extraction, programming code generation, etc.) as they generally require a
different kind of evaluation. Some practitioners might also consider Machine Translation
and Summarisation to fall under the umbrella of NLG, but others might argue that
they do not overlap much with NLG anymore, insofar as they have developed their
own methodologies, also in terms of evaluation. While we believe that many of the
recommendations may also be relevant to the evaluation of Machine Translation and
Summarisation systems, we did not specifically design our recommendations with these
fields in mind.

Although the focus and examples are constrained, we believe that all sections may hold
some relevance for every researcher involved in text generation-related research (includ-
ing Machine Translation, and theory-oriented NLG for which construction of practical
systems is not the end goal), but also for NLP researchers, or even empirical researchers
in general. All steps necessary for conducting human evaluation research on automat-
ically generated texts (see Table 6.5 at the end of the chapter for a summary of these
steps) can be more broadly applied to various types of research. For instance, estab-
lishing an appropriate goal of the study, choosing the right design/sample/ statistical
approach, and ensuring that the study is conducted in an ethical and user-friendly way,
are important issues for every empirical study with human participants.

6.2 Automatic Versus Human Evaluation

Automatic metrics such as BLEU (Papineni, Roukos, Ward, & Zhu, 2002), METEOR
(Banerjee & Lavie, 2005), and ROUGE (Lin, 2004) are well-established nowadays. A
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survey of empirical papers presented at the ACL tracks on NLG and at the INLG con-
ference from 2016 to 2019 (see Table 6.1 and Table 6.2) shows that the number of papers
that report on automatic metrics has been steadily increasing, from 71% in 2016 to 95%
in 2019. About half of these papers (48%) evaluate their system using only automatic
metrics. However, the use of these metrics for the assessment of a system’s quality is
controversial and has been criticized for a variety of reasons. The two main points of
criticism are:

Automatic metrics are underinformative. Text generation can go wrong in differ-
ent ways while still receiving the same scores on automated metrics and low scores can be
caused by correct, but unexpected verbalizations (Ananthakrishnan et al., 2007). Iden-
tifying what can be improved in the wake of a metric-based evaluation therefore requires
an error analysis. Most automatic metric scores also have reliability issues because it
is unclear how stable the reported scores are. With BLEU, for instance, libraries often
have their own implementations, which may differ, thereby affecting the scores (this was
addressed by Post, 2018). Reporting the scores accompanied by confidence intervals,
calculated using bootstrap resampling (Koehn, 2004), may increase the interpretability
of the results. However, such statistical tests are not straightforward to perform. Fi-
nally, one may wonder whether differences in automatic scores actually reflect observed
differences by humans. Most experimental papers achieve only a relatively small increase
in BLEU scores of around 1-2 points compared to other systems. Mathur, Baldwin, and
Cohn (2020) recently found for Machine Translation systems that a BLEU score increase
of such magnitude only corresponds with true improvements, as observed by human
judges, about half the time.

Automatic metrics do not correlate well with human evaluations. This has
been repeatedly observed (e.g., Belz & Reiter, 2006; Ma, Wei, Bojar, & Graham, 2019;
Novikova et al., 2017; Reiter & Belz, 2009).12 In light of this criticism, it has been
argued that automated metrics are not suitable to assess linguistic properties (Scott &
Moore, 2007), and Reiter (2018) discouraged the use of automatic metrics as a (primary)
evaluation metric. There are arguably still good reasons to use automatic metrics: they
are a cheap, quick and repeatable way to approximate text quality (Reiter & Belz,

1In theory this correlation might increase when more reference texts are used, since this allows for
more variety in the generated texts. However, in contrast to what this theory would predict, both
Doddington (2002) and Turian, Shen, and Melamed (2003) report that correlations between metrics
and human judgments in machine translation do not improve substantially as the number of reference
texts increases. Similarly, Choshen and Abend (2018) found that reliability issues in reference-based
evaluation which arise due to low-coverage reference sets cannot be overcome by increasing the number
of references. The only dissonant voice (that we are aware of) is that of Vedantam, Zitnick, and Parikh
(2015), who show for the domain of automatic image description, that accuracy of most automatic
metrics goes up until there are about 50 reference descriptions per image. At this point, saturation is
reached for the average image (but we might still see improvements for images that elicit more varied
responses).

2It should also be noted that correlations between automatic metrics and human evaluation can be
the result of outlier systems whose output quality is markedly higher or lower than that of other systems
(Mathur et al., 2020).
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2009), and they can be useful for error analysis and system development (Novikova et
al., 2017). In this context, Reiter (2020) recently made a useful terminological distinction
between scoring functions and evaluation metrics. Some measures, like BLEU, may be
considered a useful scoring function (for quick-and-dirty feedback), but not a proper
evaluation metric.

Overall, it seems that the most popular automatic metrics are too simple and straight-
forward: with some variations, they mostly rely on N-gram overlap. They may therefore
not reward sentences that fulfill the intended communicative purpose if these sentences
also deviate lexically, semantically, or syntactically from the reference sentence. To tackle
these problems, researchers have begun development on new metrics that increasingly
utilize neural networks. See, for instance, the WMT Metrics Shared Task, which in re-
cent years has been dominated by learning-based approaches (Barrault et al., 2019; Bojar,
Graham, & Kamran, 2017; Ma, Bojar, & Graham, 2018). Furthermore, learning-based
metrics such as RUSE (Shimanaka, Kajiwara, & Komachi, 2018), BertScore (Zhang,
Kishore, Wu, Weinberger, & Artzi, 2020), MoverScore (Zhao et al., 2019), and BLEURT
(Sellam, Das, & Parikh, 2020) are quickly gaining traction in NLG research (e.g., Chen,
Stanovsky, Singh, & Gardner, 2019; S. Han, Lin, & Joty, 2019; Lan, Mao, Huang, &
Wei, 2019; Ribeiro, Schmitt, Schütze, & Gurevych, 2021; Wang et al., 2019). While
these metrics are consistently outperforming well-established metrics such as BLEU and
ROUGE, their highest scores still indicate only moderate agreement with humans at
the moment. Furthermore, being able to train learning-based metrics on human ratings
obtained from a well-executed evaluation could help improve the quality of these metrics
(see also Welty, Paritosh, & Aroyo, 2019).

It is not the purpose of this chapter to recommend the use of human evaluation for
every step of the development process, since this would be costly and time-consuming.
Furthermore, there may be automatic metrics that reliably capture some aspects of NLG
output. For instance, unique n-grams and Shannon entropy (Shannon & Weaver, 1963)
are established measures to assess lexical diversity (though note that complex constructs
like diversity cannot be fully captured by a single, explainable metric van Miltenburg,
Elliott, & Vossen, 2018). There are also situations where metrics are exactly what you
need. Maximum length calculations are an essential metric for Twitter feed generation
to establish if the generated texts would be valid tweets, for instance, and reporting the
average runtime of an approach is essential to gauge the efficiency of the system (Dodge
et al., 2019). However, most of the widely-used automatic metrics (BLEU, ROUGE,
BertScore, etc.) aim to measure humanlikeness. When the goal is to assess real-world
NLG applications (which is most commonly the case, and the focus in the current chapter;
see Section 6.1.1), evaluations should ultimately address the “usefulness” of the system.
This is something that humanlikeness metrics are typically incapable of, and for which
human evaluation remains the gold standard.
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Furthermore, automatic metrics are non-viable for NLG systems developed in domains
for which large-scale data sources consisting of input-output pairs are unavailable and
are prohibitively expensive or impractical to construct. To take but one example, this
has historically been true for a number of data-to-text systems in healthcare (Harris,
2008; Portet et al., 2009), where data with accompanying text can be scarce, or is diffi-
cult to obtain for ethical reasons. As a result, such systems are often built with scarce
resources, and typically engineered on the basis of careful analysis of limited data, to-
gether with consultation with domain experts and testing on a trial-and-error basis. (Not
surprisingly, this was the approach recommended in the reference text on NLG by Re-
iter and Dale (2000), which was written prior to the development of current data-driven
approaches.)

6.3 Overview of current work

This section provides an overview of current human evaluation practices, based on the
papers published at INLG 2018 (N=51) and 2019 (N=50), and ACL 2018 (N=68) and
2019 (N=135). Databases and scripts can be found at https://osf.io/rt3by/. We did
not observe noticeable differences in evaluation practices between INLG and ACL, which
is why they are merged for the discussion of the bibliometric study.3

6.3.1 Intrinsic and Extrinsic Evaluation

Human evaluation of NLP systems can be done using intrinsic or extrinsic methods (Belz
& Reiter, 2006; Resnik & Lin, 2010; Sparck Jones & Galliers, 1996). Intrinsic approaches
aim to evaluate properties of the system’s output, for instance, by using a questionnaire
to elicit judgments of fluency from participants. Extrinsic, or task-based, approaches
aim to evaluate the impact of the system, by investigating to what degree the system
achieves the overarching task for which it was developed. A further distinction can be
made between intrinsic and extrinsic evaluations performed in an uncontrolled setting
(using the NLG system in the intended real-world situation) vs. a controlled setting
(using the system in an artificial laboratory context) (Reiter, 2011). The former case
requires knowledge of and access to the intended use context and the user base the
system is intended to support (cf. Sparck Jones & Galliers, 1996), which may not always
be feasible4. While extrinsic evaluation has been argued to be more useful (Reiter &
Belz, 2009) than intrinsic, and a real-world setting more useful than a controlled one,

3For the ACL papers, we focused on the following tracks: Summarization, Question Answering,
Dialog Systems, and Generation. See the Supplementary Materials at https://osf.io/rt3by/ for a
detailed overview of the papers included and their evaluation characteristics.

4For example, because direct testing in the target context is ethically problematic, as in a medical
context where output may impact decision-making for vulnerable patients; see (Portet et al., 2009) as
an example.
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they are rarely evidenced in the literature. Only eight papers (3%) in the sample of
INLG and ACL papers presented an extrinsic evaluation, and all of these did so in a
controlled setting. The same goes for the papers reporting on an intrinsic study, with
only one exception.

Of course, extrinsic evaluation is already time- and cost-intensive (Gatt & Krahmer,
2018), and developing a system up to a point where it can be tested in a real-world
scenario costs even more in terms of time and resources. This might be one reason for
the rarity of such studies.

However, another reason is likely to be the type of NLG tasks emphasised in recent NLG
research. There are comparatively few systems developed for use in a specific, or at least,
an identifiable context. Rather, a lot of research in NLG centres around tasks in which the
quality of the output text is itself the research goal. By the same token, neural generation
models tend to optimise for output text quality, although this raises notoriously hard
problems, such as the fidelity of output to the input data, and the tendency of some NLG
models to “hallucinate”, that is, to generate text which is ungrounded in the input (e.g.,
Marchegiani & Perez-Beltrachini, 2018; Rohrbach, Hendricks, Burns, Darrell, & Saenko,
2018). In any case, if output quality is itself the goal, then it is arguably reasonable to
emphasise intrinsic evaluation with a focus on properties of text. Thus, while intrinsic
evaluations are arguably artificial, insofar as they are divorced from an actual setting
and involve metalinguistic judgments (Reiter, 2017), they remain the most appropriate
for the NLG models currently being developed in research settings and are also by far
the most popular methods. Furthermore, the metalinguistic judgments that are the
result of an intrinsic evaluation can be useful when the goal of an NLG system is to test
linguistic theories and its effects, as is the case for “theoretical NLG” (see, for instance
Van Deemter, 2016; Van Deemter et al., 2017).

Therefore, the best-practices described in Section 6.4 will mostly be focused on this type
of evaluation, although possibilities for extrinsic evaluation and evaluation in real-world
context will be discussed as well. An additional reason for the focus on intrinsic evalu-
ation is the fact that such an evaluation is more feasible for standardization. Extrinsic
evaluations are oftentimes too domain-dependent and thus harder to be abstracted into
a more general practice guideline.

6.3.2 Sample Size and Demographics

Sample size is an important issue in empirical studies, as it impacts statistical power
(that is, the ability to find statistically reliable trends where these are present). When
looking at sample size, it is possible to distinguish between small-sample (oftentimes
expert-focused) evaluation on the one hand, and evaluation with larger samples (com-
monly representing a general audience) on the other. This division is also related to
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the aforementioned uncontrolled versus controlled context (Reiter, 2011), although the
two are not necessarily the same: uncontrolled, real-world experiments always require a
group of representative users, but such users can also be deployed in a laboratory setting,
by far the most frequent scenario in the expert-focused papers included in our sample.

Of all papers in the investigated sample, 39% used a small-scale approach, meaning that
between 1 and 5 annotators evaluated system output. Furthermore, 15% employed a
larger-scale sample in which 10 to 670 readers judged the generated output, and 3% had
a sample between 5 and 10 readers. Thus, only 57% of papers specified the number of
participants. We found a median of 3 annotators.

Only 5 papers (3%) reported demographic information about their sample. 19% of the
papers with a human evaluation reported inter-annotator correlation or agreement, using
Pearson’s correlation coefficient, Krippendorff’s α, Fleiss’ κ, Weighted κ or Cohen’s κ.
Agreement in most cases ranged from 0.3 to 0.5, but given the variety of metrics and the
thresholds used to determine acceptable agreement, this range should be treated with
caution.

6.3.3 Design

Apart from participant sample size, another important issue which impacts statistical
power is the number of items (e.g. generated sentences) used in an evaluation. Among
INLG and ACL papers that reported these numbers, we observed a median of 100 items.
The number of items however ranged between 2 and 5,400, illustrating a sizable discrep-
ancy. However, it should be noted that it is difficult to compare item amounts between
papers, as the items can differ greatly in length (from a single phrase/sentence to a full
text). In 72% of papers that reported these figures, all annotators saw all examples,
although only 27% of papers report these figures. Therefore, it is hard to gauge how
much time participants spent on the evaluation. Only 10 (6%) of the papers doing a
human evaluation reported other aspects of evaluation study design, such as the order
in which items were presented, randomisation and counterbalancing methods used (e.g.
a latin square design), or whether criteria were measured at the same time or separately.

6.3.4 Statistics and Data Analysis

A minority (23%) of papers report one or more statistical analyses for their human
evaluation, to investigate if findings are statistically significant. The types of statistical
analyses vary greatly: there is not one single test that is the most common. Examples
of tests found are Student’s t-test, Mann-Whitney U test, and McNemar’s test. Theo-
retically, such statistical tests should be performed to falsify a specific null hypothesis
(Navarro, 2019). However, not all papers using a statistical test report their hypotheses
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Criterion Total Criterion Total

Fluency 40 (27%) Readability 9 (6%)
Overall quality 29 (20%) Appropriateness 7 (5%)
Informativeness 15 (10%) Meaning preservation 6 (4%)
Relevance 15 (10%) Clarity 5 (3%)
Grammaticality 14 (10%) Non-reduncancy 4 (3%)
Naturalness 12 (8%) Sentiment 4 (3%)
Coherence 10 (7%) Consistency 4 (3%)
Accuracy 10 (7%) Answerability 4 (3%)
Correctness 9 (6%) Other criteria 124 (48%)5

Table 6.3: Criteria used for human evaluation from all papers, and percentage of
papers with a human intrinsic study using the criteria.

explicitly. Conversely, some papers which state hypotheses do not perform a statistical
test. Only 13% of all papers explicitly state their hypotheses or research questions, and
no papers mention preregistering their hypotheses or research questions.

6.3.5 Properties of Text Quality

Many studies take some notion of ‘text quality’ as their primary evaluation measure,
but this goal is not easy to assess, since text quality criteria differ across tasks (see
Section 6.4.3 for further discussion). This variety, suggesting a lack of agreement, is
clear from Table 6.3, which summarises the various quality dimensions evaluated in the
papers in our sample. While there are some common criteria across all NLG tasks, most
are used in only a few publications; in Table 6.3, ‘other criteria’, which combines those
that appear only three times or less in the sample, is the largest grouping. At the same
time, there is probably significant overlap between criteria. For instance, naturalness
is sometimes linked to fluency, and informativeness to adequacy (Novikova, Dušek, &
Rieser, 2018). There are also papers that define fluency in terms of grammaticality and
vice versa, illustrating the vagueness in terminology. Moreover, 50% of the papers did
not report definitions or questions for the criteria that they investigated. Because of
this vagueness and frequent lack of definitions, we decided not to merge criteria that
appeared similar in the bibliometric study.

In short, there is no standard evaluation model for NLG, nor agreement in terminology,
and explanatory details for the criteria are often lacking.

6.3.6 Number of Questions and Types of Scales

In addition to the diversity in criteria used to measure text quality (see Section 6.3.5),
a wide range of rating methods is used to measure them. Categorical choice ratings
(e.g. preference ratings, yes/no questions, variations on the Turing Test) are the most

571 out of 147 papers with an intrinsic evaluation used one or more other criteria.
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Scale Total

Categorical choice 51 (35%)
Likert (5-point) 47 (32%)
Likert (3-point) 21 (14%)
Other Likert (4, 6, 7, 10, 11-point) 14 (10%)
Ranking 11 (7%)
Rank-based Magnitude Estimation 5 (3%)
Best-Worst scaling 2 (1%)
Free text comments 1 (1%)
Unknown 13 (9%)

Table 6.4: Types of scales used for human evaluation, and percentage of papers with
a human intrinsic study using the scales.

popular rating method, but 5-point Likert scales are a close second (see Table 6.4), and
Likert scales overall are by far the most popular method.6 Other types of rating methods
are much less common. Ranking-based methods (i.e. asking participants to rank items,
Rank-based Magnitude Estimation, and Best-Worst scaling) appear much less frequently,
and only one paper reported using free-text comments.

We also investigated the number of different ratings used to measure a single criterion.
For instance, a paper may measure a sentence’s fluency by asking participants to answer
two statements: (i) “This sentence is easily readable”; (ii) “While reading this sentence,
I immediately understood what it said”. Only 32% of papers with a human evaluation
reported the number of different ratings used to measure any single criterion. These
numbers ranged from 1 to 6 ratings for a criterion, with 1 rating to measure a criterion
being the most common (92% of cases). Based on the 1 rating being so common, it seems
likely that the papers that omitted the exact number of ratings also used 1 rating per
criterion.

6.4 Best Practices

This section discusses what we view as best practices for carrying out and reporting
human evaluation in NLG. We will separately discuss important aspects involved in
setting up an evaluation study first, and draw attention to how common difficulties
can be handled for each aspect. It should be noted that these steps are not intended
as one-size-fits-all solutions: some steps can be skipped depending on the situation.
Finally, the steps are summarized into separate stages with corresponding best practice
recommendations. With that in mind, this framework should be helpful to all researchers
that consider doing a human evaluation.

6Note that in this study, we do not distinguish between Likert and rating scales (for a distinction,
see (Amidei, Piwek, & Willis, 2019b)).

170



Human Evaluation of Automatically Generated Text

6.4.1 Goal Definition

Research Question

Every evaluation should begin with a goal definition phase, during which is determined
“what is being evaluated, the purpose of the evaluation, the stakeholders in the evalu-
ation, and the constraints within which the evaluation will take place” (Mertens, 2010,
p. 69). At first glance, it seems straightforward to identify what is being evaluated;
in most cases, it is the developed NLG system. However, the picture can be consid-
erably more complicated. Is the intention to test the merits of the developed system
on its own, to compare the effect of various sub-components on the textual output, or
compare the developed system to other systems? At this stage it is imperative to think
about whether to test the system in a task-based (i.e. extrinsic) fashion, or by collecting
(intrinsic) human ratings. Similarly, it is important to determine if the aim is to test
the system in a real-world setting or in a controlled, artificial environment. The right
research question(s) will guide these decisions regarding the research design and methods
(Blaikie, 2000). The problem should be stated in a research question with enough details
so that the evaluation research provides an answer to the question as unambiguously
as possible (De Vaus, 2001). Therefore, it is advisable in NLG research to not only
start the evaluation by asking a research question, but also to explicitly state this re-
search question in the paper so that it is clear what is being investigated, and
why this is being investigated (which is uncommon in NLG, see Section 6.3.4). Do
note that research questions differ from hypotheses. Research questions serve to narrow
down a topic, and are applicable to both exploratory and confirmatory research, while
hypotheses are educated guesses based on previous literature and are only suitable for
confirmatory research (see Section 6.4.7).

Hypotheses and Baselines

In the behavioral sciences, it is standard to refine research questions into testable hy-
potheses. However, one may wonder whether standard null-hypothesis significance test-
ing (NHST) is applicable or helpful in human NLG evaluation. Of course, researchers
generally wish to test whether their system is evaluated more positively than compari-
son systems, but the exploratory nature of the field often means that there is no explicit
empirical support to base these assumptions on. Researchers also need not necessarily
assume that their system will perform better on all dependent variables. Moreover, they
may have no specific hypotheses about which variant of their own system will perform
best. Still, if the research lends itself to positing explicit hypotheses, we would
advise to do so (and explicitly state these), as they inform the design choices to
make and the statistical tests to perform.
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While it may be difficult to predict the performance of a developed system against base-
lines in the form of hypotheses, it is important to choose these baselines scrupulously.
Baselines generally serve as sanity checks that the output of the developed system is
of meaningful quality (Søgaard, 2017). But choosing which type of baselines to use can
significantly affect the conclusions regarding this quality. An experimental approach may
seem overall much better when compared against a simple, vanilla baseline model, but
a comparison against baselines that are similar to the introduced system may reveal the
subtle interactions, the strengths, and the weaknesses of various techniques (Denkowski
& Neubig, 2017). Similarly, a neural system may seem competitive against other neu-
ral systems, but perhaps the task is still so challenging that competitive results can be
obtained with straightforward fill-in-the-blank template, random, or majority vote base-
lines (neural data-to-text generation is one such example, see Castro Ferreira, van der
Lee, van Miltenburg, & Krahmer, 2019). Therefore, we advise for most types of
system-focused NLG research to choose baselines that are strong, represen-
tative of those deployed in real-world cases, and are as similar as possible
to the system being evaluated, so as to enable a form of ablation testing
(Denkowski & Neubig, 2017; Søgaard, 2017). And additionally it is good to
have simple (e.g. fill-in-the-blank template, random, majority) baselines to
enable contextualization of the introduced system. In any case, it is good practice
to think carefully about which baselines to choose and provide an explicit argument for
the baseline choice(s) in the paper.

6.4.2 Research Type

If the purpose of the evaluation is clear, a sensible next step would be to outline the
questions that are needed to find an answer to the research question. In other words:
which type of measure should be considered for the evaluation study. Important here is
whether the purpose of the evaluation study is formative or summative (Scriven, 1991).
A formative evaluation is conducted when the system’s development cycle is not yet
complete and serves to improve the system. A summative evaluation is conducted when
the system’s development is complete and serves to provide judgment about the merit
of the system.

Qualitative Research

If the goal of the evaluation is to improve the system, it would be most ben-
eficial to focus on qualitative research (i.e. empirical research where the gathered
data is not numerical (Punch, 1998, p. 4). This is because such data can give explicit in-
dications of which linguistic choices made by a system are negatively evaluated by users.
To the extent that such choices can be traced back to the point where they are made,
which is of course heavily dependent on the architecture of the system in question, they
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can be rectified. Alternatively, they can motivate a consideration of the input data or
training regime used to train the models.

Examples of qualitative research that could be used in the context of NLG are open-ended
questionnaires (or: free-text comments), semi-structured or unstructured interviews, par-
ticipant observation, and qualitative text analysis methods (see Lacity & Janson, 1994).
Of these, perhaps the most common in the NLG literature are questionnaires and free-
text comments, and qualitative analysis. Both methods have been defended as poten-
tially useful diagnostic evaluation tools (Reiter & Belz, 2009; Sambaraju et al., 2011).
Sambaraju et al. (2011) report on a content and discourse analysis exercise carried out
on texts generated in the medical domain, arguing that they shed light on limitations in
generated text, including mismatches between the intended meaning of words or phrases
and the way humans actually interpret them. In another, large-scale evaluation of a med-
ical NLG system carried out on-ward (Hunter et al., 2012), a questionnaire was used to
collect users’ impressions of the understandability, accuracy and helpfulness (for decision
support) of the system’s outputs. The questionnaire also included a free-text compo-
nent on which the authors performed a limited form of content analysis which suggested,
among other things, that a number of problems were localised in the system’s analysis
and interpretation of the input data, rather than, say, the microplanning or realisation
modules of the system. More recently, Hommes et al. (2019) used semi-structured inter-
views with experts to gather information about content that is currently missing from
their system.

As these examples show, qualitative analyses can help in a diagnostic evaluation and
overcome potential blind spots of purely quantitative analyses. At the same time, making
sense of free-text comments or other unstructured data involves substantial analytical
effort and introduces issues of reliability. While these can often be addressed using
familiar measures for inter-annotator agreement, for methods such as discourse analysis,
subjectivity seems inherent to the method itself. In such cases, such as the study of
Sambaraju et al. (2011), any conclusions would need to be complemented by data from
larger-scale, quantitative studies.

Regardless of their value, qualitative evaluation methods have become rare in NLG (and
NLP more generally), though it has become more common to find ‘error analysis’ sections
in papers reporting on neural models. These are often invaluable in shedding light on
the types of cases on which models perform well or not, and can give rise to interesting
insights as to the possible reasons for such observations. However, such analyses are
usually conducted on a small scale, and typically by the authors themselves, rather than
garnering insights from independent participants. It could benefit many studies to elicit
and report free-text comments or conduct error analysis systematically, with indepen-
dent participants. These could also serve to channel future research efforts to address
commonly observed shortcomings. As noted above, one of the benefits of qualitative
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data is that, rather than comparing models or giving an ‘aggregate’ view of a model’s
performance (as many metrics do), it can yield specific insights with a diagnostic value.

Quantitative Research

In most cases for NLG, the study has a summative purpose, for which quan-
titative (human) research is appropriate (i.e. empirical research which gathers
numerical data; this data can be aggregated into categories, put in rank order, or mea-
sured in appropriate units McLeod, 2019). The most common quantitative method in
NLG evaluation is the questionnaire (with closed questions), although experiments (e.g.,
Di Eugenio, Glass, & Trolio, 2002) are possible as well. Quantitative research is of-
tentimes viewed as scientifically objective and rational (Carr, 1994; Denscombe, 2010),7

and is the most well-suited type of research to test hypotheses. Furthermore, analysis of
quantitative research is usually quick and relatively effortless compared to an analysis of
qualitative research. This is especially the case when large-scale studies are involved.

However, large sample sizes are needed for an accurate analysis of quantitative research,
while qualitative research can make do with smaller samples (for further discussion, see
Section 6.4.5). Constructing a valid quantitative research design can also take as much
work as doing a qualitative analysis. On the other hand, repeating a previously con-
structed design for a quantitative study is generally much faster than doing a qualitative
analysis, provided that the assumptions of the previous design continue to hold.

Besides time considerations, it is most important to choose a type of analysis that suits
the research goal. Purely quantitative experiments do not provide an opportunity for
participants to explain their answers, or explain how they interpreted the questions (Carr,
1994). If this is considered desirable, then qualitative questions are needed.

6.4.3 Question Selection

Question Types

After deciding on the main features of the research, an important next step is to think
about which questions to ask. A first distinction that can be made, based on Mertens
(2010) is whether to ask implementation questions or impact questions. Implementation
questions are those that help to verify whether system components have been imple-
mented as intended, and are therefore mostly relevant when the goal is to evaluate
components of a system. Study 2 in Chapter 2, for instance, asked participants if texts
were tailored towards specific groups, which assessed whether the tailoring component

7Although “objective” numbers can still be misleading in various ways (for a discussion, see MacDon-
ald, 2018).
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of their system was successfully implemented. Similarly, for style transfer, manipulation
checks (e.g. “what is the sentiment of the text”) are important to determine whether
the style has been transferred correctly, while also ensuring meaning preservation (but
see Section 6.4.8 for discussion on manipulation checks). However, for many other NLG
tasks, this type of question is uncommon. Most research involves impact questions, which
sheds light on whether the system achieves its intended purposes, or at least produces
output which readers evaluate positively. For most NLG systems which produce textual
output, this will mean that the questions should indicate if the system manages to output
texts of high quality.

Text Quality

Renkema (2012, p. 37) defines text quality in terms of whether the writer (or: NLG
system) succeeds in conveying their intentions to the reader. He outlines three require-
ments for this to be achieved: (i) the writer needs to achieve their goal while meeting
the reader’s expectations; (ii) linguistic choices need to match the goal; and (iii) the text
needs to be free of errors (broadly conceived to encompass all types of errors).8

If successfully conveying communicative intention is taken to be the overarching criterion
for quality, then two possibilities arise. One could treat quality as a primitive, as it were,
evaluating it directly with users. Alternatively—and more in line with current NLG eval-
uation practices—one could take text quality to be contingent on individual dimensions
or criteria (for various studies of such criteria, see Dell’Orletta, Montemagni, & Venturi,
2011; Falkenjack, Mühlenbock, & Jönsson, 2013; Nenkova, Chae, Louis, & Pitler, 2010;
Pitler & Nenkova, 2008, inter alia). The choice between these two options turns out to
be a point of contention. Highly correlated scores on different quality criteria suggest
that human annotators find them hard to distinguish (Novikova et al., 2017) (although
careful design could potentially address this ambiguity; see Section 6.4.6). For this rea-
son, some researchers directly measure the overall quality of a text. However, Hastie and
Belz (2014) note that an overall communicative goal is often too abstract a construct to
measure directly. They argue against this practice and in favour of identifying separate
criteria, weighted according to their importance in contributing to the overall goal. In
line with their suggestion, we recommend the use of separate criteria.

The position taken by Hastie and Belz (2014) implies that, to the extent that valid and
agreed-upon definitions exist for specific quality criteria, these should be systematically
related to overall communicative success. Yet, this relationship need not be monotonic or
linear. For example, two texts might convey the underlying intention (including the in-
tention to inform) equally successfully, while varying in fluency, perhaps as long as some
minimal level of fluency is satisfied by both. In that case, the relationship would not be

8See also (Gabriel, 1988; Kukich, 1988) for text quality definitions.

175



CHAPTER 6

monotonic (higher fluency may not guarantee higher evaluation of communicative suc-
cess beyond a certain point). A further question is how the various criteria interact. For
instance, it is conceivable that under certain conditions (e.g. summarising high-volume,
heterogeneous data in a short span of text), readability and adequacy are mutually con-
flicting goals beyond a certain point (e.g. because adequately conveying all information
will inevitably result in more convoluted text which is harder to understand).

Criteria

While certain quality criteria may be relevant for most, if not all, NLG eval-
uations, the type of text being generated, or the goal of such text, should
also be taken into account. For instance, for a system that generates weather reports
from numerical data (e.g., Goldberg, Driedger, & Kittredge, 1994; Ramos-Soto, Bugarin,
Barro, & Taboada, 2015; Reiter, Sripada, Hunter, Yu, & Davy, 2005), accuracy, fluency,
coherence, and genre compatibility will be of foremost importance. By contrast, accu-
racy is of less concern for generation tasks such as poetry generation and story ending
generation, as their output cannot usually be judged by fidelity to an identifiable, ex-
ternal input. Similarly, coherence and fluency would not be important criteria for the
PARRY chatbot (Colby, Weber, & Hilf, 1971) which attempts to simulate the speech of
a person with paranoid schizophrenia.

As we have shown in Section 6.3.5, the criteria used for NLG evaluation are usually
treated as subjective (as in the case of judgments of fluency, adequacy and the like). It is
also conceivable that these criteria can be assessed using other, possibly more objective
measures. Examples include using reading time to measure fluency; or carrying out a
structured and detailed error analysis where (amongst others) the number of lemma-
tization errors, lexicalization errors, and repetitions are counted and reported (see, for
instance Dušek & Jurčíček, 2019; Popel & Žabokrtskỳ, 2009), which could provide a
different idea regarding a system’s fluency, correctness, accuracy, etc.

One obstacle to addressing the difficulties identified in this section is the lack of standard-
ized questionnaires, and a standardised nomenclature for different text quality criteria.
This presents a practical problem, in that it is hard to compare evaluation results to pre-
viously reported work; but it also presents a theoretical problem, in that the employed
questionnaires might not be valid, and different criteria may overlap or be inter-definable.
As Hastie and Belz (2014) suggest, common and shared evaluation guidelines should be
developed for each task, similar to what Williams and Scheutz (2017) have done for
Referring Expression Generation. Furthermore, efforts should be made to standardise
criteria and naming conventions. Some work on this has been done in the domain of
dialogue systems (Morrissey & Kirakowski, 2013; Radziwill & Benton, 2017), and we
greatly encourage more research on this topic. In the absence of such guidelines,
care should be taken to report the questions asked, and also to explicitly
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define the criteria measured and highlight possible overlaps between them.
Similarly, many text quality criteria can be confusing to participants, thereby harming
criterion validity. For participants, formal definitions and concrete examples
in the instructions before the questionnaire help to understand how the re-
searchers have operationalized the relevant criteria (Geiger et al., 2020).

6.4.4 Scale Selection

Likert Scales

As shown in Section 6.3.6, Likert scales are the prevalent rating method for NLG eval-
uation, 5-point scales being the most popular, followed by 3-point, and 4-point scales.
While the most appropriate number of response points may depend on the task itself, 7-
point scales (with clear verbal anchoring) seem best for most tasks. In the experimental
literature, there is some consensus that 7-point scales maximise reliability, validity and
discriminative power (e.g., Cicchetti, Shoinralter, & Tyrer, 1985; Green & Rao, 1970;
Jones, 1968; Lissitz & Green, 1975; Miller, 1956; Preston & Colman, 2000). These stud-
ies discourage the use of smaller scales, and adding more response points than 7 also
does not increase reliability according to these studies.

It should be noted that we use Likert scales and rating scales synonymously in this
chapter, as they are often used interchangeably in literature, although differences between
the two exist. Likert scales usually express a matter of agreement/disagreement with a
statement, while rating scales measure the attitudes, feelings, or opinions of participants.
Furthermore, it is important to note that Likert scales are considered ordinal scales by
some and interval scales by others. This is an important distinction to make, as it affects
the statistical tests that should be applied to the collected data. Therefore, it is good
practice to justify the scale interpretation when reporting statistical testing on Likert
scales (see Amidei et al., 2019b, for a further discussion on this topic).

Ranking

While Likert scales are the most popular scale in NLG (and probably in many other
domains), the use of this scale has been receiving more and more criticism. Recent studies
have found that participant ratings are more reliable, consistent, and are less prone to
order effects when they involve ranking rather than Likert scales (Martinez, Yannakakis,
& Hallam, 2014; Yannakakis & Hallam, 2011; Yannakakis & Martínez, 2015). Empirical
studies have also found that best-worst scaling (i.e., a method where participants only
indicate which item they found the best and which one the worst) was more reliable
than Likert scales (Kiritchenko & Mohammad, 2017), and that (rank-based) magnitude
estimation (i.e. a method where participants indicate on a scale how sentences compare
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to a reference sentence) was more reliable and consistent (Novikova et al., 2018). In
contrast, an extensive study by Langsford, Perfors, Hendrickson, Kennedy, and Navarro
(2018)—comparing categorical choice, Likert, and Magnitude Estimation measures on a
sentence grammaticality rating task—found Likert scales to be reliable, stable, and the
overall preferred option.

While some of these studies suggest a preference for ranking-based methods, there are two
critical remarks to be made in this regard. Firstly, a drawback of ranking-based methods
is that the number of judgments increases substantially as more systems are compared.
To mitigate this, Novikova et al. (2018) use the TrueSkill™ algorithm (Herbrich, Minka,
& Graepel, 2007). This algorithm uses binary comparisons to reliably rank systems,
which greatly reduces the amount of data needed for multiple-system comparisons as
systems do not have to be compared in different pairs.

Multiple Items

Another point of criticism is that studies comparing Likert scales to other research in-
struments mostly look at single-rating constructs, that is, experiments where a single
judgment is elicited on a given criterion. While constructs measured with one rating are
also the most common in NLG research, this practice has been criticized. It is unlikely
that a complex concept (e.g. fluency or adequacy) can be captured in a single rating
(McIver & Carmines, 1981). Furthermore, a single Likert scale often does not provide
enough points of discrimination: a single 7-point Likert question has only 7 points to
discriminate on, while five 7-point Likert questions have 5 * 7 = 35 points of discrimi-
nation. A practical objection against single-item scales is that no reliability measure for
internal consistency (i.e., how different items correlate on the same test, commonly mea-
sured using Cronbach’s alpha) can be calculated for a single item. At least two items
or more are necessary for this. In light of these concerns, Diamantopoulos, Sarstedt,
Fuchs, Wilczynski, and Kaiser (2012) advocate great caution in the use of single-item
scales, unless the construct in question is very simple, clear and one-dimensional. Under
most conditions, multi-item scales have much higher predictive validity. Using multiple
items may well place the reliability of Likert scales on a par with that of ranking tasks;
this, however, has not been empirically tested. Furthermore, it is important to not ask
redundant questions when using multiple items. Grice’s Maxims (Grice, 1975) for con-
versational norms should also apply to survey questions (Krosnick, 2018b). Also, note
that the use of multiple-item scales versus single-item scales affects the type of statistical
testing needed (for an overview and explanation, see Amidei et al., 2019b).

In sum, we recommmend either multiple-item 7-point Likert scales, or a (con-
tinuous) ranking task when doing a quantitative study. This ranking task can
be done in combination with TrueSkill™ or Best-Worst scaling when multiple systems
are compared, so as to avoid having to obtain too many ratings. Using multiple-item
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scales rather than single-item scales to measure a criterion will of course increase the
time it takes for participants to judge an example, thereby making it difficult to have
participants judge the same number of examples as they would with single-item scales.
However, it is better to have a smaller number of accurately rated examples rather than
a larger number of inaccurately rated examples.

Implicit Measures

It should be noted that the quantitative measures discussed above are all self-report
measures. However, self-report measures have received criticism as well. Participants
could see self-reporting as a form of self-presentation (Bainbridge, 1990), meaning that
participants may want to make a good impression, which could distort results. For
instance, participants could give a high rating on the understandability of a text, even
though they do not fully understand it, in order to appear clever. Or they might give the
answers that they think the researcher desires (Lentz & De Jong, 1997). A questionnaire
also triggers participants to actively engage in introspection, whereas regular perusal of
the output of an NLG system would mostly be guided by automatic and unconscious
processes (Frith & Frith, 2012). Self-report metrics might not catch such implicitly-
formed impressions.9 Employing a task-based (i.e., extrinsic) evaluation study would
avoid these self-report issues, but alternative measures for an intrinsic study exist as
well.

As an example, Zarrieß, Loth, and Schlangen (2015) used a mouse contingent reading
paradigm in an evaluation study of generated text, finding that features recorded using
this paradigm (e.g., reading time) provided valuable information to gauge text quality
levels. Heyselaar and Bosse (2019) used a referential communication game to assess
whether participants perceived a dialogue agent to have their own mental state, which
could be a proxy for a dialogue system’s output quality. It should also be noted that
most metrics used in NLG are reader-focused. However, there are many scenarios where
NLG is used in tandem with human authorship,10 especially in ‘creative writing’ NLG
applications (e.g., story generation, song lyric generation, poetry generation), where hu-
mans act as the editor of the system’s output (e.g., Maher, 2012; Manjavacas, Karsdorp,
Burtenshaw, & Kestemont, 2017), or where active co-creation is embedded in the de-
sign of the system (e.g., Kreminski, Dickinson, Mateas, & Wardrip-Fruin, 2020; Perrone
& Edwards, 2019). In such collaborative settings, it makes sense to also investigate
writer-focused methods. For example, having participants edit generated texts, then
processing these edits using post-editing distance measures like Translation Edit Rate

9These issues with self-report measures do not mean that we suggest abandoning their use. Overall,
a meta-analysis across various domains showed a strong agreement between self-reports and objective
records of the same phenomena (Krosnick, 2018a). However, it is good to be aware that self-report
measures might not reflect the whole truth about a system’s output.

10See Edwards, Perrone, and Doyle (2020) for an overview of levels of collaboration.
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(Snover, Dorr, Schwartz, Micciulla, & Makhoul, 2006), might be a viable method to in-
vestigate the time and cost associated with using a system. While more commonly seen
in Machine Translation, different authors have explored the use of such methods in NLG
(Bernhard, De Viron, Moriceau, & Tannier, 2012; B. Han et al., 2017; Sripada, Reiter,
& Hawizy, 2005).

Implementing implicit measures may incur higher costs in terms of time and effort. How-
ever, implicit measures are an effective way to assess the—usually hidden—
implicit opinions about a system’s output. An additional reason to consider us-
ing implicit measures is the recent discussion on the importance of “triangulation” in
science: addressing one research question using various approaches (Munafò & Smith,
2018). When an evaluation is carried out using implicit measures as well as self-report
measures, and agreement is found between the two measures, this would mean that the
findings are less likely to be artifacts.

6.4.5 Sample Selection

Sampling, the method used to select a number of people from a population (Mertens,
2010) is an important decision in the evaluation design process, as the method chosen
not only affects the quality of the data, but also the inferences that can reliably be made
from this data.

Small-Scale (Expert) Vs. Large-Scale (Non-Expert)

Section 6.3.2 made a distinction between small-scale evaluation (with 1-5 participants),
and large(r)-scale evaluation, where 10 or more participants are recruited. Generally,
the small-scale evaluation studies employ expert annotators to judge aspects of the NLG
system, while the larger-scale design entails a typically larger sample of non-expert partic-
ipants. Lentz and De Jong (1997) found that these two methods can be complementary:
expert problem detection may highlight textual problems that are missed by general
readers. However, this strength is mostly applicable when an error analysis or a quali-
tative analysis is used for the small-scale study, whereas most small-scale evaluations in
our sample of papers used quantitative analyses.

Evidence suggests that expert readers approach evaluation differently from general read-
ers, injecting their own opinions and biases (Amidei, Piwek, & Willis, 2018b). This might
be troublesome if a system is meant for the general population, as expert opinions and
biases might not be representative for those of the target (non-expert) population. This
is corroborated by Lentz and De Jong (1997), who found that expert judgments only
predict the outcomes of non-expert evaluation to a limited extent. Having only a few
participants also risks giving rise to considerable variance, so that automatic metrics are
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sometimes more reliable (Belz & Reiter, 2006). Similarly, external validity becomes a
concern: it is difficult to argue that the results from 1-5 participants can be extrapo-
lated to the whole population (Norman, 2010). Thus, the conclusion of Belz and Reiter
(2006) in favour of large-scale samples, rather than small-scale ones—at least for
quantitative studies—seems well-taken.

It is important to note that this recommendation is based on the fact that most papers in
our bibliometric study did not outline the intended audience for the system. Therefore,
we assume that most systems have been developed for a general audience. However, the
most important consideration when deciding to recruit an expert or non-expert sample
is to choose a sample that reflects the audience for which the system was de-
veloped. For instance, systems trained on the SumTime corpus (Reiter et al., 2005),
which contains weather forecasts for offshore oil rigs, are best evaluated by participants
who are experienced with reading these texts (Reiter & Belz, 2009). Similarly, if the
evaluation of a poetry generator aims to identify the extent to which the output con-
tains the features expected of the genre and their aesthetic qualities (rather than, say,
the impact poems have on general readers), then poetry experts are probably the ideal
population from which to sample evaluators. In many cases, it is important to verify
that participants have the requisite skills, knowledge or expertise to perform the evalu-
ation task. This can be checked, for instance, by screening potential participants using
a representative task and rejecting participants that fail this task. This is especially
important in crowdsourcing contexts where it is difficult to vet people beforehand.

Sampling Bias

An additional factor to consider is the types of ‘general’ or ‘expert’ populations that
are accessible to NLG researchers. It is not untypical for evaluations to be carried
out with students, or fellow researchers (recruited, for instance, via SIGGEN or other
mailing lists). This may introduce sampling biases of the kind that have been critiqued
in psychology in recent years, where experimental results based on samples of WEIRD
(Western, Educated, Industrialised, Rich and Developed) populations may well have
given rise to biased models (see, for example Henrich, Heine, & Norenzayan, 2010).
The rise of crowdsourcing in recent years makes it relatively easy to obtain large-scale
samples from all over the world (though see (van Miltenburg, Elliott, & Vossen, 2017)
for a counterexample). However, crowdsourced samples face bias issues as well (see, for
instance Fulgoni, 2014).

It is generally difficult, if not impossible, to recruit a participant sample that is free
of any type of bias, which would mean that the results of the study cannot necessarily
be generalized to the target population (in most cases: the general population). What
researchers should always do is provide a detailed description of the sample, mean-
ing participant numbers with relevant demographic data (i.e., gender, nationality, age,
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fluency in the target language, academic background, relevant expertise, etc), which is
common practice in the psychological and medical fields. This lets readers know the
composition of the sample, and the setting in which the sample was collected, which in
turn empowers the reader to judge the generalizability of the sample (Lincoln & Guba,
2000; Stake, 2000), and enhances replicability of the evaluation study.

Evaluator Agreement

Besides being non-representative due to sampling bias, results can also be difficult to gen-
eralize because of excessive variability between raters, reflected by a low Inter-Annotator
Agreement (IAA). Low IAA is common in NLG studies (see also Amidei, Piwek, & Willis,
2019a)), although thresholds to determine what counts as high or low tend to be open
to interpretation (Artstein & Poesio, 2008). Amidei et al. (2018b) argue that, given
the variable nature of natural language, it is undesirable to use restrictive thresholds,
since an ostensibly low IAA score could be due to a host of factors, including personal
bias. The authors therefore suggest reporting IAA statistics with confidence intervals.
However, narrower confidence intervals (suggesting that the “true” IAA score, of which
the IAA score obtained in a study is an estimate, is subject to less variability) would
normally be expected with large samples (i.e., 1000 or more comparisons McHugh, 2012),
which are well beyond most sizes reported in our overview (Section 6.3.3).

When the goal of an evaluation is to identify potential problems with output texts, a
low IAA, indicating variance among annotators, can be highly informative (Amidei et
al., 2018b). On the other hand, low IAA in evaluations of text quality can also suggest
that results should not be extrapolated to a broader reader population. An additional
consideration is that some statistics (such as κ; see McHugh, 2012) make overly restrictive
assumptions, though they have the advantage of accounting for chance agreement. Thus,
apart from reporting such agreement metrics, it is advisable to also report
percentage agreement, which is easily interpretable (McHugh, 2012), or a
correlation statistic (Amidei et al., 2019a). This combination of statistics could
give a more complete overview regarding the reliability of annotator judgments. There
is, unfortunately, no such thing as a perfect IAA metric, and choosing a metric might
come down to personal considerations regarding which IAA metric characteristics are
important. Therefore, we encourage publishing the annotator data on a digital repository,
or as supplementary material to the paper, so that others may check the agreement using
other metrics (see also Section 6.4.9).

Sample Size

When doing a qualitative study or an error-analysis study, which can be done with a small
sample, good advice is provided by Van Enschot et al. (2017): difficult coding tasks
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(which most NLG evaluations are) require three or more annotators (though
preferably more; see Potter & Levine-Donnerstein, 1999); more straightfor-
ward tasks can do with two to three. This is corroborated by Snow, O’Connor,
Jurafsky, and Ng (2008) who investigated the reliability of annotator judgments on a
variety of NLP labelling tasks. The authors found that for most tasks (e.g. temporal
ordering, word sense disambiguation) 2 to 3 annotations per item resulted in reliable
results. Affect recognition, a more difficult task, required around 4 labels per item.

In the case of large-scale studies, Brysbaert (2019) recently found that most studies
with less than 50 participants are under-powered and that for most designs
and analyses 100 or more participants are needed (for a discussion on the effects
of under-powered samples, see Button et al., 2013; Makin & Orban de Xivry, 2019)). The
number of participants necessary can be decreased by having multiple observations per
condition per participant (i.e., having participants perform more judgments). It is also
possible to calculate the minimum number of participants needed based on the properties
of the study (e.g., the statistical test that will be used, number of groups, etc) using a
program such as G*Power (https://www.gpower.hhu.de/; Faul, Erdfelder, Buchner,
& Lang, 2009; Faul, Erdfelder, Lang, & Buchner, 2007).

Sampling Items to Judge

Finally, some of the concerns listed above also hold for the items that the participants
are asked to judge. If we want the judgments to be reflective of system performance,
we need to make sure that the selected outputs are representative. But what does it
mean for a sample of texts to be representative? Word frequencies typically follow a
Zipfian distribution (Corral, Boleda, & Ferrer-i Cancho, 2015; Van Heuven, Mandera,
Keuleers, & Brysbaert, 2014; Zipf, 1949), meaning that a small part of the vocabulary
accounts for the largest part of the data. Similarly, training data may be biased towards
specific entities, while providing very little (if any) information about others (Ilievski,
Postma, & Vossen, 2016). These properties of the data typically lead to NLP systems
performing much better on the head, than on the tail of the distribution (e.g., Postma,
Izquierdo, Agirre, Rigau, & Vossen, 2016). The quality and the range of possible outputs
will be heavily dependent on the range of inputs provided to the system. Based on
these observations, we recommend to evaluate NLG systems using a stratified
sample of the output, consisting of examples that were generated using low,
medium, and high-frequent inputs. One might also consider categorizing different
outputs along different frequency bands, to determine the performance of the system for
words and phrases that are more or less frequent in the training data (cf. van Miltenburg
et al., 2018). Or consider looking at edge cases, which can be especially relevant for a
qualitative analysis to determine when and where a system fails. Finally, there should
also be a sufficient number of outputs, so that a couple of particularly good or bad items
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do not skew the results too much. However, the number of items to evaluate, depends
heavily on the diversity of the sample, so we cannot give any specific recommendations
here.

6.4.6 Design

Satisficing

As stated above, the research design is tightly interconnected with the research question,
as the function of a research design is to ensure that the obtained results provide an
answer to the research question. A carefully thought-out design also results in the most
reliable data. For every evaluation question, participants have to retrieve relevant infor-
mation from memory, and summarize this information into a single judgment (Krosnick,
2018b). When participants do this in a cursory fashion, or skip the retrieval process
entirely, thereby engaging in a form of “satisficing” behaviour, results could be biased.
Satisficing is primarily affected by (i) respondent ability, (ii) respondent motivation, and
(iii) task difficulty (Krosnick, 2018b). Thus, it is always important to carefully monitor
these aspects and try to keep the evaluation task as simple and motivating for
participants as possible. We will now describe more detailed ways in which design
choices could minimize bias.

Order Effects

Few papers report exact details of the design of their human evaluation experiments,
although most indicate that multiple systems were compared and annotators were shown
all examples. This suggests that within-subjects designs are a common practice.

Within-subjects designs are susceptible to order effects: over the course of an experiment,
annotators can change their responses (that is, respond differently to items which are
identical, or which are exemplars of identical conditions), and start to employ satisficing
strategies (e.g. selecting “I don’t know” or neutral answers, answering using mental coin-
flipping, selecting the first sensible response) due to fatigue, practice, carryover effects or
other (external) factors. If the order of presentation of the outputs of systems is fixed,
differences found between systems may be due to order effects rather than differences
in the output itself. To mitigate this, researchers can implement measures in the task
design. Practice effects can be reduced with a practice trial in which examples
of both very good (fluent, accurate, grammatical) and very bad (disfluent, inaccurate,
ungrammatical) outputs are provided before the actual rating task. This allows for the
participants to calibrate their responses, before starting with the actual task. Carryover
effects can be reduced by increasing the amount of time between presenting
different conditions (Shaughnessy, Zechmeister, & Zechmeister, 2006). Alternatively,
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a filler task or filler questions can be employed in between conditions, although this may
introduce biases if participants perceive the information obtained from the filler as rel-
evant to performing the main task (de Quidt, Vesterlund, & Wilson, 2019). Fatigue
effects can be reduced by shortening the task, although this also means more par-
ticipants are necessary since fewer observations per condition per participant means less
statistical power (Brysbaert, 2019). This issue can be alleviated by structuring the data
collection longitudinally: having the same group of participants perform the evaluation
more than once, with a set amount of time between the evaluation sessions. Another way
to tackle fatigue effects sometimes seen in research is to remove all entries with missing
data, or to remove participants that failed ‘attention checks’ (or related checks e.g. in-
structional manipulation checks, or trap questions) from the sample. However, the use of
attention checks is subject to debate, with some researchers pointing out that after such
elimination procedures, the remaining cases may be a biased subsample of the total sam-
ple, thus biasing the results (Anduiza & Galais, 2016; Bennett, 2001; Berinsky, Margolis,
& Sances, 2016). Experiments show that excluding participants who failed attention
checks introduces a demographic bias, and attention checks actually induce low-effort
responses or socially desirable responses (Clifford & Jerit, 2015; Vannette, 2016).

Order effects can also be reduced by presenting conditions in a systemati-
cally varied order. Counterbalancing is one such measure. With counterbalancing, all
examples are presented in every possible order. While such a design is the best way to
reduce order effects, it quickly becomes expensive. When annotators judge 4 examples,
4! = 24 different orders should be investigated. This issue can be partially mitigated
by using incomplete counterbalancing, such as Latin Square. With a Latin Square, par-
ticipants and items are rotated such that each participant is exposed to each condition,
possibly with different items, an equal number of times (Dean & Voss, 1999). However,
such a design can still induce order effects (with rotation, you would find that condition
B follows condition A, and precedes condition C, most of the times), which is why the
“Balanced Latin Square” (rotation happens via a more thorough formula, see Kantowitz,
Roediger, & Elmes, 2008) is generally the preferred counterbalancing method, as it low-
ers the risk of these order effects occurring (Shuttleworth, 2009). In most cases, however,
randomising the order of examples should be sufficient.

Another possibility is to use a between-subjects design, in which the subjects only judge
the (randomly ordered) outputs of one system. When order effects are expected
and a large number of conditions are investigated, a between-subjects design
is preferable (Shaughnessy et al., 2006). Note, however, that between-subjects designs
typically require larger samples, to obtain the same number of observations as with
within-subjects designs. Also, despite the risks of order effects, it is usually preferable
to use a within-subject over a between-design (if this design is feasible). Direct
comparisons done with a within-subjects design generally give rise to less variation than
comparisons with a between-subjects design (Normand, 2016). Furthermore, if two or
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more NLG systems are compared that have systematically different behavior, seeing texts
from all systems helps prevent that participants anchor their answers based only on the
behavior of one of the systems, without considering the behaviors of the other systems.11

Web Design

With an online questionnaire—now the most commonly used mode of dissemination—it
is often possible to make certain choices in terms of the appearance and layout of the
online survey (hereafter: web design). These choices should be considered as well, as they
can greatly affect the response outcomes of the questionnaire. Especially if the goal is to
make the questionnaire accessible for a broad group of people, the appearance and layout
matters (Goegan, Radil, & Daniels, 2018). Three main effects of web design choices on
response outcomes can be observed: item response rates, dropout rates, and quality of
responses. An example of web design choices affecting item response rates are studies
comparing a questionnaire presented on a single, long scrolling page, to a questionnaire
broken down into multiple pages. Multiple studies found that item non-response became
higher when the questionnaire was presented on a single, long scrolling page (Manfreda,
Batagelj, & Vehovar, 2002; Peytchev, Couper, McCabe, & Crawford, 2006; Tourangeau,
Couper, Galesic, & Givens, 2004).

For dropout rates, higher dropout rates were found for long surveys that included an
always visible survey progress indicator (Crawford, Couper, & Lamias, 2001), and for
surveys that forced participants to respond to every question (giving participants an
error page when they skipped certain questions) (Stieger, Reips, & Voracek, 2007).

Regarding the quality of responses, Novikova et al. (2018) found that when evaluating
text criteria, answers to questions about different criteria tend to correlate when they are
presented simultaneously on a single page. When participants are shown an item multiple
times and questioned about each text criterion on separate pages, this correlation is
reduced. Another way to reduce correlation between text criteria is to show or hide the
aligned input when rating the textual output, depending on the criterion being judged.
When rating correctness, for example, the input representation is necessary, while this
input could be a distraction when rating fluency. Note that this is only relevant for NLG
evaluation tasks where showing the input might be relevant.

Therefore it is useful to take a careful look at the web design of the online
survey to check if it minimizes the possibility for nonresponse bias (see also
Vicente & Reis, 2010).

11See (Field & Hole, 2002) for a more detailed guide on design.
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6.4.7 Statistics and Data Analysis

Statistics turn quantitative data into useful information that help to answer the research
question or hypotheses. Research design and statistics are strongly connected, as a good
research design facilitates the collection of valid data, and statistics helps to interpret this
data (Whitley & Kite, 2013). A distinction can be made between descriptive statistics
and inferential statistics. Descriptive statistics (e.g. means, frequencies) can be used
to summarize data, while inferential statistics identify important patterns, relationships,
and differences between groups (McLeod, 2019). It is outside the scope of this chapter
to provide a complete overview of statistical tests that can be used for quantitative
evaluation research (and Dror et al., 2018 already provides a comprehensive overview for
the NLP domain). We will therefore take a more general focus on the applicability of
standard null-hypothesis significance testing (NHST).

Comparing Systems

A majority of NLG papers do not report inferential statistics (see Section 6.3.4), only
reporting descriptive statistics from their evaluation study. However, a common sce-
nario involves NLG researchers comparing their own novel system against one or more
(‘state-of-the-art’ or ‘baseline’) systems. In such a scenario, a Paired Student’s t-test (if
compared against one system), or Analysis of Variance test (if compared against multiple
systems) would be used.12 However, many researchers would extend this by testing, for
instance, various versions of their own novel system (e.g., with or without output vari-
ation, or relying on different word embedding models) to compare them to each other,
to some other (‘state-of-the-art’) systems, and/or with respect to one or more baselines.
Notice that this quickly gives rise to a rather complex statistical design with multiple
factors and multiple levels. Ironically, with every system or baseline that is added to the
evaluation, the comparison becomes more interesting but the statistical model becomes
more complex, and power issues become more pressing (Button et al., 2013; Cohen, 1988).
However, statistical power—the probability that the statistical test will reject the null
hypothesis (H0) when the alternative hypothesis (H1, e.g., that your new NLG system is
the best) is true—is seldom (if ever) discussed in the NLG literature. These complexities
in terms of design could quickly lead to errors, and there is a growing awareness that
statistical tests are often conducted incorrectly, both in NLP (Dror et al., 2018) and in
behavioral sciences more generally (e.g., Wagenmakers, Wetzels, Borsboom, & van der
Maas, 2011).

In fact, in the scenario sketched above there may be multiple (implicit) hypotheses: new
system better than state-of-the-art, new system better than baseline, etcetera. When

12Or non-parametric variants if the assumption of normality is violated, although it has been argued
that t-tests and ANOVAs are robust for highly skewed non-normal distributions and small sample sizes
(Norman, 2010).
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testing multiple hypotheses, the probability of making at least one false claim (incor-
rectly rejecting H0) increases (such errors are known as false positives or Type I er-
rors). Various remedies for this particular problem exist, one being an application of
the simple Bonferroni correction, which amounts to lowering the significance threshold
(or α-level)—commonly p < .05, but see for example Benjamin et al. (2018) and Lakens
et al. (2018)—to α/m, where m is the number of hypotheses tested. This procedure is
not systematically applied in NLG, although the awareness of the issues with multiple
comparisons is increasing.

The significance of a result is sometimes confused with its (practical) importance, but
arguably this is a misconception. Especially with larger samples, small differences in per-
formance between systems can quickly become statistically significant, but significance
in itself is not particularly informative about how much better one system is compared
to another. This information is captured by effect size estimates. Effect sizes (e.g.,
η2, Cohen’s d) can also add meaningful information about the desirability of adopt-
ing a new system, by highlighting what the trade-off is between performance gains and
computational resources (Søgaard, 2013). Therefore, NLP researchers have stressed the
importance of reporting effect sizes (e.g., Köhn, 2020). It should be noted that effect sizes
can only be reliably captured for large sample sizes. For small sample sizes, only large
effects can be detected. Meaning that with small sample sizes, there is high uncertainty
about the true effect size, and that the actual effect size is likely overestimated (Button
et al., 2013).

Assumptions

Statistical tests are associated with assumptions about their applicability. One is the
independence assumption (especially relevant for t-tests and ANOVAs, for example),
which amounts to assuming that the value of one observation obtained in the experiment
is unaffected by the value of other observations. This assumption is difficult to guarantee
in NLP research (Dror et al., 2018), if only because different systems may rely on the
same training data. In view of these issues, some have even argued that NHST should
be abandoned (Koplenig, 2017; McShane, Gal, Gelman, Robert, & Tackett, 2019).

Exploratory Versus Confirmatory

We do believe there is a place for NHST, but in our opinion, the distinction between ex-
ploratory (hypothesis generating) and confirmatory (hypothesis testing) research should
be taken more seriously. Much human evaluation of NLG could better be approached
from an exploratory perspective. NLG researchers might fail to observe phenomena be-
cause of the focus on system comparison (which is compatible with a hypothesis-testing
orientation), rather than on hypothesis generation; an example of confirmation bias.
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If exploratory research is conducted, it would also be more appropriate to
analyse findings with exploratory data analysis techniques (Cumming, 2013;
Tukey, 1980). When researchers do have clear hypotheses, statistical signifi-
cance testing (in combination with effect size estimates) can be a powerful
tool.

Finally, alternative statistical models deserve more attention within NLG. For example,
within psycholinguistics it is common to look both at participant and item effects as
potential sources of random variation (Clark, 1973). This would make a lot of sense in
human NLG evaluations as well, because it might well be that a new NLG system works
well for one kind of generated item (short active sentences, say) and less well for another
kind (complex sentences with relative clauses). Mixed effects models capture such po-
tential random effects very well (e.g., Barr, Levy, Scheepers, & Tily, 2013), and deserve
more attention in NLG.13 Meteyard and Davies (2020) offer a recent survey of best prac-
tices for conducting and reporting mixed effect models. Furthermore, Bayesian models
are worth exploring, because they are less sensitive to the aforementioned problems with
NHST (e.g., Gelman et al., 2006; Wagenmakers, 2007).

Preregistration and HARKing

If the goal, hypotheses, and research questions have been clearly delineated beforehand,
it is good practice to consider preregistration. Preregistration is still uncommon in
NLG and other fields of AI (with a few notable exceptions, like for instance Vogt et al.,
2019), but it addresses an important issue with human evaluations. Conducting and
analysing a human experiment is like entering a garden of forking paths (Gelman &
Loken, 2013): along the way researchers have many choices to make, and even though
each choice may be small and seemingly innocuous, collectively they can have a sub-
stantial effect on the outcome of the statistical analyses, to the extent that it becomes
possible to present virtually every finding as statistically significant (Simmons, Nelson,
& Simonsohn, 2011; Wicherts et al., 2016). In human NLG evaluation, choices may
include for instance, termination criteria (when does the data collection stop?), exclu-
sion criteria (when is a participant removed from the analysis?), reporting of variables
(which dependent variables are reported?), etcetera. By being explicit beforehand (i.e.,
by preregistering), any flexibility in the analysis (be it intentional or not) is removed.

In the past, hypothesizing after results are known—also known as ‘HARKing’—was
widespread practice (even recommended practice by some, see Bem, Zanna, & Darley,
1987). Researchers would, for instance, tweak their measures and samples when analyzing
data so that they can report the outcomes in such a way that it best supports their story
(‘cherry-picking’), or use several different constructs, criteria, scale types, etc. and only

13Mixed effects models may also be used to study variation in elicitation tasks that are used to
construct NLG datasets (van Miltenburg, van de Kerkhof, Koolen, Goudbeek, & Krahmer, 2019).
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report those that provide interesting results (‘question trolling’) (Lindsay, Simons, &
Lilienfeld, 2016). Nowadays, most researchers disapprove of such HARKing behaviors,
as it can bias the results and have a substantial impact on the conclusions of a study
(Murphy & Aguinis, 2019), not to mention that the impact of testing multiple hypotheses
is to increase the likelihood of Type I errors, as noted above. By preregistering the study’s
method and design beforehand, it becomes more difficult to indulge in such behaviors.

Preregistration is increasingly common in medical and psychological science, and even
though it is not perfect (Claesen, Gomes, Tuerlinckx, & Vanpaemel, 2021; Lindsay et
al., 2016) at least it has made research more transparent and controllable, which has
a positive impact on the possibilities to replicate earlier findings. Platforms that offer
online preregistration forms include the Open Science Framework (https://osf.io) and
AsPredicted (https://aspredicted.org).

6.4.8 Practical Matters

Evaluation Platform

After choices have been made regarding the aspects mentioned in the paragraphs above,
it is time to prepare the evaluation study for publishing. A first consideration would be
to pick an evaluation platform. The most important factor for this choice is the time and
cost constraints associated with the evaluation study. Online crowdsourcing platforms
(e.g. Qualtrics, MTurk, Figure8, Prolific) may offer the opportunity to get sufficient
responses quickly, but participants on these platforms need to receive monetary compen-
sation for participation (at least minimum wage compensation, ideally Silberman et al.,
2018), and there is the risk of inadvertently recruiting bots or participants that want
to immediately engage in satisficing behavior so that they get paid for as little work as
possible. Alternatively, one may recruit participants from the university, or recruit par-
ticipants in public spaces (e.g. in the library, in the hospital waiting room, on the train)
which could be entirely voluntary (although monetary incentives do increase response
rates Yu et al., 2017), but would mean that recruitment takes more time. Similarly, the
choice for pre-developed online survey software (e.g. Qualtrics, SurveyMonkey, Google
forms) or a custom developed online survey website should be made with regards to time
and cost constraints, as well as the design challenges discussed in Section 6.4.6.

Consent Form

Consent forms are documents providing information to participants regarding the study.
This information empowers participants to agree to the study knowing the roles and
responsibilities of themselves and the researcher. As such, consent forms enable morally
integrous research and have become mandatory for many research institutes. When

190

https://osf.io
https://aspredicted.org


Human Evaluation of Automatically Generated Text

signing the consent form, participants indicate that they (i) understand that they will
participate in the evaluation study; (ii) understand the rights they have regarding the
study; (iii) understand the risks and potential benefits associated with the evaluation
study. The consent form also provides evidence that the participants were made aware
of their rights, and the associated risks and benefits (Sterling, 2018). They should be
developed carefully, as previous research found that consent forms are often too complex
and too long, and often do not provide sufficient information about the decisions that
participants are about to make (see Flory & Emanuel, 2004; Marshall, 2006; Paasche-
Orlow, Taylor, & Brancati, 2003; Sachs et al., 2003; Stunkel et al., 2010). Therefore,
it is imperative that the consent form is kept as simple, short, and clear as
possible, and that lay language is used as much as possible.

The same advice goes for the debriefing statement at the end of the survey, where par-
ticipants are thanked for their participation. This statement should also provide (i) the
research question, and/or hypotheses together with background on why and how this
research question and/or hypotheses are being studied; (ii) information for participants
on withdrawal procedures and on the opportunity to withdraw their data from the study;
(iii) information on the opportunity to be informed of the study’s results; and (iv) ad-
ditional resources, such as contact information for the IRB (in case of ethical concerns),
contact information of the researchers, and relevant research references.

Ethical Clearance and Data Protection

Researchers have a duty of care towards human participants. To ensure that this duty
is taken seriously, many research institutions nowadays require formal ethical clearance
before allowing researchers to carry out their studies. It is important to obtain
ethical clearance from the institution that the researcher works for (as well
as clearance from the institution where the research is done, if applicable),
and to state this explicitly in publications, so as to ensure that the study is in
accordance with the ethical requirements of the institution. If your organisation does
not have an institutional review board, Rice (2008) notes that there are three options:
start an IRB at your institution or organisation, submit your research proposal to an
external, commercial IRB, or collaborate with partners who already have access to an
IRB. Ethical rules and guidelines differ per country, so in cases where there is no IRB at
your institution or organization, approval should be sought from an ethics board which
understands the ethical rules and guidelines for your country.

Ethical clearance forms, as well as consent forms for participants, typically include parts
meant to ensure that the handling of results complies with data protection legislation.
Legislation regarding data protection varies for different parts of the world. For instance,
research institutes in the European Union have to adhere to the General Data Protection

191



CHAPTER 6

Regulation (GDPR).14 What is important is to make choices regarding data collection
and storage transparent: the research institute, as well as the participants, should be
aware of what will happen with the collected data. Information should be given
about how the data will be stored, in which circumstances the data can be
shared and which data can be shared, and how these data sharing and storage
decisions take the privacy of the participant into account (Howitt, 2016).

Research institutes usually have data protection officers, who should be consulted if there
are questions about adherence to the data protection legislation. All organisations should
have someone who monitors GDPR compliance (Wolford, n.d.). It is recommended to
have this person check the research proposal as well. Note that a check for GDPR
compliance may already be part of the IRB process. Above all, it is recommended
to explicitly state when publishing the findings that ethical clearance was
obtained, and that the research is in compliance with the relevant data pro-
tection legislation. Often, research institutes give an “Ethical Approval Code”. If this
code is reported, together with the Institutional Review Board from which the code was
obtained, other researchers could acquire information about the ethical clearance without
having to consult the paper’s authors.

Beyond these practical recommendations, it is important to consider the broader ethical
implications of NLG research and human evaluations in particular. These are discussed
further below, in Section 6.4.10.

Pretesting

After obtaining ethical clearance, researchers may start with their research. But it
is advisable to pilot the evaluation task before deploying it more widely.
In the case of survey research, pretesting helps to ensure that measures are as valid
as possible, while minimizing measurement error (Colbert, French, Arroliga, & Bierer,
2019). In other words, pretesting could help eliminate misinterpretation of a question,
participant confusion, or clarity issues regarding the meaning of a question (Willis, 2004).
A pretest is also the best moment to do a manipulation check when experimental research
is performed (i.e. to check if the independent variables were successfully manipulated;
see (Ejelöv & Luke, 2020) for recommendations on when and how to use manipulation
checks) (Hauser, Ellsworth, & Gonzalez, 2018).

There are various ways that a questionnaire can be pre-tested (e.g. cognitive interviews,
expert panels, questionnaire appraisal tools; see Colbert et al., 2019, for an overview)).
While all these forms of pretesting have their limitations, using a combination of two or
more pretesting methods can overcome these (Blake, 2014). Constraints regarding time
and costs are also to be considered when choosing to pretest or choosing which method of

14https://gdpr.eu/
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pretesting to use. Furthermore, pretesting questionnaires is mostly recommended when
describing new instruments. For pre-existing instruments, pretesting is not as important.

6.4.9 Transparency and Replicability

Within the field of Machine Learning, awareness about the importance of replicability
and transparency is starting to grow (see, for instance, Emmery, Kádár, Wiltshire, &
Hendrickson, 2019), for a review on current issues that are stalling the progress towards
open science). While Machine Learning, and NLG research as well, are at the fore-
front of open science in some ways (e.g. publicly available datasets, community-driven
shared tasks, commonly sharing the full research code, tendency towards open-access
publications Munafò et al., 2017), they still have some challenges to overcome. After an
evaluation study is conducted, it is good practice to save all the raw data and materials
used for the study (e.g., the questionnaire, consent form, annotator instruction manual),
and make this available to other researchers (Ruggles, Sobek, King, Liebler, & Fitch,
2003), but this is rarely done. Sometimes, researchers state that all data is “available
upon request”, but these requests are not always fulfilled (Krawczyk & Reuben, 2012).
Alternatively, data and materials can be shared using online platforms such as Zenodo
(https://zenodo.org/), the Open Science Framework (https://osf.io) and Figshare
(https://figshare.com/), or as supplementary materials in the ACL Anthology. This
advice also extends to code that is published on GitHub, as the mentioned online plat-
forms and the ACL Anthology focus on preserving data for the long term, which is a
focus that GitHub currently lacks. But while the practice of publishing participant re-
sponse data and evaluation materials is becoming increasingly common in the behavioral
sciences, it is not seen as often in NLG.

One worry might be ethical clearance and ethical management of data issues, in that it
might be ethically difficult to share this information, and also to publish demographic de-
tails about the participants. However, generally this can be done as long as participants
consent to the possibility that data collected from them can be shared. Furthermore, in
most cases, if personal identifiers (any information which can be identified as being about
a particular individual) are removed from the data, then the data protection legislation
no longer applies (Howitt, 2016). However, it should be noted that this advice is based
on the state of affairs in late 2020 and may be subject to change. Therefore, consult
with data protection experts to find out best practice and legal constraints regarding
management of data. In any case, we recommend trying to make the raw data,
as well as all materials related to the evaluation research, publicly available.
At the same time, we acknowledge that it is good practice to be cautious about the
anonymization measures. Removing too much data could remove important contextual
information, meaning that useful information becomes unavailable for other researchers
(Nespor, 2000). But sometimes not enough information is removed in the anonymization
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process, making it possible to identify participants (Ayers, Caputi, Nebeker, & Dredze,
2018). “Differential privacy” has emerged as a paradigm that allows researchers or com-
panies to access sensitive data without breaching the privacy of individuals (Yang, Zhang,
Miklau, Winslett, & Xiao, 2012). Individuals’ information is protected by applying an al-
gorithm that injects random noise into the sensitive parts of the dataset, such as Laplace
mechanism (Dwork, 2006). This provides individuals with plausible deniability, since the
private information found in their record may be injected random noise.

6.4.10 Ethical Considerations

The foregoing discussion made some practical recommendations on steps to obtain ethi-
cal clearance and ensure compliance with data protection and privacy regulations. That
discussion focused entirely on issues related to evaluation studies involving human partic-
ipants. The recommendations made above ultimately boil down to three main principles,
namely Transparency, Protection of Privacy and Non-maleficence. It is worth noting that
all three emerged as salient in a recent review of AI ethics guidelines published worldwide
by different entities in the private and public sectors (Jobin, Ienca, & Vayena, 2019).15

The purpose of this section is to discuss the implications of these issues not only in
terms of their relevance for evaluation of developed systems, but also for NLG research
in general. This seems timely in view of ongoing debates on ethics in AI, and more
specifically in NLP, as reflected, for example, by the establishment of the ACL Workshop
on Ethics in NLP, which at the time of writing has gone through two editions.

Where evaluation studies are concerned, ethical considerations become more acute with
systems intended to be tested (or even deployed) in real settings, with participants sam-
pled from a specific target population. Considerations that arise in these contexts include
(a) whether the demands made on participants are reasonable; (b) whether special mea-
sures need to be taken to minimise the possibility of harm. As an example, consider an
NLG system intended for use in a fault-critical decision-support context. In an exper-
imental evaluation (that is, prior to actual deployment in production), such a system
may well result in faulty decisions due to errors or ambiguities. These can have nega-
tive consequences even though the setting is experimental, necessitating special steps to
supervise the evaluation and make its experimental nature transparent to participants.
Such steps were taken in the evaluation of the BT-Nurse system (Hunter et al., 2012),
during its period of deployment on-ward: nurses were asked to interact with the system
and give feedback under the supervision of an experienced research nurse. It was also

15Broadly, transparency refers to understandability and/or explainability of systems or procedures;
non-maleficence refers to the avoidance of harm; while privacy relates to the use of personal data, which
in our case is data obtained from human participants with their consent. It is worth noting that non-
maleficence is more frequently cited in the guidelines under review by Jobin et al. (2019) than beneficence,
which implies benefits or enhanced well-being to humans, something which most studies are typically
not equipped to guarantee.
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made clear that the output was intended for them to judge, and not for them to use in
patient treatment.

As for the broader ethical implications of NLG systems, perhaps the very question of
whether a system should be developed in the first place constitutes a form of evaluation
in its own right, albeit not so much of the system itself as of its underlying purpose and
guiding ideas. For this purpose, focus groups could be very useful. It is important to
acknowledge that some systems just should not be built (Baumer & Silberman, 2011),
and the advantage of ethical analysis is that it can be carried out before development.
Obviously, whether or not a system or model is likely to be misused is hard to ascertain in
advance. However, the relevance of this question is becoming clearer as large-scale NLG
models are developed which, by virtue of their high adaptability to multiple tasks and low
cost for non-expert users, can easily be deployed to generate high-volume content easily
and cheaply for nefarious purposes, such as spreading propaganda or misinformation (see
McGuffie & Newhouse, 2020 for a recent study on possible misuse of the GPT-3 model
Brown et al., 2020).

In this light, it is worth considering recent guidelines dealing with ethics in information
systems. Smiley et al. (2016) proposed an ‘ethics checklist for NLG systems’. Although
a checklist may be somewhat reductionist, it does provide a useful guideline for NLG
system development. A more general approach is Value-Sensitive Design, which asks
developers to consider the implications of technology for both direct and indirect stake-
holders (Friedman, Kahn Jr, Borning, & Huldtgren, 2013).16

Therefore, before development begins, it is important to consider the ethical
implications of the proposed system, with reference to ethics checklists for
NLG and a consideration of potential impact in stakeholders.

6.5 Discussion and Conclusion

We have provided an overview of the current state of human evaluation in NLG, and
presented a set of best practices. For convenience, Table 6.5 provides a summary of the
main recommendations arising from the foregoing discussion. This is a broad topic, but
we have attempted to be as complete as possible in our overview. While some of the
suggested practices are already common, others are still rarely attested in NLG. Do note
that the majority of recommendations pertain to the most common human evaluation
research in NLG (that is: an intrinsic, controlled, and quantitative research). Other
types of NLG research (extrinsic, uncontrolled, qualitative research) have not received

16For brainstorming about potential uses and abuses of NLG, one might use envisioning cards (Fried-
man & Hendry, 2012) or the Tarot cards of Tech (Artefact Group, n.d.). Extending this idea even
further, researchers in Human-Computer Interaction have recently started publishing design fictions:
fictional scenarios to explore the ethical implications of different kinds of technology (e.g., Baumer et
al., 2018; Lindley & Sharma, 2016).
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as much attention in the literature thus far, and deserve to be explored further in future
work.

Readers that have come this far in the chapter will not be surprised to hear that we
find human evaluation of NLG output important, and believe it should be done more
frequently and more systematically than currently is often the case. Partially, this is
because good automatic evaluation metrics are still hard to come by. Sometimes hu-
man evaluations can be seen to function as a stand-in for evaluation dimensions which
we cannot yet define properly. Questions such as “is this fluent?” or “is this accurate?”
are frequently asked to participants (although such questions are discouraged, see Sec-
tion 6.4.3), knowing that these are vague, ill-defined terms, but assuming that people
will have a reasonable understanding of these notions, which are not properly captured
in automatic evaluation metrics. In some sense, with such human evaluations we may be
kicking the can of explanation further down the line, until a better, possibly automated
insight in these dimensions arrives. However, even when better automatic measures will
become available, human evaluations will remain essential both to validate the metrics
and to provide independent evidence of their usefulness in different application domains.

Conducting a proper human evaluation is time consuming and expensive, which may not
be a welcome message in a fast-moving field such as ours. Indeed, we have been told
things like “With improvements being as rapid as they are, it seems like a bad idea to
put so much time into evaluation, because then by the time I can publish my results,
my system is already obsolete.” Of course, we sympathise with this sentiment, but at
the same time we strongly believe that even in these cases proper human evaluations
are important. How, after all, could we decide otherwise whether a seemingly small
improvement over the state-of-the-art is actually meaningful for human readers? Of
course, here it also depends on the precise goal of your algorithm or study, on the
availability of evaluation data and/or other constraints (e.g., to evaluate the speed of
your new algorithm no human participants are needed). But in general, it is fair to say
that doing proper experimental studies with human participants is hard (and certainly
harder than many people think). It could even be argued that we do too many of them. It
is arguably better to conduct less experiments, but reliable, preregistered, and suitably
powered ones, than more experiments which may be underpowered or unreliable and
hence of less value.

We hope that NLG researchers will become more aware of the positive effects of high qual-
ity evaluations. A well-executed human evaluation, as well as methodological pluralism
(intrinsic as well as extrinsic; qualitative and quantitative; exploratory and confirma-
tory, etc.), could help to broaden the understanding of the systems we develop (Lacity &
Janson, 1994). If the task-related issues are clear, they open up new avenues for further
development, which will benefit the progress in the field as well. Therefore we hope that
this overview will serve as a useful reference for NLG researchers, and help with carrying
out and improving the quality of human evaluations in Natural Language Generation.
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Link with Other Chapters

This chapter is connected to all the studies described in the previous chapters where
evaluation plays a role. Uncertainties about setting up an evaluation study design, as was
noted in Chapter 2, and Chapter 3, were the inspiration for this chapter. Furthermore,
the design of the (evaluation) study in Chapter 5 was directly based on the best practices
discussed in this chapter.
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Planning stage Recommendations

1. Determine the goal of the • The goal should be summarized in an explicit research question.
evaluation (§ 6.4.1) • Determine if you are testing hypotheses. Explicitly state these.

• Choose strong, representative baselines, and baselines that contex-
tualize the performance of the system.

2. Determine the type of • The type of evaluation (intrinsic/extrinsic; real-world/lab setting)
evaluation (§ 6.4.1) should depend on the goal and the constraints within which the eval-

uation takes place.
3. Determine the type of • Qualitative is preferred if the goal is to improve the system.
research (§ 6.4.2) • Quantitative is preferred if the goal is to judge the merit of the

system.
4. Define the constructs of • Determine whether to ask implementation or impact questions.
interest (§ 6.4.3) • Use separate criteria rather than an overall text quality construct.

• Choose criteria depending on the task and the goal of the research.
• Give formal definitions of the criteria and concrete examples in the
instructions before the questionnaire.

5. Determine the appropriate
scale (size) (§ 6.4.4)

• Use either multiple-item 7-point Likert scales, or a (continuous)
ranking task.

6. Determine sample (§ 6.4.5)
a. Kind of participants • Recruit a sample that reflects the target audience.

• Provide a detailed description of the sample’s demographics.
b. Number of partici-

pants
• Use large-scale rather than small-scale samples (for quantitative re-
search).
• For most designs and analyses, 100 or more participants are needed.
• Calculate the minimum sample size required with a tool such as
G*Power.
• Difficult coding tasks (which most NLG evaluations are) require
three or more annotators, more straight-forward tasks can do with
two to three.

c. Output sample • Select outputs for low, medium, and high-frequent inputs.
7. Further specify the study’s
design (§ 6.4.6)

• If feasible, choose a within-subjects over a between-subjects design.

• Try keeping the task simple and motivating for participants.
• Reduce practice effects with a practice trial.
• Reduce carryover effects by increasing the amount of time between
presenting different conditions.
• Reduce fatigue effects by shortening the task.
• Reduce order effects by showing conditions in a systematically varied
order.
• Reduce nonresponse bias by carefully considering the survey’s ap-
pearance.

8. Select a statistical ap-
proach (§ 6.4.7)

• If exploratory research is conducted, use exploratory data analysis
techniques.
• When there are clear hypotheses, use statistical significance testing
and report effect sizes.

9. (Optional) Preregister the
task (§ 6.4.7)

• If the evaluation is confirmatory, consider preregistration.

Execution/release stage Recommendations

1. Select an evaluation plat-
form (§ 6.4.8)

• Choose an appropriate platform based on time and cost constraints.

2. Develop the consent form
and debriefing (§ 6.4.8)

• Keep both consent form and debriefing statement as simple, short,
and clear as possible.

3. Apply for ethical clear-
ance (§ 6.4.8)

• Explicitly state that ethical clearance was obtained (plus Ethical Ap-
proval Code), and that the research is in compliance with the relevant
data protection legislation.

4. (Optional) Conduct a
pretest (§ 6.4.8)

• Consider pretesting when describing new instruments, or for manip-
ulation checks.

5. Conduct the evaluation • Conduct the study based on the aforementioned considerations.
6. Publish the raw data and
materials (§ 6.4.9)

• Try to make the raw data and all materials publicly available.

Table 6.5: List of stages and steps for conducting a human evaluation research of automatically
generated text, accompanied by best practices per step.
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CHAPTER 7

7.1 Summary of Research Findings

The starting point of this dissertation was the notion that current data-to-text systems
require significant manpower to be developed. Recently, we have seen a steep increase
in experiments to decrease this manpower requirement, which generally involve neural
methods. These neural methods show potential but still need extensive development in
terms of architecture, data, and evaluation before they can be more widely implemented
in real-world settings. These limitations formed the common thread throughout the
studies described in the previous chapters; focusing on (1) introducing novel architectures
for data-to-text generation with a focus on increased control over output production, (2)
introducing a new resource for data-to-text generation, and discussing ways to extend
this resource, and (3) mapping current evaluation practices and methods to conduct
a proper evaluation of automatically generated text. In total, four research questions
were explored across five studies which aimed to illuminate avenues of opportunity in
the further development of (learning-based) data-to-text specifically, but in some cases
also Natural Language Generation (NLG) in general. This general discussion will first
summarize the main findings related to architectures, data, and evaluation and link these
to the dissertation’s research questions. Next, general limitations and possibilities for
future work will be discussed, followed by an assessment of the potential for neural NLG
employment in real-world settings and a general conclusion.

7.1.1 Explicit Steps in the Neural Data-to-Text Architecture

One global distinction one can make in the current landscape of data-to-text systems is
between rule-based and neural systems. Rule-based systems are commonly associated
with a “pipeline” architecture, where the conversion of non-linguistic data into natural
language text happens in several explicit, consecutive steps, with each step commonly
represented in its own separate module (such as the architecture used in Chapter 2).
Designing these explicit modules generally means that applying the system to other
domains will need manual redesign of some elements of the system, even when trying
to minimize the amount of manpower needed in the design of the system, as was done
in Chapter 2. Therefore, neural architectures commonly aim to skip these explicit steps
and convert data into text directly with an end-to-end architecture. Such architectures
are argued to be more robust to a shift in domain (Kale & Rastogi, 2020), but they
lack control (Wiseman, Shieber, & Rush, 2018), making them more prone to generating
incorrect textual elements such as the “hallucination” of factoids that are not represented
in the data (Castro Ferreira, van der Lee, van Miltenburg, & Krahmer, 2019). Therefore,
a hybrid between the two architectures was experimented with in Chapter 3, which
investigated research question 1: What is the effect of adding explicit steps to neural
and statistical approaches on output quality? These steps focussed on delexicalization
(i.e., removing parts of texts that represent data to create a template-like sentence) and
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relexicalization (i.e., filling in the variables of the template-like sentence again to create
a full sentence).

Based on automatic metrics that aim to assess text quality, the architecture with explicit
steps did not lead to an increase in output quality when compared to its end-to-end
counterpart: similar or higher automatic scores were found for the end-to-end method.
However, the results from the human evaluation revealed a different pattern. There,
the delexicalization method showed the potential to increase output quality. Both the
statistical and the neural method achieved higher fluency, clarity and correctness scores
on several datasets with the architecture with explicit steps (vs. end-to-end). Specifically,
when datasets contained more heterogeneous language, the benefits of adding explicit
steps in the architecture seemed more pronounced. However, it should be noted that these
introduced delexicalization and relexicalization steps were designed in a rule-based way,
which still required manual efforts and were prone to errors if the rules were incorrectly
or inconsistently applied. Subsequent studies that explored the inclusion of such explicit
steps using neural methods, found these stepwise methods to lead to more unambiguous
improvements (see, for instance, Castro Ferreira et al., 2019; Jiang et al., 2020; Moryossef,
Goldberg, & Dagan, 2019a, 2019b; Wiseman et al., 2018).

7.1.2 New Resource for Neural Data-to-Text Training

Neural approaches are notoriously data-hungry, meaning that they need to be trained
on large quantities of data to perform well. This can be an issue for data-to-text gener-
ation, as capturing the required type of data—aligned data-text pairs—is rarely found
in real-world scenarios (Shimorina, Khasanova, & Gardent, 2019), which means that
manual efforts are necessary to create a dataset for a neural data-to-text system to be
trained on (Oraby, Harrison, Ebrahimi, & Walker, 2019). This is generally done using
“crowdsourcing” methods: researchers collect data, and have people verbalize it. How-
ever, the costs and manpower required to construct these datasets, means that current
datasets are limited to only a few domains, and that “underresourced” languages lack
good resources. Furthermore, the fact that crowdsource workers are instructed to ver-
balize small amounts of data in only a few sentences without much context may lead to
more precise control over parts of the linguistic and extralinguistic context (Zarrieß et
al., 2016), but that also means that you are prone to obtain a direct “translation” of the
data focused on high fidelity. In that case, training a neural data-to-text system on such
datasets will produce texts that are likely to be perceived as dry and static. The study
described in Chapter 4 therefore aimed to developing a new resource that is suitable
for the training of neural data-to-text systems. This is specified in research question 2:
How can a dataset for neural data-to-text generation be created with a focus on diverse,
naturally occurring texts?
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The CACAPO dataset described in Chapter 4 includes English as well as Dutch texts, and
revolves around four different domains (incidents, sports, stocks, and weather). The
method of creating this dataset was the opposite of how datasets are typically created
using crowdsourcing methods: human-authored texts written by journalists and weather
experts were collected and formed the starting point. Then, the underlying data for
each sentence was annotated by humans, which was a similar approach that Oraby et al.
(2019) used for the construction of their dataset. It was hypothesized that starting with
professionally written texts engenders more diverse, natural texts as they are not written
as direct translation of data. Various metrics were applied to investigate the diversity
and linguistic variation that was captured by CACAPO, and also to investigate the size of
the dataset. This was done in comparison to WebNLG (Gardent, Shimorina, Narayan,
& Perez-Beltrachini, 2017a, 2017b), a typical crowdsourced dataset.

The metrics showed that CACAPO is comparable in size to WebNLG in some ways (similar
number of instances, for example), but overall somewhat smaller (indicated mainly by
the smaller number of tokens). However, it does score higher on almost all lexical rich-
ness metrics (as indicated by the higher number of types, higher type-token ratio, more
unique bigrams and trigrams, etc.), indicating that this “reversed-creation process” in-
deed facilitates more linguistic diversity. However, this approach to dataset creation still
requires similar amounts of manpower compared to the typical crowdsourcing approach,
and training a raw sequence-to-sequence (RNN-based) deep learning data-to-text system
on the CACAPO dataset showed that it is a more challenging dataset to work with com-
pared to the datasets that are currently used most frequently (i.e. E2E and WebNLG
Gardent et al., 2017a, 2017b; Novikova, Dušek, & Rieser, 2017).

These limitations were further addressed in Chapter 5, which investigated if the required
manpower to create an appropriately-sized dataset for neural data-to-text generation can
be reduced by utilizing “synthetic” data (i.e. input data that was created automatically
by a computer, rather than manually through human effort). More specifically, two
methods of creating this synthetic data were used in the study. One where a neural
model was trained to produce variants of sentences in the original dataset, by changing
content words with synonyms or viable alternatives (data augmentation), and one where
a neural model was trained to automatically annotate underlying data from texts, similar
to what was done manually in Chapter 4 (pseudo-labeling). Then, a neural data-to-text
system that uses a state-of-the-art architecture was trained on the datasets created with
these methods to see if they provide an improvement in text quality. The goal of this
study is specified in research question 3: To what extent can the amount of aligned data-
text pairs, to train a neural data-to-text system, be automatically extended, and what is
the impact of different synthetic data creation strategies on textual output?

The study described in Chapter 5 found that the extensions seemed to garner positive
effects, even compared to the original state-of-the-art data-to-text model. Automated
metrics that aim to measure text quality as well as diversity, a quantitative human
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evaluation study, and an error analysis study, all clearly indicated that the pseudo-
labeling approach can increase both output diversity and quality in most of the cases (i.e.,
datasets). The data augmentation approach was mostly effective at increasing diversity
in the output, while the quality did not change noticeably compared to a data-to-text
model that did not include any extensions.

7.1.3 Standardization of Human Evaluation

Previous studies indicated that there are no standardized questionnaires or criteria that
measure text quality in a human evaluation study (Gatt & Belz, 2010; Hastie & Belz,
2014), which highlights the existence of a large variety of human evaluation methods
that may or may not be a proper assessment of an NLG system’s quality. This was
addressed by Chapter 6, where the current state-of-the-art for human evaluation in NLG
was investigated with the goal to formulate best practices for the field, as specified in
research question 4: What is the current state-of-the-art in human evaluation for NLG,
and what are best practices for the field?

The hypothesized lack of standardization, was investigated using a bibliometric study,
which looked at a sample of relevant papers on Natural Language Generation from recent
years. This study indeed supported the notion that there is a high degree of variation in
the way that evaluation studies are conducted—particularly in the case of human evalu-
ation. Notable was the high degree of variability in the used text quality criteria, which
also showed that different researchers might have different definitions of these criteria,
and also varied greatly in the way that they measured these criteria. Another notable
finding was the lack of detail in the description of various aspects of the evaluation, which
hinders the assessment of evaluation quality and of reproducability of the earlier works.
The second half of our study therefore described important choices that one may have to
make in the design of their human evaluation experiment. The starting point of a human
evaluation study should be choosing a design that fits the purpose and objectives that
one has for the study (which should be stated in a research question and/or hypotheses).
For instance, qualitative studies are a good option for researchers that want to improve
their system, while quantitative studies are better to assess the quality of a completed
system, and implementation questions are preferred to check if a system’s components
have been implemented successfully, while impact questions should be used if the goal
is to check if a system achieves its goals. An overview of these choices per evaluation
planning stage is found in Table 6.5.

7.2 Directions for Future Work

While specific suggestions for future work, that were generally based on the limitations
of the studies, can be found (and were discussed) in each of the chapters that describe
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individual studies, this section will zoom out and discuss the constraints of the studies
in a broader scope and also provide insights in how these constraints may be addressed
in future work. A general thing to note is that the systems built in our studies served
as proofs-of-concept and did not necessarily aim for task-defining state-of-the-art work,
so it should be apparent that almost any of these systems could be improved by a
more extensive ruleset, more complex neural architectures, hyperparameter tuning, etc.
However, in this section we will focus on more specific additions that delve into the
research design on a deeper level.

Firstly, the neural systems for data-to-text generation in Chapter 3 and Chapter 5 con-
centrated on the sentence level (or, in some cases, the multi-sentence level). Focusing
on this more constrained text level generally allows for a more accurate representation
of data. Furthermore, even though recent progress has been quite remarkable, current
language generation techniques (such as GPT-3 Brown et al., 2020) still struggle with
producing longer texts. For instance, correctly maintaining a coherent argument, or a
consistent narrative thread, without making illogical connections between sentences and
topics, is an issue that current-day long-form neural NLG has not solved yet (Elkins &
Chun, 2020). These struggles can be alleviated with a focus on shorter texts. However,
in order to apply the techniques described in Chapter 3 and Chapter 5 in a real-world
setting, the step towards producing full-fledged texts would still be necessary. Various
approaches to this “document/content structuring” (i.e., the task of ordering and divid-
ing content into sentences and paragraphs) have been developed in the past years (for
an overview of these approaches, see Faille, Gatt, & Gardent, 2020). Here, the dataset
creation process of the CACAPO dataset (see Chapter 4) can be advantageous as well: the
fact that the dataset originates from full texts, means that information such as previous
sentences, and sentence/paragraph position can be captured in the dataset as well. If
such information is stored and provided to a neural model, together with the input data,
one may be able to generate a full text on a sentence-by-sentence basis.

Another dataset-relevant improvement that can be made for the study presented in
Chapter 5 and the CACAPO dataset from Chapter 4 is the integration of original data,
rather than the manual/automatic annotation of data from texts that was used for these
studies. This entity resolution/text matching task (i.e., automatically connecting data
with corresponding text) has been of recent interest for some researchers (e.g., Ahmadi,
Sand, & Papotti, 2021). Many real-world companies have large collections of texts and
related data at their disposal, but are missing an explicit connection between the two.
Such a task could help to produce large quantities of extra data which can then also be
effortlessly updated as long as the data-format stays consistent. This may additionally
help to tackle issues with mistakes in the original manual data annotations that could
lead to bad texts.

There is also an ethical discussion to be had about the types of data that one should
and should not include in a dataset such as CACAPO. Especially in the context of the
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domains that describe gun violence and traffic incidents. The original authors of these
texts sometimes include details such as the full names of the perpetrators and victims,
their age, sex, ethnicity, etc. These details have been preserved and annotated in the
current dataset, so as to keep the original information intact and to try to reduce the
opportunity for hallucinations of a discriminatory nature. When a system explicitly
learns alignments between, for instance, ethnicity-related data and passages in the text
that describe ethnicity, omitting the ethnicity-related data for the text generation phase
may decrease the likelihood of generating texts that mention ethnicity.

However, this issue of computer-generated texts containing “problematic” elements is
widely seen in neural Natural Language Generation as a whole. Biased inputs commonly
lead to biased outputs, and the fact that most of the large-scale pre-trained language
models (like GPT-3 and BERT) have been trained on a large amount of internet data
that was collected without supervision, make systems prone to the risk of displaying
these internet-level biases when generating text (internet data has various inherent bi-
ases; see Bender, Gebru, McMillan-Major, & Shmitchell, 2021, for a discussion). One
way to handle such issues is by creating a GAN-like architecture, where one module
produces texts, and another rates texts as appropriate or not, which Xu et al. (2020)
have also successfully implemented in the context of chatbots. Simultaneously, datasets
such as CACAPO could also be a useful resource for more linguistically-oriented research
to investigate the degree to which biases exist in, for instance, gun violence reports. A
similar study by Merullo et al. (2019) has previously been conducted in the context of
American Football commentary.

Regarding evaluation, Chapter 6 has not offered solutions to some pressing matters
regarding human evaluation, due to a lack of existing literature. One of the fundamental
issues raised by the chapter, is the lack of standardization in regards to the questionnaires
being used and criteria being assessed. While recently, some progress has been made in
defining criteria that play a role in a general text quality judgment (Belz, Mille, &
Howcroft, 2020; Howcroft et al., 2020), it is still difficult for a researcher to design a
human evaluation study due to a lack of a concrete step-by-step guide which criteria
should be considered in which cases, and which questionnaires measure these criteria
most reliably. This can also be seen throughout the human evaluation studies in this
dissertation, which vary somewhat in the questions used to measure certain constructs.
Generally, there is still a lack of validated questionnaires at present, making it difficult
to assess to what extent the used questionnaires were valid and reliable. Future studies
should aim to create and study such questionnaires.
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7.3 Implications

The studies described in this dissertation had the aim of making the step towards imple-
menting data-to-text generation in real-world applications more manageable, by improv-
ing models, collecting more and better data and improving evaluation practices. This
was true, for example, for the studies described in Chapter 2 that were aimed at creating
an open-sourced data-to-text system that can be adapted to various situations, which
enables people to make use of data-to-text generation without requiring as much man-
power as designing one from scratch. Also, the other studies were aimed at decreasing
the barriers that hinder the implementation of (mainly neural) real-world data-to-text
applications, such as the lack of control over the output (Chapter 3), lack of resources
that are representative of real-world scenarios (Chapter 4), challenges concerning the col-
lection of ample data that can be used for neural training (Chapter 5), and uncertainty
about the actual performance of current systems due to a lack of appropriate assess-
ment methods (Chapter 6). Further developments on all these topics may help to bridge
the gap between academia and industry regarding the implementation of data-to-text
systems.

While the main focus of the dissertation was on data-to-text generation, the study de-
scribed in Chapter 5 may be interesting for other tasks as well. A focus could be placed
on tasks that transcend textual input and output modes. There is, for instance, a lack of
data-to-text systems that incorporate visual grounding and spoken language understand-
ing, which are important features to develop more capable and useful language genera-
tion systems (Zarrieß & Schlangen, 2018). Semi-supervised learning has also successfully
been applied for tasks that involve other modalities (see, for instance, the NoisyStudent
model for computer vision Xie, Luong, Hovy, & Le, 2020), and combining large-scale pre-
trained language models and semi-supervised learning can be especially interesting for
such tasks. A study by Reid, Yamada, and Gu (2020) found that language models can be
beneficial for multi-modal reinforcement learning. The authors trained a Transformers-
based language model and found consistent performance gains and a significantly faster
convergence speed over a vanilla Decision Transformer when trained on reinforcement
learning tasks unrelated to language. Language pre-training, in combination with semi-
supervised learning could therefore possibly be useful for several learning-based tasks
well outside the domain of (written) text production.

7.4 Conclusion

To conclude, this dissertation focused on the issue that data-to-text systems require a
lot of effort to be developed, and that methods to decrease this effort still need extensive
development. Throughout the dissertation, several meaningful ways to further decrease
this effort have been introduced, which may help to improve the quality of data-to-text

226



General Discussion

output on the one hand, and make them more useful in real-world applications on the
other.
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Er is tegenwoordig een gigantische hoeveelheid data beschikbaar (en deze hoeveelheid
blijft snel toenemen). Onder data verstaan we niet-talige informatie; denk bijvoorbeeld
aan weerinformatie, financiële gegevens, sportstatistieken, etcetera. Al dit soort data
heeft de potentie om onze levens te verbeteren, door ons begrip van de wereld te vergroten
en ons te helpen acties te ondernemen of beslissingen te nemen. De slaapgerelateerde
informatie die een smartwatch je bijvoorbeeld geeft kan de kennis over jouw slaapgedrag
vergroten en helpen om keuzes te maken die jouw slaapkwaliteit verbeteren. Maar in
heel veel gevallen is beschikbare ruwe data te veel en te onduidelijk om te begrijpen. We
hebben dan een hulpmiddel nodig om ons te helpen de data te begrijpen en een idee te
krijgen van de inzichten die het ons geeft.

Data-to-text systemen zijn bij uitstek bruikbaar als hulpmiddel voor het verwerken van
ruwe data. Dit zijn computerprogramma’s die data (bijvoorbeeld de dagtemperaturen,
hoeveelheid neerslag, windkracht, etc. voor een bepaalde locatie) automatisch omzetten
naar begrijpelijke, natuurlijke tekst (een weerbericht). Meer dan bijvoorbeeld grafieken
of statistieken, die voor de gewone mens nog steeds vaak moeilijk te begrijpen zijn, heeft
het samenvatten van informatie in tekstformaat de potentie om mensen echt kennis te
laten verwerven van onderliggende informatie. Ook omdat we aan de hand van tekst
uitleg kunnen geven over bijvoorbeeld de achtergrond, context, en voorwaarden van de
cijfers en statistieken die eraan ten grondslag liggen.

Dit is ook een reden dat bijvoorbeeld steeds meer nieuwsmedia geïnteresseerd zijn
in data-to-text systemen. Voor bepaalde onderwerpen zijn er enorme hoeveelheden
data beschikbaar (denk aan bijvoorbeeld statistieken over verkeersongevallen,
amateurvoetbalwedstrijden, of lokale verkiezingen) waarvoor het niet efficiënt is om één
of meerdere journalisten eraan te laten werken. In zulke gevallen kan het waardevol zijn
om gebruik te maken van een data-to-text systeem. Wat alleen opvallend is, is dat de
data-to-text systemen die in die praktijk vaak gebruikt worden technologisch nog niet
erg geavanceerd zijn. Ze maken gebruik van sjabloonteksten in combinatie met simpele,
handgeschreven, regeltjes voor de toepassing van die sjablonen. Deze regeltjes zijn vaak
door een programmeurs ontwikkeld op basis van hun intuïtie. De ontwikkeling van zo’n
systeem is ook erg tijdrovend: het schrijven van al die regeltjes kan al gauw heel complex
worden als de data ook complex is, en die regeltjes moeten voor iedere toepassing specifiek
ontwikkeld worden. Verder loop je met die sjabloonteksten al gauw ook het risico dat
teksten ook heel “robotachtig” worden. Je moet sjablonen namelijk vaak ontwerpen op
een manier dat ze algemeen toepasbaar zijn (voor meerdere situaties, en in verschillende
combinaties met andere sjablonen), terwijl teksten vaak een stuk natuurlijker lopen als
ze echt specifiek voor een situatie ontwikkeld zijn.

De academische wereld is ook steeds kritischer gaan kijken naar die “traditionele”
data-to-text systemen. Met de introductie van eerst de statistische, en nu de zelflerende
neurale modellen, is het in theorie mogelijk om de stap van het handmatig regels en
sjablonen schrijven over te slaan en dit aan de computer over te laten. Dit zou dan niet
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alleen betekenen dat het ontwikkelen van de systemen efficiënter wordt, en makkelijker
toe te passen is op verschillende situaties. Maar als de computer het regels leren ook
competent doet, dan kan de computer de onderliggende logica van een tekst beter gaan
begrijpen dan een programmeur dat kan doen met handgeschreven regels. Dit zou op
zijn beurt resulteren in meer situatiespecifieke en natuurlijke teksten.

Waarom worden dan vrijwel geen neurale data-to-text systemen in de industrie gebruikt?
Dit heeft te maken met een aantal beperkingen van neurale modellen op dit moment. Ten
eerste heb je daar te maken met een zogenaamde “black box” architectuur: een neuraal
model probeert in dit geval de onderliggende logica van het schrijven van een tekst te
leren, maar als wij mensen willen weten wat voor onderliggende logica het model precies
gevonden heeft, dan hebben we pech. Die logica is zo gecodeerd in het model dat wij dat
niet kunnen bekijken. In het verlengde daarvan: als een programmeur regels schrijft, dan
kan er heel goed in de gaten gehouden worden dat alle data op een correcte en volledige
manier naar een tekstformaat wordt vertaald. Dit is niet mogelijk met neurale modellen,
waardoor er het risico bestaat dat belangrijke informatie weggelaten wordt in de tekst,
verkeerd geïnterpreteerd wordt, of zelfs hele nieuwe informatie verzonnen wordt. Als
laatste is het lastig dat neurale modellen onderliggende logica moeten leren. Net als
mensen, leren neurale modellen van voorbeelden, maar hiervoor hebben ze een heleboel
relevante voorbeelden (trainingdata) nodig. Voor data-to-text systemen betekent dit
voorbeelden van data, gepaard met de tekstuele vertaling. Zoiets komt bijna niet in een
natuurlijke setting voor, wat betekent dat het veel investering qua tijd en geld kost om
genoeg voorbeelden te creëren.

Dit proefschrift richtte zich op de hierboven beschreven uitdagingen van regelgebaseerde
data-to-text systemen enerzijds, en neurale modellen anderzijds. Eerst werd een nieuw
regelgebaseerd data-to-text systeem geïntroduceerd met een modulaire architectuur,
waarvan het doel was om de gegenereerde tekst natuurlijker te doen voelen, en
gemakkelijke aanpassingen aan het systeem te faciliteren. Verder werd er voor neurale
modellen een manier onderzocht om meer inzicht te krijgen in de vertaling van data naar
tekst door expliciete stappen toe te voegen aan dit proces. Ook werden nieuwe manieren
bekeken om betere trainingdata voor neurale modellen te creëren en deze op een efficiënte
wijze te vergaren. Als laatste werd er kritisch gekeken naar hoe automatisch gegenereerde
teksten—zoals de teksten die een data-to-text systeem genereert—geëvalueerd worden in
de wetenschap.
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Regelgebaseerde data-to-text systemen: meer natuurlijke tekst en
gemakkelijkere aanpassingen

In hoofdstuk 2 werd PASS geïntroduceerd: een regelgebaseerd data-to-text systeem
voor het genereren van voetbalverslagen op basis van wedstrijdstatistieken. De
onderliggende architectuur van PASS was modulair, dit betekent dat aanpassingen aan,
en uitbreidingen van, het systeem relatief makkelijk te maken zijn. Verder was het doel
van PASS om naast een “neutraal” sportverslag ook twee verslagen voor fans van beide
teams die betrokken zijn bij de wedstrijd te genereren. De sjablonen die hiervoor gebruikt
werden, waren gebaseerd op geschreven voetbalverslagen afkomstig uit (online) kranten
(in het geval van het neutrale verslag) of van clubwebsites (in het geval van de verslagen
voor fans). Het onderliggende idee hiervan was dat het presenteren van een tekstvariant
die aansluit bij het profiel van de lezer, samen met het gebruik van sjablonen die van
professionele schrijvers afkomstig zijn, de gepercipieerde kwaliteit van de teksten ten
goede zou komen en daardoor ook het leesplezier zouden verhogen. Of dit daadwerkelijk
zo was, werd vervolgens getoetst door middel van drie evaluatiestudies.

Bij studie 1 was het doel om de teksten gegenereerd door PASS te vergelijken met
mensgeschreven teksten. Aan participanten (n = 60) werd gevraagd om 10 teksten
(5 mensgeschreven teksten, 5 teksten gegenereerd door PASS) te beoordelen. De
resultaten toonden dat participanten de mensgeschreven teksten meer helder en vloeiend
vonden, maar dat de computergegenereerde teksten de informatie op meer correcte wijze
weergaven. Verder waren participanten over het algemeen goed in staat om de doelgroep
van de tekst te identificeren, en vonden ze het moeilijk om de computergegenereerde
teksten van de mensgeschreven teksten te onderscheiden. Bij de open-tekst opmerkingen
werden iets meer negatieve opmerkingen gevonden bij de computergegenereerde teksten
en iets meer positieve opmerkingen bij de mensgeschreven teksten.

Studie 2 onderzocht het effect van de module die doelgroepspecifieke teksten genereert.
De verwachting was dat mensen een tekst meer plezierig zouden vinden als zij tot de
geïntendeerde doelgroep behoren. Participanten (n = 171) die zichzelf identificeerden als
fans van Ajax, PSV, en Feyenoord kregen ofwel een computergegenereerde tekst te lezen
waarbij zij behoorden tot de geïntendeerde doelgroep, ofwel een computergegenereerde
tekst voor fans van het andere team. Hier werd echter geen verschil gevonden:
participanten vonden de teksten even zo aantrekkelijk en begrijpelijk, of ze nu onderdeel
waren van de geïntendeerde doelgroep of niet.

In studie 3 werd een user test uitgevoerd op de redactie van een Nederlandse krant.
Journalisten (n = 5) kregen door PASS gegenereerde teksten te lezen. Vervolgens werden
ze gevraagd om hun mening te geven over de kwaliteit van deze teksten en om deze teksten
te herschrijven om ze geschikt te maken voor de krant. De journalisten herschreven het
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merendeel van de PASS-gegenereerde teksten grondig, wat mogelijk te maken had met
een gebrek aan variatie en ontbrekende informatie.

Samenvattend toonden deze studies dat door PASS gegenereerde teksten relatief positief
beoordeeld werden en de potentie hebben voor gebruik op de nieuwsredactie, al werden
mensgeschreven teksten nog wel iets positiever gepercipieerd.

Neurale/statistische systemen: meer expliciete stappen van data naar tekst

In hoofdstuk 3 werd een nieuwe architectuur geïntroduceerd voor neurale en
statistische benaderingen van data-to-text generation. Doorgaans transformeren neurale
en statistische modellen data in tekst op een end-to-end manier (zonder expliciete
tussenliggende stappen). In dit hoofdstuk werden end-to-end systemen vergeleken met
systemen waarbij expliciet stappen van delexicalization en relexicalization toegevoegd
werden aan het proces. Daarbij werd data eerst omgezet naar een sjabloonformaat
(= specifieke data is vervangen door een tijdelijke aanduiding), genereerde het systeem
vervolgens teksten in een sjabloonformaat, en worden de lege delen in de sjabloonteksten
aan het einde van het proces ingevuld, zodat er een volledige zin ontstond.

Het effect van deze expliciete stappen werd voor verschillende datasets
(computergegenereerde vs. mensgeschreven, en sport vs. weer) onderzocht.
Automatische metrieken lieten over het algemeen geen effect zien van deze toegevoegde
stappen, maar een menselijke evaluatie (n = 24) vond meer optimistische resultaten.
Voornamelijk voor correctheid leken deze toegevoegde stappen een positief effect te
hebben. Verder liet het statistische systeem iets duidelijkere positieve effecten zien van
die extra stappen. Voor het neurale systeem hing dit effect af van de dataset. Met name
bij de mensgeschreven datasets hadden deze extra stappen positieve effecten voor het
neurale systeem.

Datasets voor neurale data-to-text systemen: meer “menselijke” voorbeelden
en minder arbeidsintensieve verzameling

Hoofdstuk 4 introduceerde de CACAPO dataset voor (neurale) data-to-text generation.
Deze dataset heeft een Nederlandse en een Engelse variant en omvat meerdere domeinen
(sport, weer, aandelen, en incidenten). Waar vergelijkbare data-to-text datasets de data
als basis namen, en vervolgens aan mensen vroegen om deze data te verbaliseren, is
bij CACAPO een omgekeerde aanpak gekozen: teksten geschreven door journalisten en
meteorologen dienden als basis voor de dataset, waarbij vervolgens de bijbehorende data
handmatig geannoteerd werd. Dit zou in theorie meer natuurlijke en gevarieerde teksten
op moeten leveren dan bij vergelijkbare datasets het geval is.
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Statistieken waarbij CACAPO vergeleken werd met één van de meest populaire data-to-text
datasets op dit moment, lieten zien dat de CACAPO dataset qua formaat weliswaar kleiner
is, maar diverser en ingewikkelder is qua taalgebruik, wat een interessante uitdaging
kan bieden voor neurale data-to-text systemen. Dat dit een uitdaging is, liet een eerste
experiment met een neuraal data-to-text systeem zien. Deze leek moeite te hebben met
het genereren van adequate tekst.

Naar het kleinere formaat en de uitdaging om een neuraal data-to-text systeem te trainen
op CACAPO werd in meer detail gekeken in hoofdstuk 5. Waar de data handmatig
geannoteerd is bij teksten in de oorspronkelijke CACAPO dataset in hoofdstuk 4, daar
werd in hoofdstuk 5 gekeken of het proces van meer geschikte voorbeelden verzamelen
te automatiseren is, en of de inclusie van deze automatisch vergaarde voorbeelden
een positief effect zou hebben op de teksten die gegenereerd worden door een neuraal
data-to-text model. Er werden twee varianten uitgeprobeerd om nieuwe voorbeelden voor
de dataset te genereren: (1) pseudo-labeling, waarbij data automatisch bij nieuwe teksten
geannoteerd werd, zoals dat bij de oorspronkelijke CACAPO dataset handmatig gebeurde,
en (2) data augmentation, waarbij voor een datapunt automatisch diverse varianten van
de oorspronkelijke tekst werden gegenereerd. Vervolgens is gekeken of de toevoeging van
deze twee semi-supervised learning methodes de gegenereerde teksten door een neuraal
data-to-text systeem beter en diverser maakten.

De resultaten van automatische metrieken die tekstkwaliteit meten, lieten geen duidelijk
effect zien. Maar de menselijke evaluatie (n = 193) toonde dat vooral de pseudo-labeling
benadering positieve effecten had op de kwaliteit van de gegenereerde teksten, zowel
voor correctheid, grammaticaliteit, en vloeiendheid van de tekst. Verder leverde deze
benadering ook meer diverse teksten op voor sommige datasets. De teksten die
gegenereerd waren met de inclusie van data augmentation leverden qua kwaliteit geen
verbetering op, maar leverden wel meer diverse teksten op bij een aantal datasets.
Een foutenanalyse (n = 7) werd vervolgens uitgevoerd om te kijken op welk vlak
pseudo-labeling het precies beter deed. Hier kwam niet duidelijk één foutencategorie
naar voren, maar werden er in het algemeen minder fouten gemaakt met pseudo-labeling.

Samengevat lieten deze resultaten zien dat het creëren en uitbreiden van een dataset als
CACAPO in potentie weinig moeite hoeft te kosten als het in combinatie met bijvoorbeeld
pseudo-labeling wordt gedaan.

Evaluatie van automatisch gegenereerde tekst: gebrek aan standaardisatie

Als laatste is in hoofdstuk 6 gekeken naar de evaluatiepraktijken binnen het
Natural Language Generation domein, waar data-to-text generation toe behoort. Een
beschouwing van recente studies in het veld liet zien dat er een hoge mate van variatie
is hoe automatisch gegenereerde tekst geëvalueerd wordt. Er zijn niet alleen grote
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verschillen in de evaluatiecriteria (“welke onderdelen bepalen de tekstkwaliteit?”), maar
ook is er weinig overeenstemming in de beste manier om deze criteria te meten. Verder
is er ook een algemeen gebrek aan detail in de rapportage van evaluatiestudies in het
veld. Vervolgens werd in dit hoofdstuk een lijst van aanbevelingen opgesteld voor het
plannen en het uitvoeren van een goede evaluatiestudie. Bij het plannen van de studie
werden bijvoorbeeld kwesties besproken als het afstellen van het doel van de evaluatie en
het type evaluatie, het bepalen van de steekproefgrootte, het bepalen van een geschikt
onderzoeksontwerp, en het kiezen van de juiste statistische toets. Voor de uitvoering
werden aspecten aangekaart zoals het kiezen van een geschikt platform om de studie af
te nemen, het verkrijgen van ethische toestemming, en het publiceren van de data. Door
in te zoomen op (onder andere) deze kwesties, is geprobeerd om meer duidelijkheid te
geven in de zaken die van belang zijn bij een evaluatiestudie, en een eerste stap te zetten
richting standardisatie van evaluatiestudies binnen het Natural Language Generation
domein.

Conclusie

Door een focus op regelgebaseerde data-to-text systemen enerzijds en neurale data-to-text
systemen anderzijds, is in dit proefschrift gepoogd om de uitdagingen van deze
systemen, die de implementatie in de echte wereld belemmeren, te adresseren. Hierbij
werd voornamelijk gekeken naar de ontwikkeling van proof-of-concept systemen. Met
andere woorden: het ging hier om systemen die verdere doorontwikkeling vereisen om
daadwerkelijk de stap naar de echte wereld te kunnen maken. PASS, een regelgebaseerd
data-to-text systeem, toonde de potentie voor “vermakelijke”, computergegenereerde,
teksten. Al vereist dit nog iets meer doorontwikkeling, bijvoorbeeld door de inclusie
van meer soorten data, en het gebruik van “tussenzinnen” die niet zozeer verslag
doen van data, maar de connectie tussen zinnen die data bespreken helder maken.
De ontwikkeling van een statistisch en neuraal data-to-text systeem met expliciete
tussenstappen suggereert een meerwaarde van zo’n architectuur, wat in vervolgonderzoek
meer ondersteuning heeft gekregen. De CACAPO dataset is voor twee talen (Engels
en Nederlands) en vier domeinen (sport, weer, aandelen, en incidenten) ontwikkeld,
maar zou gebaat zijn bij uitbreidingen naar nog meer talen en domeinen. Iets wat
met semi-supervised learning technieken gefaciliteerd zou kunnen worden. Als laatste
werd een beeld geschetst van de evaluatiepraktijken binnen het domein van Natural
Language Generation, waaruit blijkt dat er een gebrek is aan standardisatie. Hierbij
zijn weliswaar eerste aanbevelingen gedaan, maar meer studies zijn nodig om tot goede,
algemene standaarden te komen.

De bevindingen van dit proefschrift hebben mogelijk implicaties voor het gebruik
en de ontwikkeling van data-to-text systemen in niet-academische settings. De
gedane onderzoeken kunnen bijdragen aan een beter begrip en het verlagen van de
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ontwikkelingskosten van dit soort systemen. Dit proefschrift toont daarbij met name
de meerwaarde van een meer “open” architectuur van de systemen, betere data(sets), en
betere evaluatiepraktijken. De hoop daarbij is dat verdere ontwikkelingen ervoor kunnen
zorgen dat de bevindingen succesvol geïmplementeerd worden in de echte wereld.
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There is a tremendous—and exponentially increasing—amount of data available in the
modern world. Data, in this context, means non-linguistic information: weather infor-
mation, stock market numbers, sports statistics, etcetera. All these types of data have
the potential to transform our lives, by improving our world knowledge, or by providing
us with the support to make decisions and change behavior. For instance, sleep related
information on your smartwatch can help you gain more knowledge about your sleeping
behavior, which in turn may help you make decisions that improve your sleep quality.
However, in many cases, the collection of raw data is too expansive and too complex to
understand. To make such raw data understandable, we would need tools that help put
a spotlight on the important insights that the data may contain.

Data-to-text systems are especially viable as a tool for processing raw data. These
are computer programs that can convert data (e.g., local day temperatures, amount of
precipitation, wind speed, etc.) to an understandable, natural, fluent text (a weather
report). Summarizing information in a text format has the potential to make underlying
data comprehensible, even more so than statistics or data visualisations, because text
provides the opportunity to explain the background, context, and caveats associated with
the underlying data.

This also explains why news media are increasingly interested in data-to-text systems.
Vast amounts of data are available for some topics (e.g., traffic incident statistics, amateur
soccer matches, local municipality elections), but it would be too much of a laborious
task to have one or more journalists report on this data. It could be valuable in such cases
to make use of a data-to-text system. Surprisingly, though, is that when news media
opt to use such a “robot journalist”, they generally prefer one that is technologically not
very advanced. The common data-to-text systems in the industry use a template-based
approach in combination with simple, handcrafted rules that determine which template
to apply in which situation. These rules are generally developed by a programmer based
on their intuition, which may or may not be correct. Furthermore, developing such a
system is demanding in terms of time and resources: manually crafting a set of rules
is possible if the data is simple and straightforward, but when the data becomes more
complex, rules will also become more complex. Another limitation is that most rule-
based data-to-text systems are single-purpose only: they can only be used for the specific
topic they have been developed for, and if you want to use such a system for a different
topic, you would need to create a whole new system. Finally, there are issues with the
texts that are generated by these template-based data-to-text systems, as they tend to
be quite “robotic” because you need to develop these templates in a way that makes
them applicable to multiple situations in combination with multiple other templates,
while texts feel much more natural if they have been developed specifically for a specific
situation.

This also explains why academia has started to move away from these “traditional” data-
to-text systems. With the introduction of statistical, and later on self-learning, neural
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models, it is now theoretically possible to skip the step of manually crafting rules and
templates by leaving this to the computer. This would mean that developing systems
becomes more efficient and that these systems are easier to apply to multiple domains.
Furthermore, if a computer is capable of learning rules competently, it will be able to
capture the underlying logic of a text better than a programmer will be able to capture
it with handcrafted rules. This, in turn, would lead to more situation-specific, and thus
more natural texts.

Why is the industry so hesitant to use neural data-to-text systems then? This has to
do with a number of limitations of current neural models. First of all, neural models
have a so-called “black box” architecture: a neural model tries to learn the underlying
logic of a text, but it is impossible for us humans to take a look at the underlying logic
that the model has learned. This logic is encoded in such a way that we humans cannot
understand. Related to that: when a programmer is developing rules for a data-to-text
system, they can focus on making sure that all data is converted into text in a precise
and thorough manner. This is not possible with neural models, which means there is a
risk that important information is omitted or misinterpreted, or that brand new (false)
information is made up. Finally, the fact that neural models need to learn underlying
logic can be problematic. Neural models learn from examples, just like humans, but
they would need large sets of relevant examples (training data) to do so. For data-to-
text systems, this would mean examples of non-linguistic data, paired with a textual
verbalization of this data. Such pairings rarely occur in a natural setting, which means
you would manually need to construct these examples, which requires significant efforts.

This dissertation aimed to address the aforementioned challenges of template- and rule-
based systems on the one hand, and neural models on the other. First, a new rule-based
data-to-text system was introduced with a modular architecture. The goal of this system
was to generate texts that feel natural, and to facilitate relatively effortless modifications
to the system. Then, the focus changed to neural models. A neural architecture was
developed that aimed to give more insight into the data-to-text conversion process by
adding explicit steps to this process. Furthermore, a novel way to collect better training
data for neural models was introduced, and a method to collect such training data
efficiently was tested. The dissertation concludes with a critical assessment of the way
that automatically generated text—such as the texts generated by data-to-text systems—
are evaluated in academia.
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Overview of studies and key findings

Rule-based data-to-text systems: more natural text and effortless modifica-
tions

Chapter 2 introduced PASS : a rule-based data-to-text system that can generate soccer
reports based on match statistics. The underlying architecture of PASS was modular,
which means that modifications and extensions of the system should be relatively easy
to make. Additionally, the goal of PASS was to generate multiple reports per match: one
“neutral” report, and two reports for fans of both teams that were involved in the match.
The templates used for these reports were based on written soccer reports that originate
from (online) newspapers (in the case of the neutral report) or club websites (in the case
of the fan reports). It was hypothesized that the use of these more natural templates,
together with taking the reader’s background into account for the report, increases the
perceived text quality, and thus the enjoyment one would get out of reading the text.
This was evaluated in three evaluation studies.

The goal of study 1 was to compare texts generated by PASS with human-written texts.
Participants (n = 60) were asked to rate 10 texts (5 human-written texts, 5 PASS-
generated texts). The results show that participants perceive the human-written texts
as more clear and fluent, but that PASS-generated texts report the information in a more
correct way. Additionally, participants were generally capable of identifying the intended
target audience, and found it difficult to identify whether the text was written by a
human or a computer. The open-text comments show more negative remarks towards
the PASS-generated texts and more positive remarks towards the human-written texts.

Study 2 studied the effect of the tailoring module that produces texts for different target
audiences. The expectation was that people would find a text more enjoyable if they were
part of the intended target audience. Participants (n = 171) who identified themselves
as fans of Ajax, PSV, and Feyenoord were either given a PASS-generated text that was
tailored to fans of the team they supported, or tailored to fans of the other team. No
difference was found in terms of enjoyment and understandability: participants rated the
texts equally on these criteria regardless if they were part of the intended target audience
or not.

Study 3 was a user test with the staff of a Dutch newspaper. Journalists (n = 5) were
given PASS-generated texts and were asked to give their opinion on the quality of these
texts. Additionally, they were asked to rewrite these texts to make them suitable for
the newspaper. Statistics showed that journalists rewrote most of the PASS-generated
texts, which may have had to do with a lack of linguistic/stylistic variation in the texts
and the lack of certain pieces of information in the report.
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In sum, the studies showed that PASS-generated texts were qualitatively decent and that
they have the potential to be used in the newsroom, even though they were generally
rated a bit less positively than human-written texts.

Neural/statistical systems: more explicit steps in the data-to-text conversion
process

Chapter 3 introduced a new architecture for neural and statistical models for data-
to-text generation. Most commonly, neural and statistical models convert data into
text in an end-to-end way (without explicit intermediate steps). This chapter compared
this end-to-end approach with an approach that incorporated explicit delexicalization
and relexicalization steps in the process. This meant that data was first converted to
a template format (= specific data is replaced by a placeholder gap), then the system
would also generate text with a template-structure, and finally the placeholder gaps of
the templates were filled, which resulted in a full-text sentence.

The effect of these explicit steps was studied for various datasets (computer-generated
vs. human-written, and sports vs. weather). Automatic metrics did not show a clear
effect of the added explicit steps, but a human evaluation (n = 24) found more optimistic
results. Especially for correctness, adding these explicit steps seemed to have a positive
effect. The statistical model showed clear benefits of the approach with explicit steps.
For the neural system, the effects seemed less pronounced, but these additional explicit
steps did show positive effects for the human-written datasets.

Datasets for neural data-to-text systems: more “human” examples and less
laborious collection

Chapter 4 introduced the CACAPO dataset for (neural) data-to-text generation. This
dataset has both a Dutch and English variant, and encompasses multiple domains (sports,
weather, stocks, and incidents). Comparable data-to-text datasets took the data as
the starting point, and asked humans to verbalize this data, but for the development
of CACAPO this approach was reversed: texts written by professional journalists and
meteorologists were the starting point, and the corresponding data was then annotated
manually on a sentence-level. This should theoretically result in more natural and varied
texts compared to other data-to-text datasets.

Various statistics were used to compare CACAPO to one of the most popular data-to-text
datasets at this moment. These statistics showed that CACAPO may be smaller at the
moment, but it is also more diverse and more complex in its language, which makes
it an interesting challenge for neural data-to-text generation. An initial experiment
indeed showed how challenging it was. The data-to-text system seemed to struggle with
generating texts of decent quality.
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The smaller-scale of CACAPO was addressed in chapter 5. As noted, data was manually
annotated in the construction of the CACAPO dataset. Chapter 5 looked at methods that
could automate this annotation process, and additionally attempted to study whether the
inclusion of these automatically annotated examples was beneficial for the quality of texts
that were generated by a neural data-to-text system. Two methods were studied that
could automatically generate new examples for the dataset: (1) pseudo-labeling, which
automatically annotated the data for new texts in a similar way as was done manually
for CACAPO, (2) data augmentation, which generated new variants for an example text by
replacing words in that text with semantically similar words. The addition of examples
created by these two semi-supervised learning methods was then studied to see if they
help to make the texts generated by a neural data-to-text system better and more diverse.

The results of the automatic metrics of text quality did not show a clear effect. However,
the human evaluation (n = 193) showed that especially pseudo-labeling has positive
effects on the quality of the generated texts in terms of correctness, grammaticality, and
fluency of the text. For some of the investigated datasets, this approach also results in
more diverse texts. The inclusion of data augmentation did not lead to an increase in text
quality, but did lead to more diverse texts for a number of datasets. An error analysis (n
= 7) was subsequently performed to investigate on which aspects texts generated with
pseudo-labeling seemed to have the edge. No specific error category seemed to affect
the text quality, but its superior quality seemed due to less errors overall compared to
data-to-text systems without pseudo-labeling.

In sum, the results showed that creating and extending a dataset such as CACAPO does not
have to be a laborious task if it is done in combination with an automatization method
such as pseudo-labeling, for example.

Evaluation of automatically generated text: lack of standardization

Finally, chapter 6 looked at evaluation practices within the domain of Natural Lan-
guage Generation, which data-to-text generation is part of. The first part of the chapter
reported a review of recent studies within the field showed that there is a high degree of
variability in the way that automatically generated text is evaluated. Not only are there
large differences in evaluation criteria (“which aspects determine text quality?”), but
there is also little agreement in the optimal way to measure these criteria. Furthermore,
there is a general lack of detail in the reporting of design choices. This chapter followed
this review up with recommendations on how to plan and execute an evaluation study.
For the planning of the evaluation study, recommendations were given for determining
the goal of the study, the type of evaluation, the sample size, an appropriate design, and
the right type of statistical testing. For the execution stage, topics such as choosing the
right platform for the study, obtaining ethical approval, and publishing the data, were
addressed. The goal of the chapter was to provide more clarity on all these, and more,
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choices that one has to make when executing an evaluation study, which should serve as
a first step towards standardization of evaluation studies within the domain of Natural
Language Generation.

Conclusion

This dissertation attempted to address the challenges of data-to-text systems that ham-
per real-world implementation, by focusing on rule-based data-to-text systems on the one
hand, and neural data-to-text systems on the other. This resulted in the development
of proof-of-concept systems. In other words: the systems developed for this dissertation
require more development to actually make the step towards real-world implementation.
PASS, a rule-base data-to-text system, showed the potential for “enjoyable”, computer-
generated texts. However, it needs to be extended, for instance by including more data
in the report, and by using “connecting sentences” that do not necessarily report on data,
but make the connection between data-reporting sentences more clear. The development
of a statistical and neural data-to-text system with explicit steps suggests benefits of
such an architecture, which has also been supported by more recent studies. The CACAPO
dataset only contains two languages (English and Dutch) and four domains (sports,
weather, stocks, and incidents), but would benefit from extensions towards more lan-
guages and domains. Something that could be facilitated by semi-supervised techniques.
Finally, a plea was given for the improvement of evaluation practices within the field of
Natural Language Generation, to obtain a better understanding of the current state of
language-generating systems, as well as the current challenges that the field is facing. To
make these improvements, more research is necessary that addresses the current lack of
standardization in the field.

The findings in this dissertation may have implications for the use and development of
data-to-text systems in non-academic settings. The studies can contribute to a better
understanding of these types of systems, which would help to make development more
efficient. The dissertation emphasizes the added value of a more “open” architecture of
data-to-text systems, better data(sets), and better evaluation practices. The hope is
that further developments can help to successfully implement these findings in the real
world.
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“There are downsides to being this
smart”: Why Simpletons Hate Me
For Being An Academic Genius
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On a recent visit to an AI workshop at a prestigious university in the great state of
Massachusetts, I was delighted when a thick-spectacled employee crawled over multiple
rows of lecture hall seating, with a Best Paper Award in one hand, knocking down
multiple MacBook Pros as he went.

“This is from our Head of Department,” he stuttered, “he’s honored that you have de-
cided to grace us with your presence, and hopes that you will hear something that will
contribute to your tremendous amount of knowledge today.”

You are probably thinking “what a weird anecdote”. But while it is certainly an anecdote,
it wasn’t weird. At least, not for me. With the completion of this dissertation, and
reaching new heights in academia along the way, there is no denying that my knowledge
and research skills are truly exceptional. World-famously exceptional, I must add. People
regularly stop me in the streets and, knowing of my savant-like ability to scrape data
from online sources, ask me if I can look up the right train to Heerlen or Rotterdam. I
don’t mind using the Library of Alexandria that is my brain for some transit help, but
it can become a heavy cross to bear sometimes.

Take the time I visited an NLP conference in my home country. After telling the desk
worker my name, she immediately offered me a free (yes, free) Dopper water bottle and
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