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“Remember to look up at the stars and not down at your feet. Try to make 

sense of what you see and wonder about what makes the universe exist. Be curious. 

And however difficult life may seem, there is always something you can do and 

succeed at. It matters that you just don’t give up.” 

– Stephen Hawking 
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Language is an integral part of our life. Our words do not just exist to transfer objective 

knowledge from one person to another, we also use them as tools to communicate our 

thoughts and our feelings. Especially when we cannot see or hear each other, we rely 

on these little, seemingly arbitrary combinations of symbols to make ourselves 

understood – and more often than not, this understanding goes beyond the most 

obvious meaning. The phrase “Do you feel me?”, inquiring not only about the 

understanding but also the empathy of a conversation partner, has developed for a 

reason. Even when it might not be the intention of an author, the way they feel 

resonates in their words, and, conversely, even when the author did not express any 

particular state of mind, the reader might reinterpret a text as emotionally meaningful 

based on their own experiences. Exactly this emotional meaning of words is the central 

topic of this dissertation.  

 That emotions can influence how we communicate is neither a new nor a 

surprising observation and has been demonstrated by past research. For example, we 

can be relatively ruder (Forgas, 1999a) when we are happy compared to when we are 

sad. If we are in a bad mood, we also expect the ending of a story to be negative (Egidi 

& Gerrig, 2009). The same emotion can even have different effects based on the 

context it appears in: while expressing anger appropriately, for example, because 

someone treats us unfairly, can help us with negotiations, inappropriate anger may 

worsen our skills as negotiators (Adler et al., 1998; Van Kleef & Côté, 2007). Similarly, 

anxiety can be just as facilitating as it can be debilitating for us when we are learning 

and speaking a language (Scovel, 1978; Sevinç & Backus, 2017). Since we tend to 

process words with affective meanings faster (Kousta et al., 2009), they also tend to 

be generally more prominent and important in our everyday lives than neutral 

information. Writing about emotional experiences can even help us feel better 

(Pennebaker, 1997). Overall, our emotions appear to be strongly linked to the way we 

perceive and produce language, although how both systems are linked exactly is not 

entirely clear yet (cf. van Berkum, 2018). 

 In this dissertation, we will study precisely this interaction of language and 

emotion. In particular, we will focus on how affect can be transferred by and traced in 

individual words, how susceptible these affective words are to context, and how well 

they reflect our actual affective state and intentions. Yet, before I discuss the topics of 

each chapter of this dissertation, I will first provide the foundations on which our ideas 

and research questions were built. I will begin with a brief introduction to language 

and emotion process models. Subsequently, I will review existing work on the 

combination of affect and language production and perception before I move on to 

the research questions and the remaining chapters of the thesis. 



Introduction 

11 

1.1 Language Production Processes 

Although most of us seemingly use language with ease, the underlying process is 

rather complex and often assumed to happen in stages (Wundt, 1900). We usually do 

not randomly blurt out or write down words – what we say or write expresses an idea 

in a specific context. It usually has a trigger, such as an event that happens around or 

to us which we want to comment on. After an idea has formed in our heads, it has yet 

to be communicated to the outside world. First of all, we can do so by speaking or by 

writing about our idea. Whichever we choose (or whichever option is appropriate in 

the respective situation), we then need to decide on the content that we are going to 

include and how exactly we phrase or articulate this final message. For the most part, 

these decisions happen subconsciously. Considering that we are able to speak about 

two to four words per second on average (Levelt, 1999a), this makes sense. Consciously 

controlling the choice of every single word and its grammatical form would be an 

overwhelming cognitive task. These subconscious processes form the basis for 

different models of language production. Here, we can broadly distinguish the two 

modalities, writing and speaking. Both spoken and written language models do not 

only have similarities, but they also differ in a number of aspects. Most importantly, 

both kinds of models are highly complex and intertwined with a multitude of other 

cognitive processes, such as memory, attention, perception, motor skills, monitoring, 

and – of course – emotion. 

 

According to models of spoken language production, the production process happens 

in stages, each providing input for the others. An idea for the construction of an 

utterance emerges in a speaker (‘Conceptual preparation’), who then has to decide 

what to say (‘Content Selection’) and how to say it (‘Message Formulation’), before 

they finally articulate the message (‘Phonological encoding’). These stages are 

traditionally either understood as distinct autonomous modules that automatically 

feed information forward until the production process is complete (Levelt, 1989, 

1999b, 2001) or as parallel modules that constantly communicate with each other 

(Dell, 1988). Whether these stages happen serially or in parallel is highly debated, but 

both types of language models consider the modules of the production process to be 

permeable by external information. Unlike grammatical properties of words, such as 

their gender or number, which are selected automatically based on existing patterns, 

the idea and formulation stages can be influenced by the internal or external context 

of the speaker (e.g., Levelt, 1999b). Take, for example, the meaning of references like 

this or that, which depends heavily on one’s point of view (Peeters et al., 2020). In 

addition, whether someone uses the pronouns we or I, can depend on whether they 

want to explicitly include themselves in a group or create distance. For example, if our 

favorite soccer team does well in their league or competition, we tend to say things 
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like “We are going to the finals!”, but if the team is not doing well, many people prefer 

a more distant reference: “They played poorly” (Van der Wijst & Krahmer, 2020). 

Thus, a person’s perspective is not limited to the setup of their surroundings, but it 

can also refer to their own point of view, which, in turn, affects their language. 

 Models of writing (see, e.g., Flower & Hayes, 1981; MacArthur & Graham, 

2016) contain generally similar production stages as spoken language models: 

conceptual preparation and content selection in spoken language correspond to the 

‘pre-writing/planning’ stage in writing, while message formulation matches the 

‘translation’ stage. However, one major distinction between writing and speaking lies 

in the fact that writers are able to continuously plan, evaluate, and revise their text 

during the production process. Speakers, on the other hand, cannot ‘un-say’ what has 

already been spoken out loud and only have the option of correcting themselves 

retrospectively. Since each of these stages represents a cognitive load for the writer 

and since they can be repeated multiple times before a writer produces the final text, 

writing models additionally stress the importance of working memory (Bourdin & 

Fayol, 1994; Kellogg et al., 2007). Similar to spoken language models, writing 

processes are sensitive to external information. This information can again be either 

the environment of the writer, but also other internal cognitive and mental processes. 

In addition to attempting an explanation of the cognitive processes involved in writing 

and speaking, both types of language architectures also serve as foundations for 

computational systems of language generation (Reiter, 1994; Reiter & Dale, 1997; Van 

Deemter et al., 2012). 

 The permeability of these language models explains why we do not only 

notice emotions in our facial expressions, gestures, and voices when we communicate, 

but also in the things we discuss and the words we use to do so. So far, especially the 

effect of affective states on the conceptualization of an idea, e.g., talking or writing 

about depressing things when we are sad (Rude et al., 2004), and its final form of 

expression, e.g., higher volume and pitch when we are angry (Bachorowski & Owren, 

2008; Scherer, 2003), have been explored in existing research. However, the way we 

select what to discuss and how we formulate these topics – both parts of the language 

production process that are probably equally receptive to the author’s affective state 

– has received less attention. 

1.2 Emotion Processes 

Language processes are not isolated from other things that happen in our minds. The 

way we feel can cause us to speak and write noticeably differently. Although affective 

states tend to be admittedly subjective experiences, past and present research aims to 

uncover patterns underlying their expression and perception. Similar to language 

production models, this has led to different interpretations of what emotions are and 
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how and why they come to be. Although there is still no overall consensus on the 

terminology in affective science, emotion usually refers to a specific, short-lived state 

of mind, while moods last longer and are less intense. Sentiments are usually 

emotionally charged opinions about specific matters and develop over time. Affect is 

generally used as an overarching construct, covering all other discussed terms, and 

refers to a broad range of mental states that can be short- or long-term (for a 

discussion of the terminology, see, e.g., Munezero et al., 2014). 

 

The most obvious way to describe affective experiences is reflected in our daily 

language use of discrete emotion categories like anger or happiness. These discrete 

emotions are considered to have specific patterns that can be distinguished by either 

biological processes (Plutchik, 1980), bodily reactions (James, 1884, 1894), or facial 

expressions (Cordaro et al., 2018; Ekman, 1992a; Ekman & Friesen, 1971), and are not 

directly comparable. However, there is no general agreement on numbers or types, 

and different basic emotions have been suggested over time. For example, Plutchik 

(1980) proposed eight basic emotions (acceptance, anger, anticipation, disgust, joy, 

fear, sadness, and surprise), which can occur with different levels of arousal (i.e. the 

degree of excitement or calmness associated with the emotion). Ekman (1992a), on 

the other hand, argues for six basic emotions (anger, disgust, fear, sadness, surprise, 

and joy), based on unique, universal patterns of facial expression, while Cordaro et al. 

(2018) have recently even found evidence for 22 universal emotions based on cross-

cultural studies on facial expressions. Since most of us are probably familiar with most 

of these emotion terms, distinct emotions may seem plausible. However, there are 

also different approaches to the matter. 

  For example, dimensional approaches are concerned with mapping emotions 

on different dimensions such as valence (i.e. their degree of positivity or negativity) or 

arousal. In addition to valence and arousal, dominance (i.e. the amount of control one 

experiences in a situation) is often added as a third dimension (VAD; Russell & 

Mehrabian, 1977). Dimensional properties of emotions have received support by a 

number of researchers over the years (see, e.g., Bakker et al., 2014; Feldman Barrett & 

Russell, 1998; Meyer & Shack, 1989; Watson & Tellegen, 1985) and, focusing on 

valence, they are especially used in computational analyses of emotions in text (e.g., 

Gilbert & Hutto, 2014; Mohammad, 2018; Pennebaker et al., 2001). One of the most 

widely studied dimensional models is the circumplex model of affect (Russell, 1980), 

which postulates that emotions are the end product of a cognitive process that serves 

the interpretation of stimuli. So, the emotion is evaluated on different levels, and only 

at the end of this evaluation, a person becomes aware of their own affective state. In 

contrast to basic emotion theory, dimensional approaches consider emotions to be 

comparable and to have fuzzy boundaries.  



Chapter 1 

14 

 Similar to the dimensions, appraisals are assessments of an internal or 

external stimulus on different levels, such as pleasantness, control, or certainty. 

However, instead of assessing the emotion itself, the focus lies on the stimulus and 

the underlying processes. The levels and combinations of these appraisals are then 

expected to result in distinct emotional experiences. Appraisal theory assumes that 

the emotion process contains at least minimal forms of cognition that take place 

before someone experiences a specific emotion (cf. Ellsworth & Scherer, 2003; Frijda, 

1986; Lazarus, 1982, 1991; Scherer & Moors, 2019; Smith & Ellsworth, 1985). In the end, 

the triggered emotion culminates in an affect program or action, such as crying when 

one feels sad or laughing when one is amused. A number of appraisal dimensions have 

been identified by different researchers over time: Smith and Ellsworth (1985) discuss 

eight different categories (attention, certainty, control, pleasantness, perceived 

obstacle, legitimacy, responsibility, anticipated effort), which reveal patterns for 

different emotions (e.g., happiness, interest, surprise, guilt, or sadness), and Scherer 

(2009) even describes a list of twelve appraisals or “stimulus evaluation checks”. 

Although there is again no general agreement on the number and types of appraisals, 

similar to discrete emotions, categories tend to overlap (for an overview see Moors, 

Ellsworth, et al., 2013). Being cognitive processes themselves, appraisals thus have the 

potential to interact with other cognitive processes, such as language. Other 

perspectives move even further away from the widely-known notion of “basic 

emotions”, considering affective processes to be psychological or even social 

constructs (for an overview, see Gross & Feldman Barrett, 2011) – and therefore, even 

more intertwined with other forms of cognition. 

 The chapters of this thesis will rely on multiple of the above-discussed 

approaches to emotions. In Chapters 2 to 4, we discuss discrete emotion categories 

and VAD dimensions while, in Chapter 5, we use appraisal categories to elicit the recall 

of emotional experiences and use valence and discrete emotion categories to classify 

(words in) texts. 

1.3 When Words Become Emotional 

As might have become clear by now, the focus of this dissertation lies neither on 

language nor on emotions alone, but on their combination. All of the following 

chapters will be concerned with the effects of the interaction of both processes. These 

effects have already been traced to some extent: studies illustrate that what we 

communicate about tends to be associated with how we feel (Krohne et al., 2002; 

Stirman & Pennebaker, 2001) and, in spoken language, patterns for different 

emotional states have been identified (Banse & Scherer, 1996; Goudbeek & Scherer, 

2010; Owren & Bachorowski, 2007; Scherer, 1986, 2003). Yet, the question how 
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affective states influence particularly written language has received noticeably less 

attention so far (with notable exceptions, such as the work of James Pennebaker). 

Already the experience of and the emotion caused by an event can depend on 

a person’s point of view. Consider, for example, a soccer match (cf. Chapter 2): are we 

part of the winning or the losing team? Are we even part of a team? If not, which of 

the teams do we support? And since when? The answers to these questions can 

influence our state of mind during the perception of such an event greatly – and they 

subsequently may also impact the way we write and read texts about them. This basic 

effect has already been demonstrated decades ago (Hastorf & Cantril, 1954): the 

perception of fairness in a football game depends heavily on the affiliation of the 

viewers. While one group of fans can see their team as rough but fair, the fans of the 

other team might experience the same game as pervaded by unfair rough play caused 

by the opponent. This effect also appears in other domains: whether viewers perceive 

news coverage as biased, both in terms of content and language, is closely related to 

their own beliefs and group memberships (Vallone et al., 1985). Further, whether 

people show their support for a political party after an election depends on the success 

of said party (Miller, 2009). Linked to the success and failure of groups, people have 

been shown to demonstrate their support and associate themselves with groups they 

perceive as successful by using the pronoun we, to “bask in the reflected glory” of their 

group (Cialdini et al., 1976). At the same time, they tend to distance themselves from 

unsuccessful ones (Snyder et al., 1986) to avoid emotional and social repercussions of 

negative outcomes. These and similar effects can not only be traced in people’s 

behavior but also in their emotional state and, in turn, their language use. While these 

earlier studies established this basking/distancing effect based on the behavior of 

people and their spoken language use, we will investigate it and the affective states 

related to success and failure in a multilingual corpus in Chapter 2 (Braun, van der 

Lee, et al., in print) and in an experimental laboratory study in Chapter 3 (Braun et al., 

2019). 

Of course, affective states can affect our language in more ways than just 

whether we describe our relationship with a particular group as we or I and they. They 

can also influence the clarity of what we say (Kempe et al., 2013) in that happy moods 

are more likely to lead to ambiguous language. In learner-teacher dialogues, learners’ 

affective states in study sessions can be inferred from the textual cohesion of their 

utterances because what students say when they feel bored or disinterested tends to 

be less coherent than when they show interest (D'Mello et al., 2009). In written texts, 

people in a positive mood tend to produce more abstract descriptions while a negative 

mood can lead to more detail-oriented accounts (Beukeboom & Semin, 2006). 

Especially negative moods seem to have beneficial effects on the way we talk and write 

(Forgas, 2013). For example, people in a negative mood formulate relatively politer 

requests (Forgas, 1998, 1999a), avoid conflicts more than people in a happy mood 



Chapter 1 

16 

(Forgas & Cromer, 2004), and adhere more to Grice’s norms (Grice et al., 1975), which 

postulate maxims for successful communication (Koch et al., 2013). While these 

studies suggest an influence of affect on language production, they either made use of 

spoken language or were conducted in a controlled laboratory setting with controlled 

stimuli, detached from real life language use. 

1.3.1 Emotion detection “in the wild”: sentiment analysis 

Outside of the lab, the most dominant research field interested in affective language 

seems to be computational linguistics, specifically sentiment analysis. With the 

advent of the internet, large amounts of data, often expressing opinions, attitudes, and 

emotions, became openly available for commercial and scientific purposes. Around 

these data, automatic sentiment analysis developed. The field is concerned with the 

development of algorithms for the automatic detection of valence and discrete 

emotions in text and audio-visual data. For text, sentiment analysis can be done using 

lexical (knowledge-based) or statistical (machine learning) approaches. Within both 

approaches, many techniques are word-based (bag-of-words), building on cognitive 

process models of language production (as discussed in 1.1) for natural language 

processing (NLP) and generation (NLG). This means that they often rely on existing 

affective lexicons, which usually consist of thousands of words, sometimes phrases, 

that have been evaluated on their valence, arousal, dominance, or emotional meaning 

(as discussed in 1.2) by human judges. A popular example of such a system for 

categorical analyses is the Linguistic Inquiry and Word Count (LIWC, Pennebaker et 

al., 2001), whose most recent dictionary (Pennebaker et al., 2015) contains about 90 

categories, four of which are directly concerned with affect. In contrast, the affective 

lexicon by Warriner et al. (2013) focuses on affect only and contains more than 13,000 

words evaluated on VAD dimensions. Using sentiment analysis algorithms, these 

words can then be searched for in texts, and the proportions of words per category 

(e.g., positive or negative) are assumed to be indicative of the overall affective meaning 

of a text – and thus the affective state of its author. In general, the field aims to identify 

patterns, opinions, and trends in online communication concerning brands, products, 

or topics such as political elections (Dos Santos & Gatti, 2014; Pak & Paroubek, 2010; 

Pang & Lee, 2004). However, these algorithms can also be used for diagnostic 

purposes, such as the detection and prevention of online bullying (Chatzakou et al., 

2017; Nahar et al., 2012) or suicide prevention (Burnap et al., 2015; Christensen et al., 

2014). Due to the ease of data collection, social network sites and forums are often the 

focus of these studies. 

Yet, the meaning of words included in mostly domain-independent affective 

lexicons, often determined in isolation, can change when the words are used 

combined and in specific domains. It is admittedly difficult to judge the meaning of a 

word, phrase, sentence, or even of a whole text without a context – especially so when 
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emotions are involved. For some aspects of language, it is widely acknowledged that 

contextual information is crucial to correctly decode a message, e.g., to understand 

references, sarcasm, and humor. For affect, the importance is often not as clear. These 

changes in text meaning and affect can be caused by both semantic (i.e. text-internal) 

and pragmatic (i.e. text-external, e.g., the environment or the author’s emotions and 

beliefs) context. In Chapter 4, we therefore study how a combination of both types of 

context changes the valence and emotionality of individual words and in how far 

automatic analyses with words rated in isolation, in context, and taken from existing 

lexicons reflect the valence of domain-specific text (Braun, Goudbeek, & Krahmer, in 

print). 

1.3.2 Emotion expression and perception 

So, our emotions can change how we speak and write, and others, both humans and 

computers, are often able to detect these changes. At least, they detect something. 

Since there is often no direct information about an interlocutor’s mental state 

available, especially for data collected online, it is difficult to determine whether 

others’ perceptions actually match the ones of the author of a text. Unfortunately, 

obtaining “ground truth” for the affective states behind texts is a difficult endeavor in 

and of itself. Exactly this difficulty might lead to disparities between the emotions that 

we express and the emotions others perceive. With regard to people’s faces and voices, 

there is already evidence for such disparities. For example, Truong et al. (2012) 

recorded participants playing video games and asked them subsequently to rate 

recordings of themselves on discrete emotion categories and dimensions. Additional 

raters then annotated the same recordings on the same categories and dimensions. 

Results show that emotion categories and intensities assigned by players themselves 

were significantly different from those of other raters. The judgements of others even 

overlapped more with a sentiment analysis algorithm than with the actual players 

themselves. Similar effects can be found in written online communication, in which 

people often overestimate the ability of others to detect nuances, such as sarcasm, 

sadness, or anger, through emails (Kruger et al., 2005). This overconfidence in the 

clarity of our expressions is often explained with inherent egocentric biases (Damen 

et al., 2020; Gilovich et al., 1998; Keysar, 1994; Van Boven & Loewenstein, 2005) 

towards our own point of view that results in failures to recognize that another 

person’s emotions and experiences might be different from our own. In Chapter 5, we 

will examine the relationship between own- and other-perception of emotions in text 

more closely by first compiling a corpus of emotional texts to address the issue of 

“ground truth” and then comparing author and other ratings and annotations of the 

texts. 
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1.4 Research Questions 

Since evidence exists that internal and external information can influence people’s 

mental and affective states, and that these states, in turn, also shape language 

production, emotion and language processes can hardly be considered independent 

forms of cognition. Both depend on context and, at the same time, both can act as 

context for each other. The aim of this dissertation is to investigate the interplay of 

language and affect in text further. We use a multi-method approach (i.e., corpus 

studies, online surveys, and experimental laboratory studies) in order to address 

limitations of each individual method. In addition, all corpora and anonymized data 

compiled and used across studies are made available for reuse in the spirit of open 

science. The studies presented in the following Chapters 2 to 5 are concerned with the 

following research questions: 

• Question 1: Are different perspectives (success and failure) indicative of affective 

states and can we trace these in texts? (Chapter 2) 

• Question 2: How does success and failure in a game influence people’s affective 

states? How do these states, in turn, influence language production and 

perception? (Chapters 2 and 3) 

• Question 3: How do intra- and extra-textual contexts influence the affective 

meaning of individual words? How representative of larger units of text is 

individual word affect? (Chapter 4) 

• Question 4: Is there a difference between affect expression and perception in text? 

(Chapter 5) 

1.5 Overview 

This section serves as a brief summary of the remainder of this dissertation. Chapters 

2 to 5 are based on articles that have either been published in journals or submitted 

for publication. Therefore, the content of the chapters and this introduction might 

overlap. Since each chapter is a self-contained narrative based on journal articles, 

there might also be minor stylistic differences and differences in the statistical 

analyses between the chapters. 

 Chapter 2 provides the basis for Chapters 3 and 4 and describes the creation 

of a new linguistic resource. A multilingual corpus of football (i.e. soccer) match 

reports was compiled from English, German, and Dutch websites of football clubs, for 

which the game outcomes served as operationalizations of the authors’ presumed 

emotional states (e.g., happy after won matches, sad and angry after lost matches). 

For each match, both reports by both teams were collected for direct comparison. To 

add contextual information about each match, the game statistics for the selected 



Introduction 

19 

matches were added. The new corpus offers cross-cultural emotion-laden reports, 

which always describe the same event/match from two different perspectives (both 

participating teams). Evidence for the difference between affective perspectives of 

reports on won and lost matches is subsequently provided using different approaches 

to affect analysis, such as calculating proportions of discrete emotions and valence 

dimensions with word-based affective lexicons (e.g., LIWC and similar lists). It is 

further demonstrated how affect (through game outcome) influences linguistic 

behavior, with pronoun we references to the teams of the authors, and the use of 

valenced and emotive words in the different languages. In a last step, classification 

algorithms for sentiment analysis are used to identify linguistic elements that can be 

used to sort the reports into win and loss categories, and, hence, to distinguish 

between presumed affective states. 

 Transferring the soccer setting to the laboratory – albeit on a smaller scale in 

the form of foosball (i.e. table soccer) – Chapter 3 approaches affective language 

through two related experiments. In the first study, a new corpus on foosball is 

compiled in a laboratory experiment to recreate reports similar to the football reports 

in Chapter 2, increasing the control over authorship and authors’ affective states. The 

game is used to elicit mild positive and negative emotions through winning and losing. 

After each game, participants wrote reports about the games from their own and the 

other team’s perspective in the respective states to investigate whether participants 

were aware of the linguistic and affective differences in perspective. Reports were 

again explored with an affective lexicon (LIWC, Pennebaker et al., 2001) to identify 

patterns in win/loss and other-perspective texts, such as positive and negative 

emotion words. Further, effects of winning and losing on basking and distancing 

behavior is examined using self-report questionnaires. In a follow-up study, foosball 

is again used as a naturalistic emotion induction method and effects of winning and 

losing on affective state and basking and distancing behavior are analyzed. 

Additionally, a linguistic choice task was created based on the corpus from the first 

foosball study to study a) whether winning teams indeed prefer the pronoun we to 

refer to their own team, and b) whether winning teams prefer statements about their 

own teams’ performances, while losing teams were expected to avoid negative 

statements about their teams and instead prefer positive statements about successful 

opponents. 

Based on the corpus compiled in the first chapter and the findings of the 

second chapter, Chapter 4 is concerned with the impact of the text domain and the 

surrounding text on the affective meaning of individual words, which are often the 

foundation of affective lexicons such as the ones used in analyses for Chapters 2 and 

3. It is questioned whether individual words contain an inherent, basic emotional 

meaning that is generally representative of different textual contexts in which they 

can appear. To investigate this question, online participants rated a list of words and 
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matching sentence contexts extracted from the football corpus introduced in Chapter 

2. Subsequently, the valence ratings of words in isolation and in different contexts was 

compared. Moreover, word ratings with and without sentence context were correlated 

with the valence ratings of the overall sentences they appeared in to analyze how 

representative of a sentence the emotional meaning of individual words is, challenging 

basic assumptions of affective lexicons. 

 Chapter 5 extends on the ideas introduced in Chapter 4, investigating in how 

far the affective meaning of words as intended by the author matches what others read 

into a text. Serving as the missing link between author and reader perception, it 

questions people’s ability to correctly infer emotions from text. Since the perspective 

of an author is different from that of a reader, it is assumed that this discrepancy can 

lead to disparities between emotion expression (i.e. the author’s perception) and 

emotion perception (i.e. the reader’s perception). To research this potential gap, 

participants were instructed with appraisals, in order to avoid emotion priming, to 

write about personal experiences. Afterwards, they annotated their own texts (i.e. they 

marked individual words) on an extensive set of discrete emotion categories. A 

separate group of participants rated same texts on valence and annotated the words 

on the same emotion categories. Subsequently, differences between texts produced in 

the different appraisal conditions were analyzed and inter-annotator agreement was 

calculated to identify the relationship of author and reader perception for emotions 

in the texts. Additionally, LIWC was used to compare human own- and other 

perception with the classification of an automatic sentiment analysis tool. 

 Finally, Chapter 6 presents a general discussion of the preceding chapters’ 

findings, their conclusions, and their implications for emotion theory, affect in 

language, and sentiment analysis. Ideas and suggestions for future research are 

discussed. 
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The corpus is available via: https://doi.org/10.34894/07ROT3.  
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Abstract 

This chapter introduces a new corpus of paired football match reports, the Multilingual 

Emotional Football Corpus, (MEmoFC), which has been manually collected from 

English, German, and Dutch websites of individual football clubs to investigate the way 

different emotional states (e.g. happiness for winning and disappointment for losing) 

are realized in written language. In addition to the reports, it also contains the statistics 

for the selected matches. MEmoFC is a corpus consisting of comparable subcorpora 

since the authors of the texts report on the same event from two different perspectives 

– the winner’s and the loser’s side, and from an arguably more neutral perspective in 

tied matches. We demonstrate how the corpus can be used to investigate the influence 

of affect on the reports through different approaches and illustrate how game outcome 

influences (1) references to the own team and the opponent, and (2) the use of positive 

and negative emotion terms in the different languages. The MEmoFC corpus, together 

with the analyzed aspects of emotional language will open up new approaches for 

targeted automatic generation of texts. 

Keywords: affect, emotion, multilingual corpus, comparable corpora, Natural 

Language Generation, sports reportage 
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2.1 Introduction 

This chapter introduces the Multilingual Emotional Football Corpus (MEmoFC)1, a 

new corpus consisting of pairs of football reports, which can be used for the study of 

affective language. We present the text corpus in three languages, English, Dutch, and 

German, combined with the matching football game statistics, as a resource for 

investigating how (affective) perspective can change reporting about an event. To the 

best of our knowledge, this multilingual corpus is the first one where objective data 

and textual realizations from multiple affective perspectives are systematically 

combined. 

 Sports reportage provided by sports clubs themselves is arguably one of the 

most interesting registers available for linguistic analyses of affect-laden language 

from different perspectives. It opens up room for creative language, starting already 

with the headlines of the match reports (Smith & Montgomery, 1989). Additionally, 

the point of view of the author of a match report is clearly definable from the 

beginning, as it is either a reaction to a tie (that might still be perceived as a net loss 

or win by the team) or, depending on the perspective, a loss or a win for the football 

club. So, it seems reasonable to assume that the different possible outcomes of such a 

match would also produce different match reports in terms of language and affect. 

Take for example the following introductory sentences: 

 

(1) “Peterborough United suffered a 2-1 defeat at Burton Albion in Sky Bet 

League One action and lost defender Gabi Zakuani to a straight red card 

during a nightmare spell at the Pirelli Stadium, but what angered all 

connected with the club happened in the final moments of the encounter.” 

(PB220815, MEmoFC) 

Compared to: 

 

(2) “If all League One games at the Pirelli Stadium this season are going to be 

like this it is going to be an entertaining if nerve jangling season.” 

(BA220815, MEmoFC) 

 

Both describe the exact same match and events, but the affective nuances are 

completely different. The match resulted in a loss for the British club Peterborough 

United, as evident in the first example, whereas it turned out to be a win for Burton 

Albion in the second example. This results in very different affective states shining 

 
1 After a first presentation of the corpus as MASC (Multilingual Affective Soccer Corpus), the name of our 
corpus was changed to avoid future confusions with the Manually Annotated Sub-Corpus (also MASC), a 
subcorpus of the Open American National Corpus (http://www.anc.org/data/masc/corpus/). 
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through in the corresponding reports: while all the frustration of Peterborough seems 

to be released in a long first sentence (suffer... a defeat, nightmare spell, anger), the 

winners’ text is shorter and much more positive (entertaining). 

 In this chapter, we describe how the corpus was collected and preprocessed, 

we give an overview of properties of the corpus, and we explore it with regard to 

linguistic differences and similarities related to affect in reports about won, lost, and 

tied matches in English, German, and Dutch using different tools. In the remainder of 

this introduction, we position the corpus more broadly in the research field studying 

the influence of emotion on language, and link it to applications in sentiment analysis 

and affective natural language generation. 

2.1.1 The psychology of language and emotion 

It is a general assumption that a text reflects the affective state of the author. Writing 

a text involves various cognitive processes, and it is commonly believed that affective 

states influence these cognitive states, and, hence, that they can have a noticeable 

effect on the resulting text. This idea has been put forward in psychological theories, 

such as, for example, Forgas’ Affect Infusion Model (1995), which describes how 

affective states, while seen as different from cognitive processes, “interact with and 

inform cognition and judgments by influencing the availability of cognitive constructs 

used in the constructive processing of information” (Forgas, 1995, p.41). Affect 

infusion is characterized as “the process whereby affectively loaded information exerts 

an influence on and becomes incorporated into the judgmental process, entering into 

the judge’s deliberations and eventually coloring the judgmental outcome” (Forgas, 

1995, p.39). In this study, we aim to investigate whether the influence that affective 

states (due to winning or losing) exert on cognition extends to language production. 

 A limited number of psychologists have studied the role of affect on language. 

Perhaps most notably, Forgas and colleagues found that the affective state influences 

the politeness of requests, with people in a negative state being more polite (Forgas, 

1999a, 2013; Forgas & East, 2008; Koch et al., 2013). In addition, Beukeboom and 

Semin (2006) found that people in a negative state used more concrete language, in 

terms of the Linguistic Category Model (Semin & Fiedler, 1991), while people in a 

positive mood used relatively more abstract descriptions. 

 Many of these psychological studies relied on controlled experiments and 

small amounts of manually annotated data. To facilitate and speed up these kinds of 

studies, Pennebaker et al. (2001) developed an automatic tool for assessing texts in 

terms of different psychological and linguistic categories, including terms related to 

valence and emotions: the Linguistic Inquiry and Word Count (LIWC). LIWC is a bag-

of-words technique that counts words belonging to one or more categories in its 

dictionary and converts those frequencies to percentages of all relevant words in the 

text. It has several attractive properties: its emotion word categories and the 
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associated word lists have been validated through human evaluation (Tausczik & 

Pennebaker, 2010), LIWC can be used with arbitrary datasets and requires no pre-

processing of the input texts. As a result, LIWC has been used in a large number of 

psychological studies (Cohn et al., 2004; Pennebaker & Graybeal, 2001; Rude et al., 

2004; Stirman & Pennebaker, 2001) and NLP studies (e.g., Mihalcea & Strapparava, 

2009; Nguyen et al., 2011; Strapparava & Mihalcea, 2017). For example, in a study on 

language and depression, Rude et al. (2004) analyzed the language of depressed, 

formerly-depressed, and never-depressed students and found that, as one would 

expect, depressed participants used more negatively valenced words, but also, perhaps 

less expected, used the pronoun “I” more frequently than never- and formerly-

depressed students. A similar study was conducted on poems written by suicidal and 

non-suicidal poets (Stirman & Pennebaker, 2001), which confirmed the use of the first 

person singular as related to negative mood. Text analysis, particularly online, for 

depression detection has been gaining popularity (see, e.g., Morales et al., 2017, or 

Losada & Gamallo, 2018) with potential applications for mental health, such as early 

depression detection, treatment, and suicide prevention. 

 While these studies are indicative of a link between affect and language, most 

of them focus on less ecologically valid settings (such as the laboratory), use 

questionnaires or focus on disorders like depression. One can ask how such findings 

translate to the natural settings outside the laboratory. A study directly addressing 

this question is Baker-Ward et al. (2005), who analyzed spoken reports of young 

football players after their final match of the season. They found that the players in a 

positive state (i.e. winners) produced descriptions of the game that were clearer and 

more cohesive, while the players in a negative state (the losing players) described the 

game more interpretatively. 

Interestingly, these findings connect to an early study conducted by Hastorf 

and Cantril (1954), which deals with how different perspectives on a football game 

between Princeton and Dartmouth influenced viewers’ perceptions of the game itself. 

While Princeton students mostly agreed that the game was played “rough and dirty” 

by Dartmouth, who ultimately lost the game, and saw more flagrant infractions, the 

majority of Dartmouth students saw it as “rough and fair” and blamed the roughness 

on both teams. While this study nicely illustrates how perceptions of events, and, in a 

way, events themselves may differ according to one’s point of view, the precise 

language used to describe the match was unfortunately not investigated in this study. 

Cialdini et al. (1976), however, did investigate language use in relation to 

success and failure. In three experiments, they demonstrated how individuals involved 

themselves in victories of (groups of) other people, without having a direct influence 

on the victory. For example, they suggested that when students where they asked 

about wins and losses of their own university’s team, successful matches were 

described with significantly more use of the pronoun we than lost matches were. This 
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phenomenon of identifying with winners was coined BIRGing (“Basking In Reflected 

Glory”). Snyder et al. (1986) showed the opposite effect in behavior for failures and 

coined it CORFing (“Cutting Off Reflected Failure”). While these tendencies of people 

to bask and distance themselves have been replicated repeatedly (Downs & Sundar, 

2011; Wann & Branscombe, 1990), whether and how these tendencies emerge in 

language production has not been systematically explored. 

2.1.2 Natural Language Generation (NLG) and Natural Language Processing (NLP) 

Psychological studies, just as described, have revealed that affective state can 

influence language production. However, most of these studies only focused on one 

specific aspect such as politeness or abstractness. Moreover, with the exception of the 

work done with LIWC, all of these mentioned studies approach the influence of affect 

on language production experimentally. However, in recent years, there has been a 

growing interest in more comprehensive studies into emotion and language 

production, typically using computational approaches. Here, we highlight two: 

sentiment analysis and affective natural language generation. 

Natural language generation (NLG) is the process of converting data into text 

(Gatt & Krahmer, 2018; Reiter & Dale, 2000), with applications in, for example, 

automatic generation of texts for sensitive matters such as neonatal intensive care 

reports based on medical data (Mahamood & Reiter, 2011; Portet et al., 2009), but also 

automatic generation of photo captions (Chen & Lawrence Zitnick, 2015; Feng & 

Lapata, 2010; Kuznetsova et al., 2012), which can be tailored to the needs of people 

with visual impairments, or sports commentary (Lee et al., 2014; Van der Lee, 

Krahmer, & Wubben, 2017). Bateman and Paris (1989) stress the importance of 

tailoring machine generated language to the needs of the intended audience. Taking 

this one step further, Hovy (1990) describes how considering different perspectives on 

the same event, by taking into account the speaker’s emotional state, rhetorical, and 

communicative goals, is crucial for generating suitable texts for different addressees. 

Several companies worldwide already offer automatically generated narratives based 

in databases, e.g., Automated Insights (USA) or Arria NLG (UK). However, the reality 

of automatic text generation is that not many NLG systems are able to adapt to the 

mood of the recipients of the produced text (Mahamood & Reiter, 2011) and to convey 

the mood of the author. While this may not be a problem if simple data-to-text output 

is the aim of the system, Portet et al.’s (2009) study shows that there are indeed 

situations that call for a more emotionally informed approach. In general, tailoring 

automated text to an intended audience especially with regard to sentiment still poses 

a challenge to whose solution MEmoFC can contribute, for example, in enabling the 

tailoring of reports specifically to the perspective and affective states fans of specific 

clubs after specific game outcomes. 
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 Of course, to be able to do this, we need to know how affective state could 

influence text production, not only concerning the factors studied by psychologists 

(politeness, abstractness, etc.) but in all aspects of language production. Sentiment 

analysis can provide valuable clues in this respect. Sentiment analysis, or stance 

detection, can be characterized as a classification of texts, for example, the labeling of 

positive versus negative online reviews to capture sentiments and attitudes towards 

specific topics, brands, and products, which has become a crucial task in recent years 

(Glorot et al., 2011; Kim, 2014; Ravi & Ravi, 2015; Socher et al., 2013). Social network 

sites like Facebook and Twitter have been used to extract opinions and sentiment on 

a large scale, for example, with a focus on brands or political elections (Dos Santos & 

Gatti, 2014; Ghiassi et al., 2013; Isah et al., 2014; Pak & Paroubek, 2010; Pang & Lee, 

2008; Tumasjan et al., 2011).  

 While most work on stance detection and sentiment analysis has focused on 

English corpora, there has also been work on other languages, see, e.g., Basile (2013) 

or Bosco et al.,(2013), for work on Italian, more recently, Tsakalidis et al. (2018) for 

resources in Greek, or on informal and scarce languages (Lo et al., 2017). Increasingly, 

work is also being done to apply sentiment analysis techniques from English to other, 

less researched languages automatically, using, for example, machine translation 

techniques (e.g., Perez-Rosas et al., 2012, or Bautin et al., 2008). These kinds of studies 

can be informative about which words and phrases are associated with which 

particular emotional states. Yet, while these approaches are promising, they often still 

rely on training material in the less-researched languages, for which limited resources 

are available (at least compared to English). 

2.1.3 The current studies 

This chapter introduces the MEmoFC corpus, a multilingual, large-scale corpus of 

soccer reports, which is unique in that it contains pairs of reports for each match, one 

for each team participating in the match, combined with the original game statistics. 

In this way, MEmoFC offers controlled (in terms of the source of the events described) 

yet natural emotionally varied descriptions of the same events. This makes it an 

attractive resource to study the effect of affect and perspective on language, which, in 

turn, paves the way for tailoring automatically generated texts to a specific audience. 

 In this chapter, we describe how we constructed and preprocessed the 

MEmoFC corpus, and we present descriptive statistics for it. MEmoFC can be used to 

address many different research questions, but to illustrate its potential and evaluate 

its use as a source for affective science, we perform three example studies: 

Example Study 1: Do we see more linguistic indicators of basking behavior 

in the reports after won matches than after lost ones? 
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As we have described above, earlier studies have suggested that basking occurs more 

after winning than after losing (Cialdini et al., 1976). We ask whether this is indeed 

the case by investigating whether writers in the different languages use the pronoun 

we more often after winning than after tying or losing. 

Example Study 2: Which words and phrases are typical for the different game 

outcomes, and does this differ per language? 

We expect the affective states of the authors to be reflected in their lexical choices and 

possibly also in other linguistic features such as grammar or punctuation (e.g., Stirman 

& Pennebaker, 2001; Hancock et al., 2007). Here, we ask which words and phrases are 

actually frequently used for specific game outcomes, and whether this differs between 

the different languages under investigation. 

 Example Study 3: Can we classify texts as describing a win or loss (and does 

this vary per language) and which textual elements of the reports are most 

indicative of the game outcome? 

Assuming that different winning and losing reports express different emotions with 

different language depending on the game results, we ask whether this knowledge can 

be used to classify reports; in other words, to what extent can we tell, based on the 

language, whether a game was won or lost. 

The corpus is publicly available for research purposes upon request (DOI: 

10.34894/07ROT3). 

2.2 Construction of the Corpus 

2.2.1 Texts in MEmoFC 

The reports in the corpus were manually collected, saved directly from the homepages’ 

archives, and have not been cleaned (typographic errors, wrong grammar, layout etc.). 

MEmoFC is multilingual in that it contains reports from three languages: English, 

German, and Dutch. The linguistic subcorpora are further divided into WIN, LOSS 

and TIE, which are, in turn, distinguished by league (first/second [+ third for the UK]). 

There are two metadata tables per language: one explaining the abbreviations for the 

different football clubs and one that allows the identification of the two participating 

teams of a match, the file name, outcome (win, loss, tie), the date the match took 

place, and the date the archive of the respective homepage was accessed. An example 

excerpt from the English metafile can be found in Table 1.  

Due to the multitude of participating football clubs, possible influences of individual 

authors’ writing styles on the language employed for the text are reduced, which 

makes it possible to draw more general conclusions for the genre from analyses. 
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In addition to the written reports, MEmoFC also contains the corresponding 

match statistics (see section 2.2). The original files are saved in UTF-8 coding and have 

not been annotated, parsed or PoS-tagged, meaning the texts are exactly how they 

Table 2. Example Excerpts of Matched Reports from the English Subcorpus of 
MEmoFC 

CU260915 (WIN) SW260915 (LOSS) 

The U's have beaten Swindon Town 2-1 to 
extend their unbeaten run to five games.  

 

It was a third win in succession, with 
George Moncur and Callum Harriott 
getting the goals to extend. 

Moncur's came as early as the third minute 
and Harriott made it 2-1 after Thomas had 
equalised. 

The win took the U's up to tenth in the 
League One table, ahead of Tuesday 
evening's game against Bradford City. 

 

The U’s were on the offensive from the first 
whistle and left back Matt Briggs had 
already got forward a couple of times 
before he created the opening goal in the 
second minute. (…) 

SWINDON slipped to a third defeat in as 
many games, going down 2-1 at home to 
Colchester United. 

The damage was done in the first half – 
despite Wes Thomas levelling matter 
before the break, the U's came away with 
their third consecutive win.  

The major change to Mark Cooper’s line-up 
came in goal, where Tyrell Belford was 
drafted in as a starter with Lawrence 
Vigouroux dropping to the substitutes’ 
bench. Skipper, Nathan Thompson missed 
out with a groin injury so Yaser Kasim was 
his replacement, with Town lining up in a 3-
5-2 formation.  

Colchester hit the front with just three 
minutes on the clock. George Moncur, son 
of Town legend, John, met a low cross from 
the left and swept the ball into the back of 
the net. (…) 

 

Table 1. Example Excerpt of the Metadata File from the English Subcorpus of 
MEmoFC. 
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appeared on the homepages of the clubs right after the matches took place. With the 

help of the metadata and the consistently named files as shown above in Table 1, the 

participating clubs and outcomes are easily identifiable, and the matching reports can 

be aligned and analyzed contrastively. Table 2 illustrates how text excerpts from the 

corpus are loosely aligned, ending at the same event in the game. Displayed are the 

two sides of a match that took place on the 26th September 2015 in the British first 

league. The reports themselves, of course, differ in length and game events described. 

Table 3. Information (General, Match Events, Last Game, Players, Substitutes, and 
Managers, Last Five Games, Relative Strength, Match Statistics) about MEmoFC 
Statistics Stored in the XML Files 

Type 
 

Match information 

General League, date, time, stadium, city, referee, attendees, final score, 
teams, goal scorers 

Match events Assists, regular goals, own goals, penalty goals, penalty misses, 
yellow cards, red cards (2x yellow), red cards (direct) 

Last game League, date, opponent, final score, played home/away, 
won/tied/lost, changes in lineup 

Players in 
lineup, 
substitutes and 
managers 

Name, full name, nickname, birth date, birth place, height, weight, 
position, kit number, name in Goal.com, Goal.com player page, 
youth clubs, senior clubs, national teams represented, current 
team 

Last five games Opponent, final score, played home/away, won/tied/lost 

Relative 
strength 

Wins per team for previous meetings, draws in previous meetings, 
percentage of people predicting win for the home team/win for 
the away team/tie, date of previous meetings, which team played 
home/away in previous meetings, final score previous meetings, 
most predicted results 

Match statistics Total shots, shots on target, completed passes, passing accuracy, 
possession, corners, offsides, fouls, total passes, short passes, long 
passes, forward/left/right/back passes, percentage of forward 
passes, blocked shots, shots on the left/right/center of the goal, 
percentage of shots outside the 18-yard box, total crosses, 
successful crosses, crosses accuracy, crosses inside/outside 18-yard 
box, left crosses, right crosses, total attempted take-ons, successful 
take-ons, successful left/right/center/total take-ons in the final 
third of the match, blocks, interceptions, clearances, recoveries, 
total tackles, successful tackles, tackle accuracy  
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2.2.2 Game statistics 

The statistics for the relevant matches were automatically scraped from Goal.com, a 

website that provides information and content about football. Finding and mining 

these statistics was done using three modules. First Google queries designed to find 

pages from Goal.com were activated to find the corresponding statistics for each 

match in MEmoFC. After the corresponding Goal.com pages were found, the data that 

was stored on these pages were mined and, finally, converted to an XML-format. Each 

XML-file provides data about a football match in MEmoFC. These files contain 

general-level information as well as more detailed information (see Table 3). 

 

2.2.3 Descriptive statistics of MEmoFC 

 The corpus covers between 34 and 

46 game days in approximately the 

same time frame (August 2015 until 

April/May 2016) in all countries 

(Table 4). Table 5 shows the 

difference in text and token 

numbers: UK1, UK2 and UK3 

contain more than twice as many 

reports as GER and NL. 

Unfortunately, some of the reports 

were untraceable on the websites, 

either because they were removed or 

never written for individual 

matches. This concerns 64 reports 

throughout all leagues and 

languages, which encompasses just 

1.18% of the whole corpus. These 

matches have been marked n.a./not 

available in the metafiles. Due to the 

proportion of missing texts being 

small, these do not cause a 

significant imbalance in perspective. 

Hence, we did not treat them as 

problematic missing data in the 

exploration of the corpus. Although 

these missing matches are 

mentioned in the metafiles, their 

Table 4. Overview of Football Season 2015/16  

League Season 2015/16 

Bundesliga 1 
(GER 1) 

14.08.2015 – 14.05.2016  
34 game days 
18 clubs 
 

Bundesliga 2 
(GER 2) 

14.08.2015 – 14.05.2016  
34 game days 
18 clubs 
 

Premier League 
(UK 1) 

08.08.2015 – 17.05.2016  
38 game days 
20 clubs 
 

Sky Bet League 1 
(UK 2) 

08.08.2015 – 08.05.2016  
46 game days 
24 clubs 
 

Sky Bet League 2 
(UK 3) 

08.08.2015 – 07.05.2016  
46 game days 
24 clubs 
 

Eredivisie 
(NL 1) 

07.08.2015 – 08.05.2016  
34 game days 
18 clubs 
 

Jupiler 
(NL 2) 

07.08.2015 – 29.04.2016  
38 game days 
19 clubs 
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reports are not counted in Tables 5a and 5b, and Figure 1. This means that the numbers 

in Tables 5a and 5b solely result from the texts actually available in MEmoFC, which 

explains the differences in numbers between wins and losses, as well as the uneven 

numbers of ties. The corpus now contains 5434 texts, which add up to about 3.5 

million tokens, with more than half being part of the English subcorpus, 803793 in 

the German, and 507035 in the Dutch subcorpora. The Dutch match reports are the 

shortest in all conditions, while English and German reports are generally similar in 

length (see Table 5b). Overall, game outcome seems to have no influence on text 

length in any of the languages in MEmoFC. 

2.2.4 Parsing and lemmatization 

In a next step, the corpus was dependency parsed and lemmatized. For the English 

and German subcorpora, the Spacy Python library (Honnibal & Johnson, 2015) was 

used. The Dutch subcorpus, was lemmatized by Frog (Bosch et al., 2007) because 

Spacy does not contain a lemmatizer for Dutch. Dutch multiword expressions were 

automatically conjoined with an underscore by Frog (e.g., zijn_binnen [to be in]). For 

English and German, phrasal verbs and/or separable prefix verbs were “rejoined” (e.g., 

climb_up or ringen_nieder [wrestle down]). This way it is possible to differentiate, for 

example, between kick and kick off. The preprocessed files can be found in a separate 

folder. 

 

Figure 1. Distribution of text lengths (words per report) in MEmoFC by language 
and game outcome.  

Table 5a. Number of Texts (Txt) and Words (W) in MEmoFC by League and Country 
(1 – 3 in the UK; 1 & 2 in Germany; 1 & 2 in the Netherlands) 

 
 

 WIN LOSS TIE Total Sub 
Txt 

Sub 
W 

Overall 
Txt 

Overall 
W 

UK1 Txt 269 269 210 748 

2950 2,057,394 

5,434 3,458,222 

W 204,669 182,702 154,581 541,952 

UK2 Txt 410 409 272 1091 

W 310,727 289,650 195,256 795,633 

UK3 Txt 414 413 284 1111 

W 279,166 261,221 179,422 719,809 

GER1 Txt 233 232 143 608 

1221 803,793 
W 167,125 164,229 98,622 429,976 

GER2 Txt 221 221 171 613 

W 146,123 125,146 102,548 373,817 

NL1 Txt 231 232 145 608 

1263 597,035 
W 109,269 102,934 70,111 282,314 

NL2 Txt 257 253 145 655 

W 130,833 115,445 68,443 314,721 
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2.3 Using the MEmoFC 

In this section, we will illustrate the potential of the corpus with three exploratory 

studies, coming from three angles. In the following subsections, we approach the 

evaluation of the corpus and show its usefulness as an affective linguistic resource with 

a variety of different techniques in order to demonstrate the diverse ways in which it 

can be used for research. 

2.3.1 Example Study 1: Do we see more linguistic indicators of basking behavior 

in the reports after won matches than after lost ones? 

With regard to language reflecting basking tendencies, the focus was on the use of the 

first-person plural pronoun we in the aligned match reports. Following the suggestion 

of Cialdini et al. (1976), we hypothesize more uses of first-person plural pronouns 

(1PP) in reports on won matches compared to reports on ties or losses. We ask whether 

this is indeed the case, and whether this is the same across languages. 

  While analyzing and comparing different types of pronouns with 

NLP tools would also be interesting, in particular the distribution of 1PP compared to 

they (or third person plural pronouns; 3PP), this task proved to be challenging for two 

reasons. In German and Dutch, some pronouns are ambiguous (e.g., Sie in German 

can be 3rd person plural, formal 2nd person singular and plural, or 3rd person singular 

female; zij in Dutch can be 3rd person plural or singular). This would require a deeper 

Table 5b. Average Text Length (TL) and Words per Sentence (WPS) in MEmoFC 
by League and Country (1 – 3 in the UK; 1 & 2 in Germany; 1 & 2 in the Netherlands) 

  WIN LOSS TIE 

UK1 
TL 760.85 679.18 736.10 

WPS 29.41 28.81 29.27 

UK2 
TL 757.87 708.19 717.85 

WPS 26.70 26.09 25.92 

UK3 
TL 674.31 632.50 631.77 

WPS 28.29 28.47 28.32 

GER1 
TL 723.48 704.85 689.79 

WPS 14.69 15.11 14.77 

GER2 
TL 658.21 568.85 599.69 

WPS 14.81 14.61 14.40 

NL1 
TL 473.03 456.30 472.02 

WPS 17.02 16.84 16.63 

NL2 
TL 509.08 456.30 472.02 

WPS 18.44 17.88 18.21 
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syntactic analysis to detect plural pronouns. However, even after this step, the 

pronouns’ referents would still be ambiguous: whether the more distant 3PP option is 

indeed used as a reference to the own team (instead of 1PP) cannot be ensured, since 

3PP could refer to wide range of referents, such as the opponent, the fans, or a specific 

group of players – all of which carry no weight for distancing and basking behavior. 

Currently, no coreference resolution tool for Dutch and German is easily available. 

Furthermore, Named Entity Recognition is less accurate on the reports of MEmoFC 

due to the differences with training data (usually annotated newspaper articles) and 

to identify players’ surnames that are often not present in the gazetteer lists of NER 

tools, and, hence, not recognized. This issue would have had a substantially negative 

impact on the accuracy of coreference resolution systems, which is why we opted for 

a different approach. To answer the question guiding ES1, occurrences of 1PP were 

counted in the tokenized texts and then divided by the overall number of tokens in 

the review (to account for the fact that longer reviews are more likely to contain more 

pronouns in general). Afterwards, the results were summarized for the aligned texts 

in the win, loss, and tie subcorpora in English, Dutch, and German (see Table 6). 

 In English and German, we find the expected distribution: there are 

considerably more occurrences of 1PP in reports about won matches than in losses 

and ties. For Dutch, however, a reverse trend of more 1PP in loss compared to win is 

apparent, while the proportion of 1PP in ties is lower than in both loss and win. In the 

reports on ties, we find the overall lowest proportion of 1PP in English, German, and 

Dutch, with only minor differences between the languages (highest proportion of 1PP 

in Dutch). The preference for 1PP after lost matches could be a cultural peculiarity 

that diffuses in language, exemplifying the usefulness of taking into account different 

languages when constructing language resources for the study of affect. Although 

English, German, and Dutch are Germanic languages and the subcorpora were 

collected from Western European cultures, there might still be cultural differences 

traceable in the language use, e.g., in linguistic distancing behavior. For the aligned 

reports on ties, it can be assumed that the outcome is perceived differently by the 

Table 6. Proportions of 1PP (EN: We, Our, Ours; NL: We, Wij, Ons, Onze; GER: Wir, 
Uns, Unser [& variations]) Compared to all Tokens in Win, Loss, and Tie (Both 
Perspectives) in English, Dutch, and German 

 ENGLISH DUTCH GERMAN 

Win 0.57 0.84 0.88 

Loss 0.33 0.87 0.50 

Tie 0.20 0.26 0.22 
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involved clubs: while in some cases the perception might be more similar to a win, in 

other cases ties can be closer to losses, which might decrease the proportion of 1PP. 

Examples supporting the different perspectives can be found in the following excerpts, 

among others, from two aligned reports on tied matches: 

 

(3) “Der 1. FC Nürnberg verliert in der Nachspielzeit zwei wichtige Punkte.“ 

(FCN171015, MEmoFC) 

“1. FC Nürnberg loses two important points during overtime.”  

 

(4) “Der FSV Frankfurt sichert sich einen Punkt in Mittelfranken“ (FSV171015, 

MEmoFC) 

“FSV Frankfurt secures one point in Middle Franconia” 

Examples (3) and (4) show that the involved clubs perceive the tie differently – for the 

FCN it is a lost match because the club loses points, while the FSV considers the 

outcome a victory as they secure a point. This means that ties can be perceived as lost 

or won matches as well, which could also have an influence on the use of the pronoun 

1PP in these reports. 

 Overall, there are generally more uses of 1PP in German and Dutch reports on 

won and lost matches compared to English. While the pattern is similar in English 

and German, there is a different, even opposite trend in Dutch, which could be related 

to cultural differences and should be taken into account in studies on affect and in 

automatically produced texts. 

2.3.2 Example Study 2: Which words and phrases are typical for the different 

game outcomes, and does this differ per language? 

After exploring the distribution of one particular word (1PP), we now ask which words 

are associated with winning, losing, and tying in the different languages in general. 

We perform three kinds of analyses: (1) on word frequencies in general (using term 

frequency/inverse document frequency, short TF/IDF, and concordances, subsection 

3.2.1), (2) on LIWC categories (3.2.2), and (3) on specific emotion terms (3.2.3). 

 Names of places, players, teams, or managers were filtered out using name 

entity recognition with Spacy (https://spacy.io/models/) for English and German, and 

with Frog (Bosch et al., 2007) for Dutch. In addition to individual words, bi- and tri-

grams will be inspected. 

2.3.2.1 TF/IDF and concordance 

To extract words and n-grams that are especially representative of the conditions and 

languages, two approaches were used. First, TF/IDF was calculated for each word in 

each subcorpus. Table 7 shows the extracted most frequent words after 

lemmatization. While the word lists in reports on wins, losses, and ties differ in all 
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languages and all lists contain interesting 

frequent words per outcome (e.g., ecstatic in 

English/Win, embarrassment in 

English/Loss, ringen_nieder [wrestle down] 

in German/ Win, entmutigen [discourage] in 

German/Loss, probleemlos [without 

problems] in Dutch/ Win, Punt [point] in 

Dutch/ Tie), there are also various words on 

these lists that do not appear to be typical 

for specific game outcomes. Given the 

relatively large size of the corpus compared 

to the small number of categories, TF/IDF 

may be too sensitive to be conveniently 

used, and other statistics – such as keyness, 

which compares two corpora instead of 

calculating word frequencies in a single 

corpus or document – appear to be better 

suited for this analysis. 

 A keyness analysis looks for 

keywords that are more likely to appear in a 

target corpus compared to a reference 

corpus – or, as is this case, in the differences 

across the conditions in the language 

subcorpora: win, loss, and tie. As the 

frequency of a word alone is not an 

indication of how specific a word is for a 

corpus, we calculate the keyness of a word 

with the freely available concordance tool 

AntConc (Anthony, 2004).  

 Keyness, which we calculate with a 

word’s log-likelihood ratio (Lin & Hovy, 

2000), is a measure that enables the 

extraction of keywords based on their 

probability to appear in the target corpus 

compared to the reference corpus and, 

thereby, can identify the words that stand 

out and define a text most. The log-

likelihood ratio of a word is calculated using 

a contingency table and takes both corpora’s 

sizes into account (based on Rayson & T
a
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Garside, 2000). First, the expected value (Ei) is calculated; Ni being the number of 

words in the corpora and Oi the observations of the word frequency in both corpora:  

𝐸𝑖 =
𝑁𝑖 ∑ 𝑂𝑖𝑖

∑ 𝑁𝑖𝑖

 

The log-likelihood ratio is then determined as follows:  

−2𝑙𝑛λ = 2 ∑ 𝑂𝑖  𝑙𝑛 (
𝑂𝑖

𝐸𝑖

)

𝑖

 

 The higher the log-likelihood value is, the larger the word frequency 

difference between the corpora and, hence, the more representative a word is for a 

subcorpus. In contrast to TF/IDF, keyness calculated with log-likelihood (e.g., using a 

Chi-square distribution) is also an indication of statistical significance since it does 

not only calculate the frequency of a word within a document or corpus but directly 

compares the frequencies in two corpora. The critical threshold for a log-likelihood 

value (or keyness) is 3.84 at the level of p < 0.05 and 15.13 at a level of p < 0.0001. 

In our analyses, the 20 most frequent words in the multilingual subcorpora are 

determined and presented in Table 8, structured according to language, and target 

condition compared to a reference condition, e.g., win compared to loss (represented 

as win-loss) or loss compared to tie (loss-tie).  

 Table 8 illustrates the top 20 words in English. Besides more obvious words 

like win or victory in WIN-LOSS, defeat, lose and loss in LOSS-WIN, and draw in TIE-

WIN, frequent positive (superb, clean, perfect, secure, celebration [WIN-LOSS]; 

winner, opportunity, rescue, chance [TIE-LOSS]) and negative words (condemn, 

disappointing, cruel, suffer, unable, frustrating [LOSS-WIN]; unable, spoil [TIE-WIN 

and TIE-LOSS]) are also apparent. In comparison, the English LOSS-WIN list consists 

of mostly negative words. In the reports on tied matches, the unique focus appears to 

be on the points earned and more neutral (both, share, neither, settle, goalless). 

Additionally, the loss-win list contains a preposition (despite) and an adversative 

conjunction (but), which likewise occurs unusually frequent in tie compared to win. 

Upon closer inspection of the context of the occurrences, it becomes apparent that 

neither is more often used as an adjective than as a conjunction. Thus, the negative 

game outcome affects not only the lexis but also the cohesive structure of the English 

texts. In addition, the use of the 1PP is more frequent in reports about won matches, 

hinting at basking tendencies, in line with 2.3.1. 
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Table 8. Keywords across Outcomes (Win, Loss, & Tie) compared, respectively, in English 
after Lemmatization. “#Types Before Cut” refers to the overall count of unique types of 
words. “#Types After Cut” indicates the words are considered for the keyword list. Within 
columns from left to right: rank, frequency, and keyness of the following word 

WIN-LOSS LOSS-WIN TIE-WIN TIE-LOSS 

#Types Before Cut: 
7929 
#Types After Cut: 
4989 
#Search Hits: 0 
1 933 313.912
 victory 
2 1980 301.264
 win 
3 189 129.361
 sheet 
4 389 120.306
 secure 
5 1161 104.130
 season 
6 1465 77.610
 point 
7 231 69.870
 clean 
8 430 66.628
 superb 
9 263 59.948
 record 
10 394 58.717
 we 
11 305 45.876
 earn 
12 235 42.765
 display 
13 378 42.188
 since 
14 1699 41.308
 three 
15 280 39.100
 performance 
16 63 38.687
 ovation 
17 237 36.996
 perfect 
18 94 35.582
 celebration 
19 435 35.050
 fan 
20 221 34.913
 table 

#Types Before Cut: 
7299 
#Types After Cut: 
4603 
#Search Hits: 0 
1 1101 681.987
 defeat 
2 301 193.626
 suffer 
3 87 100.240
 condemn 
4 115 98.662
 disappointing 
5 791 81.194
 fall 
6 602 80.861
 despite 
7 190 80.492
 bad 
8 6991 55.773
 but 
9 310 48.418
 slip 
10 332 46.032
 lose 
11 188 43.736
 concede 
12 294 43.015
 unable 
13 62 38.914
 undo 
14 456 35.388
 equaliser 
15 31 33.073
 cruel 
16 34 33.053
 mountain 
17 82 30.865
 frustrating 
18 72 30.679
 loss 
19 20 29.387
 hartlepoolunited 
20 1651 29.217
 find 

#Types Before Cut: 
6593 
#Types After Cut: 
3970 
#Search Hits: 0 
1 835 496.747
 draw 
2 225 242.577
 share 
3 140 184.809
 spoil 
4 892 131.371
 both 
5 1473 123.012
 point 
6 184 105.002
 goalless 
7 563 81.170
 level 
8 1705 67.563
 chance 
9 228 62.397
 settle 
10 5130 58.106
 but 
11 162 47.951
 neither 
12 345 37.298
 equaliser 
13 102 36.605
 snatch 
14 94 34.191
 rescue 
15 2479 33.182
 side 
16 492 32.571
 opportunity 
17 314 29.007
 earn 
18 198 27.443
 unable 
19 270 26.247
 winner 
20 1012 25.559
 could 

#Types Before Cut: 
6593 
#Types After Cut: 
3970 
#Search Hits: 0 
1 835 496.747
 draw 
2 225 242.577
 share 
3 140 184.809
 spoil 
4 892 131.371
 both 
5 1473 123.012
 point 
6 184 105.002
 goalless 
7 563 81.170
 level 
8 1705 67.563
 chance 
9 228 62.397
 settle 
10 5130 58.106
 but 
11 162 47.951
 neither 
12 345 37.298
 equaliser 
13 102 36.605
 snatch 
14 94 34.191
 rescue 
15 2479 33.182
 side 
16 492 32.571
 opportunity 
17 314 29.007
 earn 
18 198 27.443
 unable 
19 270 26.247
 winner 
20 1012 25.559
 could 
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 Table 9. Keywords across Outcomes (Win, Loss, & Tie) compared, respectively, in 
German after Lemmatization. “#Types Before Cut” refers to the overall count of unique 
types of words. “#Types After Cut” indicates the words are considered for the keyword list. 
Within columns from left to right: rank, frequency, and keyness of the following word 

WIN-LOSS LOSS-WIN TIE-WIN TIE-LOSS 

#Types Before Cut: 
8780 
#Types After Cut: 
5679 
#Search Hits: 0 
1 433 193.744
 siegen 
2 311 125.122
 gewinnen 
3 161 84.483
 Heimsieg 
4 235 77.576
 feiern 
5 98 76.437
 Auswärtssieg 
6 7224 73.028
 und 
7 283 51.201
 verdienen 
8 63 50.577
 hochverdient 
9 56 49.852
 besiegen 
10 66 47.513
 Erfolg 
11 128 43.342
 wichtig 
12 134 42.325
 Sieg 
13 503 37.375
 drei 
14 45 37.121
 schwarzgelben 
15 107 37.109
 perfekt 
16 38 32.727
 dank 
17 54 32.274
 ungeschlagen 
18 306 32.031
 Saison 
19 22 28.829
 Tabellenspitze 
20 76 27.449
 endlich 

#Types Before Cut: 
8164 
#Types After Cut: 5782 
#Search Hits: 0 
1 211 268.160
 unterliegen 
2 314 223.904
 verlieren 
3 264 133.777
 Niederlage 
4 118 87.483
 bitter 
5 82 69.992
 hinnehmen 
6 135 52.880
 leider 
7 43 49.259
 unterlagen 
8 110 46.760
 trotzen 
9 106 46.186
 unglücklich 
10 84 36.837
 trotz 
11 431 32.981
 musste 
12 89 31.209
 Sicht 
13 79 30.828
 kassieren 
14 29 30.279
 einstecken 
15 1401 29.783
 nicht 
16 61 26.564
 reichen 
17 140 26.118
 mussten 
18 183 25.122
 Rückstand 
19 80 22.831
 geraten 
20 520 21.027
 jedoch 

#Types Before Cut: 
6569 
#Types After Cut: 
4347 
#Search Hits: 0 
1 161 214.203
 trennen 
2 211 209.892
 unentschieden 
3 257 150.208
 Punkt 
4 121 97.563
 Remis 
5 55 87.776
 Punkteteilung 
6 562 45.162
 Chance 
7 317 43.270
 enden 
8 64 37.626
 Ausgleich 
9 410 37.140
 jedoch 
10 24 32.882
 begnügen 
11 33 31.730
 Punktgewinn 
12 31 31.284
 gerecht 
13 476 30.790
 bleiben 
14 65 29.452
 erkämpfen 
15 328 27.426
 beid 
16 34 24.625
 fc 
17 43 24.500
 torlos 
18 127 24.145
 Gelegenheit 
19 22 22.898
 Moral 
20 71 22.023
 leider 

#Types Before Cut: 
6569 
#Types After Cut: 
4416 
#Search Hits: 0 
1 211 195.492
 unentschieden 
2 161 189.114
 trennen 
3 257 125.965
 Punkt 
4 121 105.910
 Remis 
5 55 72.989
 Punkteteilung 
6 58 60.001
 ungeschlagen 
7 65 52.227
 erkämpfen 
8 24 30.781
 begnügen 
9 34 28.140
 zufrieden 
10 34 22.155 fc 
11 43 20.283
 torlos 
12 14 18.658
 Leistungsgerechten 

13 31 18.559
 gerecht 
14 476 18.371
 bleiben 
15 170 18.096
 gleichen 
16 42 17.999
 Haberer 
17 49 16.939
 offen 
18 328 16.597
 beid 
19 143 16.529
 verdienen 
20 1788 16.031
 sich 
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 The patterns for German and English are comparable. As expected, we also 

find German words describing the outcome of the matches (see Table 9; Sieg [victory], 

Heimsieg [home victory], Auswärtssieg [away victory], siegen [win; WIN-LOSS]; 

Niederlage [defeat], verlieren [lose], unterliegen [be defeated; LOSS-WIN]; 

unentschieden [tied], Remis [draw; TIE-LOSS and TIE-WIN]). However, there are also 

differences with the English lists. While the number of positive words in the German 

WIN-LOSS comparison is similar to English ([Heim-/Auswärts-] Sieg [home/away 

victory], hochverdient [highly deserved], gewinnen [won], besiegen [defeat], Erfolg 

[success], wichtig [important], perfekt [perfect], ungeschlagen [unbeaten], feiern 

[celebrate], Tabellenspitze [top of the table], endlich [finally]), the keyword list of lost 

matches in relation to won ones seems less negative in comparison. This is especially 

due to the relative lack of negative adjectives, the only ones being bitter (bitter) and 

unglücklich (unlucky), and to common euphemisms for goals received, such as 

kassieren (collect) and einstecken (pocket). While in TIE-WIN/LOSS the emphasis is 

clearly on the fight and the shared points (unentschieden [tied], erkämpfen [fight for & 

secure], leistungsgerecht [performance-based], Remis [draw], Punkteteilung [sharing of 

points], torlos [goalless], beid* [grammatical variations of the word both]), the German 

ties contain also positive keywords (zufrieden [satisfied], ungeschlagen [unbeaten], 

Punktegewinn [winning of points], Chance [chance], gerecht [fair]). Besides such 

“emotional” words, we again also find other types of words in the lists. In contrast to 

the English list, the German one contains the simple additive conjunction und, which 

is significantly more frequent in reports about won matches, for example. We again 

find an adversative preposition (trotz [despite]) and conjunction/adverb (jedoch 

[nevertheless]) in LOSS-WIN, hinting at overall differences in text cohesive structure 

depending on positive and negative game outcome. 

 In the Dutch subcorpus, finally, the main keywords distinguishing the 

conditions are again focused game outcome (see Table 10): WIN-LOSS (thuiszege 

[home victory], zege [victory], gewonnen [win], overwinning [victory], winnen [win]), 

loss-win (nederlaag [defeat], verliezen [lose]), TIE-WIN/LOSS (gelijkspel [tied match], 

gelijk [same], gelijkspelen [tie], remise [draw]). Likewise, there are more positive words 

(mooi [beautiful], prachtig [magnificent], belangrijk [important], glunderen [shine], 

eindelijk [finally]) in WIN-LOSS, while in LOSS-WIN there are mainly negative words 

(pijnlijk [embarrassing], teleurstellen [disappoint], balverlies [ball loss], slecht [bad], 

ramp [disaster], leed [sorrow], lijden [suffer]). Again, ties seem to be associated more 

with neutral words. 
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Table 10. Keywords across Outcomes (Win, Loss, & Tie) compared, respectively, in 
Dutch after Lemmatization. “#Types Before Cut” refers to the overall count of unique 
types of words. “#Types After Cut” indicates the words are considered for the keyword 
list. Within columns from left to right: rank, frequency, and keyness of the following 
word 

WIN-LOSS LOSS-WIN TIE-WIN TIE-LOSS 

#Types Before Cut: 
6354 
#Types After Cut: 
4104 
#Search Hits: 0 
1 362 182.782
 zege 
2 158 102.258
 gewinnen 
3 304 63.628
 overwinning 
4 96 55.418
 boeken 
5 288 40.347
 winnen 
6 613 36.355
 drie 
7 25 32.136
 bevrijden 
8 67 30.481
 geweldig 
9 187 30.213
 mooi 
10 26 26.360
 thuiszege 
11 37 24.362
 stijgen 
12 48 23.302
 eindelijk 
13 97 23.093
 belangrijk 
14 115 21.874
 prachtig 
15 75 21.254
 venlonaren 
16 529 21.238
 doelpunt 
17 25 20.863
 buit 
18 27 19.680
 klimmen 
19 15 19.282
 glunderen 
20 15 19.282
 ontlading 

#Types Before Cut: 
5783 
#Types After Cut: 
3921 
#Search Hits: 0 
1 350 240.884
 verliezen 
2 324 230.284
 nederlaag 
3 116 67.251
 onderuit 
4 1657 65.668
 niet 
5 74 37.074
 helaas 
6 43 32.679
 lijden 
7 19 28.357
 overmaat 
8 19 28.357
 ramp 
9 29 27.226
 pijnlijk 
10 17 25.372
 leed 
11 48 25.148
 teleurstellen 
12 248 22.820
 gelijkmaker 
13 993 21.555 er 
14 912 21.215
 krijgen 
15 121 21.056
 resultaat 
16 89 19.633
 aansluitingstreffer 
17 2625 19.341 te 
18 218 19.169
 proberen 
19 51 18.686
 balverlies 
20 57 18.654
 slecht 

#Types Before Cut: 
5099 
#Types After Cut: 
3341 
#Search Hits: 0 
1 194 251.174
 gelijkspel 
2 172 84.015
 gelijk 
3 51 82.267
 gelijkspelen 
4 393 63.599
 punt 
5 30 47.275
 puntendeling 
6 194 41.042
 gelijkmaker 
7 224 39.268
 beide 
8 25 34.009
 remise 
9 27 28.539
 overhouden 
10 109 24.685
 eindigen 
11 969 24.096
 niet 
12 695 22.181
 kans 
13 615 19.313
 tegen 
14 38 18.802
 helaas 
15 53 18.476
 bedrijf 
16 9 18.126
 overheersen 
17 587 17.800
 krijgen 
18 20 17.644
 doelpuntloos 
19 26 17.332
 steken 
20 20 15.741
 genoegen 

#Types Before Cut: 
5099 
#Types After Cut: 
3498 
#Search Hits: 0 
1 194 196.324
 gelijkspel 
2 393 132.938
 punt 
3 51 81.081
 gelijkspelen 
4 30 43.564
 puntendeling 
5 172 37.738
 gelijk 
6 25 31.021
 remise 
7 104 21.772
 pakken 
8 40 21.328
 tevreden 
9 14 20.030
 veerkracht 
10 10 18.851
 zwaarbevochten 
11 20 17.618
 genoegen 
12 9 16.966
 overheersen 
13 27 16.031
 overhouden 
14 20 15.535
 doelpuntloos 
15 109 13.912
 eindigen 
16 54 13.807
 openen 
17 146 13.418
 slotfase 
18 423 13.355
 over 
19 7 13.195
 bevrijden 
20 7 13.195
 klassiek 
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2.3.2.2 Emotion words: LIWC, VAD, and emotion analyses 

Having looked in general into which words are used to describe the various game 

outcomes across the different languages, we will now investigate emotion terms more 

specifically. One way of doing this is using LIWC, originally developed by Pennebaker 

et al. (2001). For the exploration of the MEmoFC, the original English dictionary, the 

German dictionary (Wolf et al., 2008), and the Dutch dictionary (Zijlstra et al., 2004) 

were used. Here, we focus on categories that are arguably most interesting in terms of 

sentiment and perspective: pronouns, specifically 1PP based on to the studies on self-

serving and self-preservation (BIRG/CORF; see above), negations, positive and 

negative emotion words, words relating to anger, sadness, and anxiety, as well as 

exclamation marks, which indicate positive emotions (Gilbert & Hutto, 2014; Hancock 

et al., 2007). Means and standard deviations for the different LIWC categories are 

presented in Table 11, and Figures 2a-i illustrate the variance in the categories in the 

corpus by language and outcome/condition in violin plots. 

 Overall, the LIWC analyses are consistent with the concordance analysis, 

described above: more positive emotion words are counted in reports about won 

matches and more negative emotion words, anger, and sadness in reports about lost 

matches, and this pattern is consistent across languages. Only the level of anxiety does 

not differ according to game outcome but between languages, with the level overall 

Table 11. Means and Standard Deviations for LIWC Categories across Game 
Outcomes (Win, Loss, & Tie) and Languages  

 WIN LOSS TIE 

 EN NL GER EN NL GER EN NL GER  

Positive 
Emotion 

2.89 
(0.78) 

1.97 
(0.86) 

2.45 
(0.89) 

2.52 
(0.78) 

1.48 
(0.72) 

2.17 
(0.79) 

2.76 
(0.79) 

1.58 
(0.73) 

2.22 
(0.79) 

 

Negative 
Emotion 

1.64 
(0.57) 

1.05 
(0.53) 

1.07 
(0.50) 

2.00 
(0.65) 

1.62 
(0.73) 

1.42 
(0.51) 

1.70 
(0.63) 

1.15 
(0.36) 

1.17 
(0.51) 

 

Anxiety 0.29 
(0.26) 

0.21 
(0.22) 

0.17 
(0.19) 

0.28 
(0.25) 

0.20 
(0.24) 

0.14 
(0.17) 

0.27 
(0.25) 

0.20 
(0.22) 

0.16 
(0.18) 

 

Anger 0.41 
(0.26) 

0.33 
(0.28) 

0.11 
(0.14) 

0.44 
(0.30) 

0.38 
(0.32) 

0.14 
(0.16) 

0.44 
(0.29) 

0.37 
(0.32) 

0.10 
(0.14) 

 

Sadness 0.35 
(0.25) 

0.24 
(0.26) 

0.35 
(0.24) 

0.50 
(0.33) 

0.69 
(0.64) 

0.51 
(0.30) 

0.37 
(0.26) 

0.25 
(0.27) 

0.49 
(0.29) 

 

Negation 0.36 
(0.27) 

0.81 
(0.49) 

0.59 
(0.33) 

0.38 
(0.28) 

1.02 
(0.56) 

0.72 
(0.38) 

0.40 
(0.28) 

0.95 
(0.52) 

0.65 
(0.35) 

 

Pronouns 4.44 
(1.30) 

0.99 
(0.64) 

1.81 
(0.90) 

4.23 
(1.19) 

1.01 
(0.73) 

1.78 
(0.79) 

4.27 
(1.29) 

0.94 
(0.68) 

1.74 
(0.74) 

 

We 0.06 
(0.31) 

0.09 
(0.22) 

0.24 
(0.55) 

0.04 
(0.20) 

0.11 
(0.23) 

0.16 
(0.41) 

0.07 
(0.29) 

0.09 
(0.24) 

0.18 
(0.41) 

 

Exclamation 
Marks 

0.02 
(0.16) 

0.04 
(0.18) 

0.52 
(0.78) 

0.005 
(0.04) 

0.01 
(0.06) 

0.17 
(0.35) 

0.008 
(0.08) 

0.01 
(0.04) 

0.28 
(0.53) 
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highest in English and lowest in German. The numbers for tied matches generally fall 

in between those for wins and losses. 
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 Looking at differences between the languages, we observe that more positive 

words in English texts and that these are less frequent in German and, especially, in 

Dutch texts. Negative emotion words are also most frequent in English and occur less 

in German and Dutch, where the frequencies are similar. We also find a higher 

proportion of negations in Dutch, specifically in reports on lost and tied matches. The 

same pattern (more negations in reports about losses and ties) can be observed in 

English and German as well, although the differences are smaller. 

 In recent years, various alternative methods to assess the emotional nature of 

a text have been developed. For example, one can assess the Valence (positive – 

negative), Arousal (calm – excited) and Dominance (low – high) of the words in a text. 

To measure how texts in the MEmoFC differ in terms of these VAD dimensions, and 

whether this differs across languages, we use normative lexicons of English (Warriner 

et al., 2013), German (Vo et al., 2009) and Dutch (Moors et al., 2013), which have been 

developed by relying on a large number of native speakers rating thousands of words 

on these dimensions (except for German, where dominance is not reported). 

 The three lexicons differ not only in size (about 14000 words for English, 

4000 for Dutch and 3000 for German), but also in the rating scales that were used 

during the data collection (1-9 for English, 1-7 for Dutch, and between ±3 for German). 

To obtain more consistent results across languages, we used min-max normalization 

to rescale all dictionaries between -4 and +4, with 0 indicating neutral 

valence/arousal/dominance. 

  

Figure 2i. Percentages of LIWC category “exclamation marks” per total words per text 
by condition (win, loss, & tie) and language (English, German, & Dutch). Points are 
raw data points, the line shows central tendencies of the data, the bean is the 
smoothed density, and the rectangle around the line represents the inference interval. 
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 After the scale adjustment, the average VAD scores for each report were 

calculated by summing each dimension’s scores of all words in the report and then 

averaging them for all matches. A similar approach has been used in, for example, 

Gatti et al. (2016), and has been shown to be useful when there is no sufficient 

annotated data for supervised classification (Jurafsky & Martin, 2009; Taboada et al., 

2006), or when pre-trained sentiment or emotion analysis tools are not available (as 

it is the case for Dutch and German). 
 As can be seen in Table 12, reports of winning matches have a higher, positive 

valence across all languages compared to losses. In a similar vein, reports on losses 

have a more negative valence than those on ties, which in turn are more negative than 

wins. We observe no difference in arousal between reports, while dominance is 

slightly higher for wins. Ties are consistently ranked between wins and losses. 

 Given that large parts of the dictionaries consist of moderate/neutral words, 

this might “flatten” the differences between conditions. New dictionaries with only 

words that have (normalized) valence, arousal, and dominance scores of more than 2 

or less than -2 were created and the analysis rerun using only the more extreme values. 

In Table 13, the differences for the extreme values between the matched reports about 

winning and losing matches are even bigger, which confirms the trend that winners 

use more positive and more strongly positive language. Again, more negative affect is 

expressed in texts about losses than in reports about won matches. 

Table 12. Valence, Arousal, and Dominance for Aligned Reports in English (Win-
Loss: 1037 Matches Compared; Tie: 365 Matches Compared; Dictionary: 13915 
Entries), Dutch (Win-Loss: 468 Matches Compared; Tie: 135 Matches Compared; 
Dictionary: 4299 Entries), and German (Win-Loss: 404 Matches Compared; Tie: 
146 Matches Compared; Dictionary: 2903 Entries) 

 Dimension WIN LOSS TIE 

English Valence 0.70 0.64 0.66 
 Arousal -1.01 -1.02 -0.01 
 Dominance 0.59 0.54 0.56 
Dutch Valence 0.56 0.48 0.50 
 Arousal 0.28 0.25 0.25 
 Dominance 0.43 0.39 0.42 
German Valence 0.65 0.54 0.59 
 Arousal -0.80 -0.83 -0.83 
 Dominance N.A. N.A. N.A. 
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 A final exploratory analysis of the emotion words in the different texts zooms 

in on discrete emotion terms using the EmoMap technique of Buechel and Hahn 

(2018), which maps the VAD lexicons onto Ekman’s set of basic emotions (1992b). The 

resulting lexicons are then scaled between 0 and 10, with 0 representing absence of a 

particular emotion and 10 representing the maximum intensity. Note that 10 is a 

theoretical maximum, while in fact no word in the resulting dictionary has a value 

higher than 8.5. Table 14 shows the distribution of emotions across languages and 

game outcomes. Although the numeric differences are relatively small, the pattern is 

broadly consistent with the earlier LIWC and VAD analyses, with joy scores being 

higher for wins, and sadness, fear, and disgust higher for losses. 

 

2.3.3 Example Study 3: Can we classify texts as describing a win or loss 

(and does this vary per language) and which textual elements of the 

reports are most indicative of the game outcome? 

The analyses so far suggest that there are systematic differences in words and phrases 

used for different outcomes, whether we look at personal pronouns (1PP), LIWC 

categories, VAD scores, or discrete emotion terms. This raises the question whether 

we can automatically predict whether a text reports about, say, a win or a loss, taking 

into account words, but also other textual features. To investigate this, we conducted 

a multiclass classification task to further explore possible differences in the language 

used to report on a win, tie, or loss. Our classifier is based on the classification 

framework of Van der Lee and Van den Bosch (2017). Similar to that framework, a 

distinction was made between word statistics, syntactic, and content-specific text 

features (see Table 15). The word statistic features are measures on the word or 

Table 13. Valence, Arousal, and Dominance for Extreme Values in Aligned Reports 
in English (Dictionary Entries Left: 1750 [Valence]; 919 [Arousal]; 403 
[Dominance]), Dutch (Dictionary Entries Left: 801 [Valence]; 317 [Arousal]; 145 
[Dominance]), and German (Dictionary Entries Left: 748 [Valence]; 466 [Arousal]; 
N.A. [Dominance]) 

 Dimension WIN LOSS TIE 

English Valence 1.28 1.04 1.12 

 Arousal -2.20 -2.20 -2.17 

 Dominance 2.13 2.00 2.00 

Dutch Valence 1.68 1.28 1.48 

 Arousal 1.32 1.05 1.22 

 Dominance 1.29 1.26 1.30 

German Valence 1.45 1.08 1.34 

 Arousal -1.77 -1.82 -1.85 

 Dominance N.A. N.A. N.A. 
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character level, such as sentence length and word length distributions. Syntactic 

features are indications of syntactical patterns present in sentences. To find these 

underlying syntactical patterns, the texts were parsed automatically using Frog (Bosch 

et al., 2007) for the Dutch soccer reports and the Stanford NLP parser (Klein & 

Manning, 2003) for the English and German soccer reports. Besides the raw part-of-

speech n-grams, syntactical feature groups such as function words, descriptive words 

and punctuation were captured as well. 

The content-specific features used for this study were word uni-grams, bi-

grams and tri-grams. These words or phrases could indicate certain topics in the 

text.Strategic data reduction was applied to the soccer reports for the content-specific 

features to reduce computational load and simultaneously reduce the chance that the 

classifier focuses on linguistically irrelevant features (the word Manchester might for 

instance be associated with a win, but this is not a good linguistic indicator). For this 

data reduction, words were lemmatized (e.g. goals to goal), stop words were removed 

(words like the, who and are), and named entities were again removed (e.g. Arsenal, 

Luuk de Jong). Furthermore, highly infrequent words (words appearing less than 10 

times in the total corpus) were removed from the content-specific features. 

Table 14. Discrete Emotions (Joy, Anger, Sadness, Fear, & Disgust) in Aligned 
Reports in English (Win-Loss: 1037 Matches compared; 365 Ties Compared), 
Dutch (Win-Loss: 468 Matches compared; 135 Ties Compared), and German (Win-
Loss: 404 Matches compared; 146 Ties Compared) 

 
 

Emotions WIN LOSS TIE 

English Joy 3.63 3.54 3.57 

 Anger 1.06 1.10 1.08 

 Sadness 1.07 1.11 1.09 

 Fear 1.18 1.21 1.19 

 Disgust 0.99 1.02 1.01 

Dutch Joy 1.64 1.56 1.57 

 Anger 1.66 1.69 1.68 

 Sadness 1.99 2.05 2.01 

 Fear 1.85 1.88 1.86 

 Disgust 1.58 1.63 1.61 

German Joy 3.81 3.80 3.78 

 Anger 1.62 1.62 1.62 

 Sadness 0.96 0.97 0.94 

 Fear 1.40 1.41 1.39 

 Disgust 0.91 0.93 0.92 
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Six machine learning classification algorithms were tested: Linear Support 

Vector Machines and Naïve Bayes, plus four tree-based algorithms: C4.5, AdaBoost, 

Random Forest, and XGBoost. Discriminating between wins, ties, and losses was done 

using either word statistics, syntactic or content-specific features as described above.  

Table 15. Text Features by Word Statistics, Syntax, and Content Adopted for the 
Classification of MEmoFC Texts  

Group Category Description 

Word Average word length  
Statistics Average sentence length in 

terms of words 
 

 Average sentence length in 
terms of characters 

 

 Type/token ratio Ratio of different words to the total 
number of words 

 Hapax legomena ratio Ratio of once-occurring words to the 
total number of words 

 Dis legomena ratio Ratio of twice-occurring words to the 
total number of words 

 Short words ratio Words < 4 characters to the total number 
of words 

 Long words ratio Words > 6 characters to the total number 
of words 

 Word-length distribution Ratio of words in length of 1-20 
Syntactic Function words ratio Ratio of function words (e.g. ‘that’, ‘the’, 

‘I’) to the total number of words 
 Descriptive words to nominal 

words ratio 
Adjectives and adverbs to the total 
number of nouns 

 Personal pronouns ratio Ratio of personal pronouns (e.g. ‘I’, ‘you’, 
‘me’) to the total number of words 

 Question words ratio Proportion of wh-determiners, wh-
pronouns, and wh-adverbs (e.g. ‘who’, 
‘what’, ‘where’) to the total number of 
words 

 Question mark ratio Proportion of question marks to the total 
number of end of sentence punctuation 

 Exclamation mark ratio Proportion of exclamation marks to the 
total number of end of sentence 
punctuation 

 Part-of-speech tag n-grams Part-of-speech tag n-grams (e.g. ‘NP’, 
‘VP’) 

Content-
specific 

Word n-grams Bag-of-word n-grams (e.g. ‘crossbar’, 
‘very high’) 
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Subsequently, the features from these three feature groups were combined 

using two different approaches: a supervector approach and a meta-classifier 

approach. The supervector approach pools all features together into a single vector to 

predict the type of report, regardless of the feature category. The meta-classifier 

approach takes the probabilistic outputs of each feature category and uses them as 

inputs for a higher-level classifier to predict the type of report, which has the potential 

to increase classification accuracy if the feature groups all contain some additional 

information that is not stored in a single feature group. The meta-classifier approach 

has been shown to increase performance in other classification tasks (Malmasi et al., 

2015; Van der Lee & Van den Bosch, 2017). Furthermore, a baseline was used that 

predicts the most frequent reports based on the training set. 

Table 17. Classification Performances of the Best Algorithm for the Different 
Feature Groups and Combination Methods for the German Subcorpus 

Features Algorithm Precision 
(micro) 

Recall 
(micro) 

F-Score 
(micro) 

Accuracy 

Lexical only AdaBoost 0.38 0.30 0.33 0.24 

Syntactical 
only 

AdaBoost 0.51 0.40 0.44 0.32 

Content-
specific only 

AdaBoost 0.91 0.82 0.86 0.78 

Supervector AdaBoost 0.91 0.78 0.84 0.76 

Meta-classifier XGBoost 0.89 0.87 0.88 0.86 

Baseline 
(stratified) 

- 0.33 0.34 0.33 0.15 

 

Table 16. Classification Performances of the Best Algorithm for the Different 
Feature Groups and Combination Methods for the English Subcorpus 

Features Algorithm Precision 
(micro) 

Recall 
(micro) 

F-Score 
(micro) 

Accuracy 

Lexical only XGBoost 0.40 0.20 0.26 0.18 

Syntactical only AdaBoost 0.47 0.33 0.39 0.27 

Content-
specific only 

XGBoost 0.84 0.70 0.76 0.68 

Supervector XGBoost 0.86 0.69 0.76 0.67 

Meta-classifier XGBoost 0.82 0.76 0.79 0.76 

Baseline 
(stratified) 

- 0.34 0.34 0.34 0.15 

 



Language and Emotion: A Football Corpus Study 

53 

The results show that all feature groups perform above baseline in all 

languages (Tables 16 – 18). The lexical features (stylistic features such as word length 

and sentence length) classified the report types least well, with the syntactical features 

(e.g. POS n-grams and punctuation features) performing slightly better. The word-

based content-specific features perform the best out of the feature groups, although 

the results can be improved by combining all three features in a meta-classifier. The 

best classifier was able to correctly label around 80% (compared to a 39% baseline) of 

the reports for each language, which confirms that there are clear linguistic differences 

between the descriptions of wins, ties, and losses for English, German and Dutch. 

Table 18. Classification Performances of the Best Algorithm for the Different 
Feature Groups and Combination Methods for the Dutch Subcorpus 

Features Algorithm Precision 
(micro) 

Recall 
(micro) 

F-Score 
(micro) 

Accuracy 

Lexical only AdaBoost 0.42 0.33 0.37 0.27 
Syntactical only AdaBoost 0.47 0.35 0.40 0.27 
Content-
specific only 

XGBoost 0.85 0.76 0.80 0.72 

Supervector AdaBoost 0.87 0.75 0.80 0.71 
Meta-classifier Linear SVM 0.85 0.80 0.82 0.80 
Baseline 
(stratified) 

- 0.35 0.34 0.34 0.16 

 

Table 19. The Ten Most Important Word Features for the English Subcorpus with 
Normalized Gini Importance Scores 

Feature name  Importance score 

's second goalkeeper  0.047244 

2 rowe  0.033216 

11 minute game  0.032676 

20 minute lively  0.032019 

's square  0.027757 

's ORG game  0.019867 

's a8 yard  0.01563 

0 PERSON healthy  0.015286 

17 minute team  0.013702 

's PERSON sure  0.01044 
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 Interestingly, the most important word features (Tables 19 – 21), as obtained 

using Gini importance scores for the best performing tree-based algorithm (Breiman 

et al., 2009), do not show salient differences in word use between win, tie or loss 

reports. These features are all expressions that occur rarely in the corpus, which 

suggests that the distinctiveness of wins, losses or ties is based on many features in 

combination rather than specific ones. 

 

2.4 Conclusion and Future Work 

This chapter presented a new multilingual corpus, MEmoFC, consisting of pairs of 

reports for soccer matches, taken from the respective websites of the competing 

teams, combined with game statistics. The corpus can be used for linguistic emotion 

research and has been constructed to contribute to understanding how the 

production of written language is influenced by an author’s emotional state or the 

assumed state of the intended audience of a text (e.g., happy after a win and 

disappointed after a loss). After describing how the corpus was collected and 

preprocessed, we illustrated how the corpus can be used in three exploratory studies. 

 The three studies were each guided by a specific research question. In our first 

study, we investigated basking behavior on the use of first-person plural pronouns. As 

expected, a trend appeared in the English and German subcorpora, indicating an 

increase of basking after won matches compared to lost or tied matches. However, 

this was not the case for the Dutch subcorpus. The second study was concerned with 

the use of specific words and phrases depending on game outcome. In three analyses, 

Table 20. The Ten Most Important 
Word Features for the German 
Subcorpus with Normalized Gini 
Importance Scores 

Feature name Importance 
score 

's mal 0.042092 

17.9 19:00 0.038623 

16 minute Müller 0.037463 

15 ohrenbetäubend 0.02865 

+ 5 min 0.026977 

12 minute geben 0.026194 

17.1 0.023036 

17 nächst heimspiel 0.022955 

+ 4 ORG 0.021822 

15:30 ORG 30 0.019015 

  

Table 21. The Ten Most Important Word 
Features for the Dutch Subcorpus with 
Normalized Gini Importance Scores 

Feature name Importance 
score 

-0 ijzersterk 0.062025 

1 meteen vanaf 0.047749 

-0 vrijdag 27 0.045276 

1 1 ruimte 0.041853 

-0 zetten tijdens 0.039825 

1 treffer geel 0.031676 

0 schoot verdwijnen 0.031082 

1 60ste minuut 0.028526 

-1 doelpunt 0.026765 

1 3 datum 0.0229 
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we first examined overall frequencies with TF/IDF, which, while already suggesting 

trends, proved less suitable for the task; we then moved on to keywords of the 

language and outcome subcorpora, which showed interesting, outcome-specific 

words that are used in the individual subcorpora, many of which were emotionally 

colored, although this seemed to be the case to different degrees in the different 

languages; finally, we zoomed in on VAD and emotion scores, which, while showing 

the expected patterns according to outcome, also differed in intensity in the three 

languages. The third study served as a demonstration of the possibility to classify the 

reports according to win, loss, and tie, which confirms that some linguistic features 

are more representative of the respective game outcomes and, hence, possibly also 

emotionality, than others. 

 While our exploratory analyses demonstrate how the corpus can be fruitfully 

used to investigate affective language production, there are also some limitations 

worth mentioning. For example, the fact that the authors of the texts in the corpus are 

mostly unknown means that possible effects of authorship cannot be studied well 

using MEmoFC. While the possibility that the individual authors’ writing styles have 

an impact on the lexical choices and grammatical structures as well cannot be ruled 

out, we expect that the multitude of different reports coming from many different 

writers washes out the peculiarities of different writing styles. Although MEmoFC is 

smaller than other contemporary affective corpora that have been constructed, such 

as the Amazon corpus (McAuley & Leskovec, 2013) or Twitter as a corpus (Pak & 

Paroubek, 2010), its main strength is that it is controlled, combining pairs of 

descriptions for the same data. It was ensured that only certain leagues and time 

frames were collected, while also monitoring non-available texts, to keep the reports 

comparable. This made it difficult to scrape the texts automatically and called for a 

manual collection of reports, which also limited the scope. In general, we follow 

Borgman (2015, p. 4) in believing that “having the right data is usually better than 

having more data”. However, the corpus is expandable to more seasons, other leagues, 

“neutral” reports from unrelated newspapers or other countries and in other 

languages. The latter might also include international matches and the respective 

reportage (e.g., the World Cup or the European Championship), where it would be 

possible to investigate cultural differences in (affective) language use by examining 

the perspectives of two countries instead of two clubs. An extension of the corpus with 

more texts could also make it possible for the classifier approach to find more robust 

individual features, meaning linguistic features that reliably reflect differences 

between reports describing a win, tie or loss in the three languages, which could not 

be detected now due to the scarcity of reoccurring bigrams/trigrams.  

 In its current form, we believe that MEmoFC will contribute to and improve 

the generation of sports narratives as a starting point for effectively training NLG 

systems. For example, based on the corpus, a data-to-text generation system that is 
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able to generate multiple reports for a single match has already been developed (Van 

der Lee et al., 2017). In the future, it could be interesting to look at how authors of 

match reports select which game events to report on based on the statistics collected 

for the leagues and seasons of MEmoFC since there might be a bias in the selection 

process due to the outcome of the match or due to cultural differences that are 

possibly traceable in the languages.  

 In a next step, we intend to conduct a laboratory study to directly investigate 

the effects of negative and positive emotions related to success and failure on language 

production. Similar to Baker-Ward et al.’s (2005) study that investigated the 

realization of negative and positive emotions in match narratives of children who 

played in two teams and participated in the same football match, it would be 

interesting to create a game setting experiment with participants producing the 

reports to the matches themselves. This setting will enable us to eliminate the issues 

of unknown authorship and uncertainty about the emotional involvement of the 

author. 

 MEmoFC is, to the best of our knowledge, the first corpus to include affective 

narratives about the same events from different perspectives, across different cultures 

and languages. The controlled selection process of the reports ensures the quality of 

the corpus, while still adding up to a respectable number of texts. In this chapter, we 

demonstrated its usefulness both for linguists (e.g., to explore cultural differences in 

emotions and language production) and NLP/NLG researchers (for practical 

applications of such differences, see, e.g., PASS by Van der Lee et al., 2017). MEmoFC 

is available on request for research purposes. 
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** 
In the current chapter, we studied affective language use in existing soccer reports, 

assuming that the game outcome influences the author’s affective state and, thus, their 

writing. While we found interesting patterns in our results, it is very unlikely that the 

authors actually participated in the games they report on. Therefore, it would be 

interesting to study the link between game outcome and game reporting in a more direct 

manner. Hence, in the following chapter, we conduct an experiment with foosball 

matches and create our own match report corpus. 
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Abstract 

Our affective state is influenced by daily events and our interactions with other 

people, which, in turn, can affect the way we communicate. In two studies, we 

investigated the influence of experiencing success or failure in a foosball (table 

soccer) game on participants’ affective state and how this in turn influenced the way 

they report on the game itself. Winning or losing a match can further influence how 

they view their own team (compared to the opponent), which may also impact how 

they report on the match. In Study 1, we explored this by having participants play 

foosball matches in two dyads. They subsequently reported their affective state and 

team cohesiveness, and wrote two match reports, one from their own and one from 

their opponent’s perspective. Indeed, while the game generally improved 

participants’ moods, especially winning made them happier and more excited and 

losing made them more dejected, both in questionnaires and in the reports, which 

were analyzed with a word count tool. Study 2 experimentally investigated the effect 

of affective state on focus and distancing behavior. After the match, participants 

chose between preselected sentences (from Study 1) that differed in focus 

(mentioning the own vs. other team) or distancing (using we vs. the team name). 

Results show an effect for focus: winning participants preferred sentences that 

described their own performance positively while losing participants chose 

sentences that praised their opponent over negative sentences about themselves. 

No effect of distancing in pronoun use was found: winning and losing participants 

equally preferred the use of we vs. the use of their own team name. We discuss the 

implications of our findings with regard to models of language production, the self-

serving bias, and the use of games to induce emotions in a natural way. 

 

Keywords: emotions, competitive play, foosball, basking in reflected glory, 

distancing 
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3.1 Introduction 

Success and failure - everyone has experienced situations that ended one way or the 

other in their lives and knows how these situations made them feel. They influence 

our affective and mental state and can have an impact on our behavior and on how we 

communicate with others. In this chapter, we investigated how success and failure in 

a competitive game alter participants’ affective states and how this subsequently 

influences how they describe the events that took place. In two studies, we used 

foosball (table soccer) as an immersive, naturalistic affect induction method and 

combined this with a task (e.g. writing a report) that was directly linked to the 

induction. 

3.1.1 The influence of affect on language 

The influence of our affective state on different aspects of language production has 

received some, but not much, scholarly attention. Some aspects of language 

production have already been shown to be influenced by a speaker’s/author’s affective 

state. By far the most thoroughly investigated is the relationship between affective 

state and changes in vocal expression. Among many others, Banse and Scherer (1996), 

Owren and Bachorowski (2007), and Goudbeek and Scherer (2010) describe the 

acoustic cues that are associated with the speaker’s affective state and can be used to 

correctly identify those states. 

 Compared to the acoustic properties of affective speech, other aspects of 

language production, such as the linguistic form and content, have been much less 

studied. Notable exceptions are the work of Beukeboom and Semin (2006), Forgas 

(1999b), and Pennebaker and colleagues (1993 and further). For example, Beukeboom 

and Semin (2006) found more abstract language in narratives that were written in 

the happy than in a sad mood, and Forgas explored the influence of affect on 

pragmatic aspects of behavior. Findings include, among others, that participants in a 

(mildly) negative mood formulated more polite requests than their happy 

counterparts Forgas (1999a) and that they conform more to Grice et al.’s 

communication norms (1975), such as quantity or relevance (Koch et al., 2013). The 

work of Pennebaker and colleagues assesses, among other things, the effect of 

affective state on pronoun use. They found, for example, that depressed writers not 

only used more words with a lower valence than non-depressed people, but also used 

the pronoun “I” more than their non-depressed counterparts (Rude et al., 2004). To 

automatically assess texts for different linguistic properties, including those related 

to affect, Pennebaker et al. (2001) developed the Linguistic Inquiry and Word Count 

(LIWC). LIWC provides word counts and percentages for words belonging to a 

multitude of different psychologically motivated word categories. Validated 
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dictionaries exist for different languages, such as English (Pennebaker et al., 2015), 

Dutch (Zijlstra et al., 2005), and German (Wolf et al., 2008) and have been 

periodically updated in recent years. LIWC covers a wide range of categories, such as 

positive and negative emotion words, negations, curse words, fillers, or words related 

to concepts like tentativeness or certainty. 

 What this handful of studies thus indicates is that affective state can 

influence aspects of language production beyond the acoustic level, although these 

studies are generally limited to specific linguistic categories (e.g., abstract words, 

personal pronouns). Overall, we still know very little about how affective states 

influence language production, partly because studying the relation between the 

two in an experimental setting is complicated. 

3.1.2 Affect induction in a natural setting 

To study the relationship between affect and language production, participants need 

to feel something in the first place. Often, affect induction happens through affect 

inducing stimuli such as pictures, music, or video clips, or by instructions to imagine 

or memorize an affectively laden event (Coan & Allen, 2007; Quigley et al., 2014). 

While these methods have their particular strengths and weaknesses, they all have 

shown to be effective in eliciting affect, albeit to varying degrees. However, in almost 

all earlier studies, the relationship between the affect induction procedure and the 

subsequent task is tangential at best. Since the affective state as well as language are 

inherently intentional phenomena (e.g., they are about something; see, for example 

Goldie, 2002), disconnecting the affect induction from its possible effects might 

obscure the relationship between the two. 

 To illustrate this, consider Krohne et al. (2002). They induced positive and 

negative moods through success and failure in a demanding cognitive task to 

investigate emotion regulation and coping disposition. After the induction, 

participants freely wrote down whatever came to their minds and, afterwards, their 

thoughts were coded for valence and relatedness. The authors found that, indeed, 

negative and positive thoughts that were related to the task were congruent with the 

induced moods: experiencing a failure led to overall more negative thoughts about the 

task, and experiencing a success led to more positive thoughts. Importantly, the 

overall number of thoughts and the number of positive, negative, or neutral thoughts 

that were completely unrelated to the task did not differ after successes or failures. 

This study, while not primarily aimed at demonstrating such, shows that there is a 

close link between our affective state, its cause, and cognitions about the cause (see 

also Bower, 1981, 1983; Bower & Cohen, 2014; Breuer et al., 2015). This indicates the 

importance (when studying the influence of affective state on language production) 

of connecting the affect induction and the language production. Hence, in this 

chapter, we explore the possibility of inducing emotions in participants and 
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subsequently measuring the effectiveness of the induction through self-report as well 

as with a closely related language production task by first letting participants play a 

foosball game competitively and then asking them to write about it. 

3.1.3 The influence of perspective on language 

Studying the effect of positive and negative affect on language production and 

communication is further complicated by the potential mediating influence of 

perspective. Some studies show that negative affect worsens communication (Baker-

Ward et al., 2005), while others show improvement (Forgas, 2013; Koch et al., 2013). 

Crucially, the latter studies used video excerpts that were unrelated to the task to 

induce affect, while in the study of Baker-Ward et al. (2005) affect induction 

happened in a natural social setting, and the task was closely related to the induction 

procedure, comparable to the manner we envisage for the current study. Baker-Ward 

and colleagues asked children who just won or lost a soccer match to describe the 

match they had played and found differences in the narratives, such as a more factual 

report for winning children compared to more interpretive descriptions for losing 

children. So, while the children ostensibly participated in the same match, what they 

talked about and especially how they talked about it differed. Since, following Bower 

(1981) and Krohne et al. (2002), our cognitions are congruent with our affective state, 

we can assume that the differences in the children’s narratives coincide with the 

changes in affective state because affect induction and the narratives were closely 

related. 

 Further, the study by Baker-Ward et al. (2005) implies that our affective state 

is also inherently linked with the perspective we take in our narratives. The 

importance of perspective was additionally confirmed by an early study on the 

perceptions of a football game between two schools (Hastorf & Cantril, 1954). This 

study demonstrated how vastly different an event (in this case fairness) can be 

perceived depending on one’s point of view; answers to questions such as “Who 

initiated the rough play?” and “Was the game fair and clear?” depended greatly on the 

side the respondents were on (see also Mann, 1974). Likewise, perspective and affect 

do not only influence how an event – especially one ending in success or failure – is 

remembered and recounted, but also the role we assign to ourselves (and our team) 

in the outcome of the event. 

3.1.4 Basking and distancing 

The issues of perspective and affect that are inherent in success and failure also touch 

on the subject of causal attribution. In situations with positive or negative outcomes 

that can threaten one’s self-perception, implications for ourselves tend to be mediated 

by the self-serving bias. It postulates that people generally attribute successes more 

to their own performance and abilities, while distancing themselves from failures and 
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attributing those to external causes (Campbell & Sedikides, 1999; Miller & Ross, 1975; 

Zuckerman, 1979). This pattern occurs even when a person is not directly involved in 

the process leading up to the respective outcome. For example, Downs and Sundar 

(2011) let participants play a virtual bowling match together with a team, which they 

were told consisted of random online game participants, against another online team. 

The outcome of the game was controlled in such a way that it ended in a win or a loss 

for the participant’s team. Importantly, only the top three (unbeknown to the 

participant, fictional) scores counted, which the participant’s score was never part of. 

This was even marked in the score board to ensure participants were aware of the fact 

that they did not have any influence on the outcome. Still, participants attributed 

successful games in parts to themselves, while blaming failures on their teammates. 

 Especially for large-scale events such as elections (Boen et al., 2002; Miller, 

2009) and sports events (Boen et al., 2002; Branscombe & Wann, 1991; Cialdini et al., 

1976; Lee, 1985), patterns such as “basking in reflected glory” (BIRGing, Cialdini et al., 

1976) successful outcomes and “cutting off reflected failure” (CORFing, Snyder et al., 

1986) after unsuccessful outcomes have been observed. Fans and supporters publicly 

proclaim their affiliation to a contestant or team more prominently after a success 

and withdraw more after a defeat. However, these tendencies are mediated by the 

strength of team affiliation (Wann & Branscombe, 1990): in case of strong affiliation 

and long-time support, even negative events do not change fan and supporter 

behavior, whereas they do when affiliation is weak and support is relatively recent. 

We might find a similar effect for friends and strangers in our study. 

 Snyder et al. (1986) studied distancing in a smaller group of students who 

were asked to present group work with their group after receiving positive or negative 

feedback. Even in a small group of peers, students preferred not to participate in the 

group presentation more often after negative feedback. This is supported by Wann et 

al. (1995), who demonstrated the moderating effect of affiliation as well as a 

distancing effect in smaller groups, also with regard to possible future failures. If 

distancing and basking are such common self-preservation and emotion regulation 

strategies in competition situations and if we assume that cognitive processes 

influence each other, it should be possible to trace both processes in descriptions of 

such an event. Yet, as far as we are aware, the only study that investigated this 

phenomenon with regard to language production (use of we vs. they) so far was 

Cialdini et al. (1976). 

3.1.5 The current studies 

Our goal is to study the influence of affective state on language production by 

introducing a new experimental paradigm in which the affect induction and language 

production are closely intertwined. 



Language and Emotion: A Foosball Experiment 

 

65 

 In the current studies, we created a competitive game situation where we 

have more control over the author and their relationship with the game than in 

professional sports reporting or the reporting on big events. We used a foosball game 

to induce positive and negative affect related to winning and losing in a group: the 

participants were known, part of teams, and, importantly, they were the ones writing 

the reports. Due to the competitive nature of the game, we expected the effects of 

winning and losing to be strong enough to influence the affective states of 

participants. This setup allows for affect to be induced in a more natural, social 

environment directly in the lab. With the connected writing task, we manage to 

collect a text corpus based on the affect induction procedure. We expect to find 

differences in a variety of text properties of written foosball match reports based on 

positive and negative affect, operationalized as game outcome, specifically with 

regard to emotionality and perspective. 

 We present two studies: Study 1 explores different aspects of the language 

participants used in their written reports of the foosball games they played. In this 

study, our focus is on finding different communicative strategies depending on game 

outcome, which indicates affect. We will use LIWC categories and investigate 

linguistic references to the foosball teams involved in the form of pronouns and team 

names to explore the foosball reports written by participants to assess the effect on 

affective word use and linguistic focus (i.e., referring to one’s own team or the other 

team). In Study 2, we focus on two of these aspects in more detail, namely the effect 

of affect through winning or losing on the use of focus and distancing behavior (e.g., 

using “we” in the case of winning, but the team name when losing). 

3.2 Study 1 

3.2.1 Design 

This study has a 2 x 2 (Outcome: win, loss x Perspective: own, other) factorial design 

with affective state, the level of distancing and basking, as well as 13 LIWC categories 

as dependent variables. Affective state and basking/distancing were assessed using 

questionnaires, and basking/distancing was additionally annotated in the reports in 

the form of occurrences of the pronoun “we” and of team names. Since the 

questionnaires do not afford the manipulation of perspective, only outcome could 

effect changes. For the language in the reports, both the effects of outcome and 

perspective were assessed. 

3.2.2 Participants 

In total, 114 participants (74 women), age ranging from 18 to 40 years (M = 21.6), took 

part in the study. Participants were students and junior staff, mostly PhD students and 
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young post-docs, of Tilburg University who participated for course credit or candy. All 

were fluent speakers of Dutch and partook in groups of four, with each team 

consisting of two people. We opted for same-sex groups in order to observe possible 

gender effects and to avoid within team interactions thereof. Two times, confederates 

were used due to no-shows of signed-up participants. All but 4 participants had played 

foosball before and were familiar with the game. 

3.2.3 Measures 

We used several measures to determine possible relationships between the outcome 

of the game, the participants’ affective states, and their writing style. 

3.2.2.1 Emotion Questionnaire 

In the competitive setting of a foosball game, many different emotions can appear. 

According to Holbrook et al. (1984, p. 729), “an orientation toward victory or beating 

the opponent removes some games from the context of pure play or leisure by 

introducing an element of intrinsic motivation or work”. In order to account for the 

competitive aspect of the setup, we opted for a questionnaire aimed at athletes in 

sports events, the Sport Emotion Questionnaire (Jones et al., 2005). The questionnaire 

includes 22 items that are combined into five affective categories. The original English 

questionnaire was translated to Dutch by a Dutch native speaker (different from the 

authors). The original categories in English are anger (irritated, furious, annoyed, 

angry; Cronbach’s α = .72 [Dutch translation]), anxiety (uneasy, tense, nervous, 

apprehensive, anxious; Cronbach’s α = .67 [Dutch translation]), dejection (upset, sad, 

unhappy, disappointed; Cronbach’s α = .70 [Dutch translation]), excitement 

(exhilarated, excited, enthusiastic, energetic; Cronbach’s α = .87 [Dutch translation]), 

and happiness (pleased, joyful, happy, cheerful; Cronbach’s α = .88 [Dutch 

translation]). 

3.2.2.2 Basking and Distancing Questionnaire 

For self-report measures on distancing and basking behavior, we used a scale based 

on items created by Downs and Sundar (2011). All items were translated to Dutch by 

the same Dutch native speaker. Items for basking include: (1) I personally feel like I 

have won when our team wins. (2) I feel a sense of achievement because the team did 

well. (3) I have feelings of pride because the team did well. (4) I feel like my teammate 

played well. (5) I feel like we are winners. Items for distancing include: (1) I feel 

humiliated when the team loses (In the original study by Downs and Sundar (2011), 

the item is phrased as “I feel humiliated because the team lost.” Since every participant 

saw all items regardless of the game outcome, this formulation would be illogical after 

a won match and was therefore changed to fit every outcome). (2) I do not feel any 

connection with my teammate. (3) I feel like my teammate played poorly. (4) I feel 

like my teammate is a loser. (5) I feel like my teammate did not play well. Additions 
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to the scale were: (1) I feel like the outcome was a matter of luck. (2) I feel like I played 

well. (3) I enjoyed the game. These were added for different reasons. Distancing is not 

only possible by blaming bad performances on the teammates, but also by putting 

blame on outer circumstances, such as luck. Hence, item 1 was added to control for 

this. In a pilot of the study, participants indicated that they felt suspicious about being 

only asked about their teammate, but not about their own performance and 

experience, which ultimately led to the addition of item 2 and 3. To find the most 

reliable scale, first correlations of all items were calculated. The items with the highest 

correlations were then combined into a scale and controlled for reliability. For 

basking, a seven-item scale emerged including the five original items and item 2 and 

3 from the additions with a good reliability (Cronbach’s α = 0.83 [Dutch translation]). 

For the distancing scale a 4-item measure emerged including items 2, 3, 4, and 5 with 

an acceptable reliability (Cronbach’s α = 0.73 [Dutch translation]). Item 1 was 

excluded from the scale because of low, non-significant correlations with the other 

distancing items. This seems reasonable, though: in order to feel humiliated by the 

team’s performance, there must be an emotional link to the team. If a participant does 

not feel connected to their team, or only weakly so, there is no reason for them to feel 

humiliated after a lost match because they will not feel as responsible or connected to 

the outcome either. 

 Overall, a correlation analysis confirmed that the basking and distancing 

scales were indeed sufficiently negatively correlated, r = -.52, p < .001, N = 226. 

3.2.2.3 Match Reports 

After each match, participants wrote two reports about the matches they just played, 

one from their own perspective and one from the perspective of the other team. They 

were requested to write at least about 50 words and they obtained an error message 

when they submitted less than 250 characters. Otherwise, there were no restrictions 

on length or style. They were given the following instruction (translated from Dutch; 

perspective originally marked in bold red): 

 

Imagine you had to write an online report for the match you just played for 

the fans of your/the other team. Of course, they would like to experience 

what happened and how it was. What can you tell them about it? What 

happened in the game? How was your opponent? What can you tell them 

about your/the other team’s performance? Do you have any thoughts on 

the following match? 

 

To encourage them to write an extensive report, participants were informed that the 

best reports would enter a lottery for a gift voucher. The instructions were 

counterbalanced for perspective to avoid possible order effects. In each team, one 
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person started with the report for their own team and one with the report for the 

other team per round. Time taken to write the reports was recorded. The reports were 

analyzed with LIWC, focusing on thirteen pre-determined affect-related categories 

(Tausczik & Pennebaker, 2010), such as positive and negative emotion words, words 

signaling specific emotions (anger, sadness, anxiety), and words referring to 

achievements (e.g., “earn”, “hero”). Aside from the affect related categories, we will 

also consider pronouns, where first person plural is linked to in-groups and social 

connections while third person plural hints at out-group awareness; negations, which 

are linked to inhibition and uncertainty; certainty (e.g., “always”, “never”), 

tentativeness (e.g., “maybe”, “perhaps”, “guess”), inhibition (e.g., “constrain”, “stop”, 

“block”), and discrepancy (e.g., “should”, “would”, “could”), which are connected to 

emotional stability; and exclamation marks, which have been shown to be an 

indicator of positive affect in text-based communication (Hancock et al., 2007). 

 In addition, the reports were manually coded by a Dutch native speaker, 

different from the authors, for references to the own and other team to investigate 

the main focus of the reports. Manual annotation was chosen over automated 

annotation to clearly distinguish referents, e.g., “they” could refer to either the own 

team or other team and team names could be shortened to nicknames or mistyped. 

3.2.2.4 Demographics 

Participants were asked to indicate their gender, age, whether they were native 

speakers of Dutch, and any other languages they spoke. In addition, they had to 

indicate whether they had a language disorder like dyslexia. Further, they were asked 

whether they knew their own teammate or one or both of the participants in the other 

team. Finally, they specified their experience with foosball, so whether they had played 

the game before and how frequently they played on a scale from 1 to 5 (Very rarely – 

Very often). Nearly all participants indicated that they had played foosball only 

occasionally, hence we do not analyze this any further. 

3.2.4 Material and procedure 

Before the beginning of a session, the room was prepared and the camera set up. The 

survey for the experiment was preloaded in the browsers of all four computers and the 

participant numbers entered by the experimenter. 

 As soon as all four participants had arrived, they were asked to draw one of 

four cards that were offered to them by the experimenter before entering the room. 

The cards, which had the letters A, B, C, and D written on them, determined which 

participants were going to form a team. This procedure was chosen to assign groups 

as randomly as possible due to a likely variation in skill levels. The participants then 

entered the room with the experimenter and the teammates were placed next to each 

other at work stations at two desks, which had the same letters as the cards attached 

to them to signal each participant where to sit. The desks with the teams faced away 
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from each other and the computers of the individual participants were separated with 

a screen (see Figures 1 & 2). 

 

Figure 1. Overview of the experiment room (bird’s eye view). 

 

 

Figure 2. Actual experiment room.  
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 The experimenter briefly explained the procedure, and, if no questions 

remained, the participants were asked to read and sign the informed consent forms. 

Afterwards, the participants were asked to come up with a name for their team, which 

was then written on a whiteboard (“Team A vs. Team B”). This step was included to 

induce the affiliation between team members and to stress the social aspect of the 

game. 

 Next, a coin toss determined the sides and colors at the foosball table and who 

would start the first game. If no questions arose, participants filled in the first part of 

the survey, which included questions about the team names, the team colors, and the 

Sport Emotion Questionnaire. The experimenter stayed in the room in case technical 

problems with the survey arose. 

 Upon completing the first part, participants proceeded to the foosball table. 

They were told that their position in the first game, attack or defense, did not matter 

because they would switch in the second round. A camera was set up to record the 

voices of the participants and the table surface during the game. As a guideline, the 

official rules of foosball were printed on a poster next to the table. The timer was set 

to 8 minutes and the experimenter left the room. 

 When the timer signaled the end of the round, the experimenter re-entered 

the room, turned off timer and camera, and checked the outcome on the whiteboard. 

If the game was tied, participants were told to play one match ball with the 

experimenter present to determine a winner. If there was a winner, the team was 

congratulated on the victory and could choose their prize from a box with a variety of 

candy. The teams were then asked to take a seat again and fill in the second part of 

the survey. After giving information about the outcome, they were first asked to write 

the two match reports before completing the Sport Emotion Questionnaire and the 

Basking and Distancing Questionnaire. 

 After everyone completed the second part of the survey, the teams returned 

to the foosball table and played the second match. The procedure was the same as in 

round one, except that participants switched attack and defense at the table within 

the teams. Two rounds were chosen to allow participants to take both positions at the 

table, hence eliminating the position being used to explain bad performances, and to 

have a complete foosball “season” (home & away), similar to soccer and other sports 

seasons. 

 After the last round, when the winning team had been awarded their prize, 

the teams returned to the desks to finish the survey. The procedure was the same as 

in the first round, except for some additional demographic items in the end. When 

everyone had finished the survey, participants received the debriefing form. If one 

team lost both rounds of table soccer, they were also offered candy. The experimenter 

then thanked the participants for their participation and finished the session. 
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3.2.5 Results 

One participant was excluded because the reports were written in English and they 

indicated an insufficient knowledge of Dutch for the questionnaires during the 

experiment. Two additional texts by another participant were excluded because they 

were also written in English. 

3.2.5.1 Affective variables 

Sport emotion questionnaire. The effects of outcome (winning versus losing) on 

dejection (χ2(2) = 27.36, p < .001), excitement (χ2(2) = 40.1, p < .001), and happiness 

(χ2(2) = 30.6, p < .001) were significant, indicating that winning made participants 

happier and more exited, while they felt more dejected after losing. Adding knowing 

the teammate or the number of participants known, and demographics (age, gender) 

as random intercepts did not improve the model. Anxiety was predicted by time 

(first/second round), indicating that participants became gradually less anxious over 

the course of the experiment. This was not the case for the other emotions. Round did 

not influence the results since the full models for anger and anxiety did not 

significantly differ from the null models, indicating that these emotions were 

independent from the outcome. 

 We analyzed the self-reported emotions with linear mixed effects modelling 

in R using the lme4 package (Bates et al., 2014). Following Winter (2013), outcome 

was modelled as a fixed effect and participants were included as random intercepts to 

account for repeated measures. The model did not converge when including 

participants as random slopes, most likely due to the low number of observations. The 

five emotions (anger, anxiety, dejection, excitement, and happiness) were modelled 

separately as dependent variables. To determine significance values and model fit, the 

full model was compared to a null model in an ANOVA. For example: 

Dejection ~ Outcome + (1|Participant) 

This full model on Dejection was compared to the following null model: 

Dejection ~ 1 + (1|Participant) 

Post-hoc, these results were compared pair-wise to determine the points of 

significance. For the emotions that turned out to be significantly influenced by game 

outcome, every pair-wise comparison (Baseline – Win; Baseline – Loss; Win –Loss) was 

also significant, except for excitement, where the comparison: Baseline – Loss did not 

reach significance. 

 

Basking and distancing questionnaire. Again, following Winter (2013), outcome was 

modelled as a fixed effect and participants were included as random intercepts to 

account for repeated measures. The dependent variables, Basking and Distancing, 
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were modelled separately. To determine significance values and model fit, the full 

model was compared to a reduced model in an ANOVA. 

 Self-reported basking (χ2(1) = 110.6, p < .001) as well as distancing (χ2(1) = 26.1, 

p < .001) significantly depends on game outcome (Table 1). While participants 

generally bask more than they distance themselves, reports of basking additionally 

increase after a won match and drop after a loss, while the opposite is true for 

distancing. Additionally, adding familiarity with the teammate as a predictor 

improved the model for distancing: if participants knew their teammate, they 

distanced themselves less than when they did not know each other. This was not the 

case for basking. Adding the number of participants known or the demographics 

(gender, age) did not improve either model. 

3.2.5.2 Match Reports 

Basic Descriptive Statistics. Overall, a total of 450 match reports consisting of 42,279 

tokens (win: 21,465; loss: 20,814), with an average text length of 94.0 tokens/text, were 

written by the participants in an average of 194.8 seconds/text (Table 2). The shortest 

text is 33 tokens written in about 1.5 minutes, the longest 301 tokens written in almost 

15 minutes. The vast majority of participants followed the requested 50 words-per-

text limit, with only 26 reports ranging between 33 – 49 words. In general, male 

participants took almost one minute longer to write the texts, which were also about 

10 words longer on average. 

 Overall, text lengths and writing time did not vary much for reports about 

won and lost matches. With regard to game outcome, the reports written from the 

authors’ own perspective in the first round were similar in terms of number of words 

or writing time (Table 2). In the second round, however, writing time dropped, 

Table 1. Descriptive Statistics for Emotions and Basking/Distancing in Baseline, 
Loss, and Win 

 BASELINE WIN LOSS 

 M (SD) M (SD) M (SD) 

Anger 1.11 (0.28) 1.06 (0.22) 1.17 (0.36) 

Anxiety 1.36 (0.44) 1.15 (0.27) 1.17 (0.37) 

Dejection 1.14 (0.36) 1.06 (0.21) 1.28 (0.40) 

Excitement 3.05 (0.85) 3.67 (0.91) 3.13 (0.97) 

Happiness 3.53 (0.83) 3.89 (0.74) 3.27 (0.96) 

Basking --- 4.44 (0.44) 3.43 (0.75) 

Distancing --- 1.50 (0.59) 1.93 (0.81) 
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especially for reports about lost matches. Text length decreased for authors of losing 

teams assuming the winner’s perspective in the second round as well. 

 In addition, familiarity with the other participants affected the time taken to 

write the reports (see Figure 3), while the average text length remained mostly 

unchanged. Writing time dropped (up to almost 1.5 minutes less) the more familiar 

the author was with the group (Win, group unknown: 235.4 s/ Win, whole group 

known: 146.6 s; Loss, group unknown: 214.6 s/ Loss, whole group known: 154.2 s). This 

pattern appeared independent of round and outcome. The same pattern emerges if 

we just look at familiarity with the own teammate: if teammates know each other, they 

take less time to write the reports in both rounds and both outcomes (see Figure 4). 

LIWC. Table 3 shows means and standard deviations for all LIWC categories 

mentioned in the introduction. Since we did not have clear hypotheses for every single 

LIWC category, we refrain from performing inferential statistical analyses. As can be 

expected, there are more positive emotion words in reports about successful matches 

than in lost matches; even more so in reports by authors of the losing teams assuming 

the winners’ perspectives (Table 3). Sentences (1) – (3) are some examples of 

expressions of positive affect in won matches: 

 

Table 2. Descriptive Statistics of the Match Reports, classified into Round (1/2), 
Outcome (Win/Loss), and Perspective (Own/Other)  

 Number of texts 
Mean Text Length 

(SD) 
Mean Time (SD) 

Round 1 226 97.2 (43.8) 223.3 (134.1) 

LOSS 114 98.8 (43.9) 225.6 (142.7) 

Other 55 94.7 (39.3) 230.4 (138.2) 

Own 59 102.6 (47.8) 221.2 (147.8) 

WIN 112 95.6 (43.8) 220.9 (125.3) 

Other 55 96.3 (48.7) 231.9 (142.9) 

Own 57 94.8 (38.9) 210.2 (105.9) 

Round 2 224 90.7 (31.4) 166.6 (74.4) 

LOSS 110 86.8 (30.1) 154.5 (67.6) 

Other 54 84.0 (28.7) 153.9 (76.2) 

Own 56 89.6 (31.4) 155.0 (58.9) 

WIN 114 94.4 (32.3) 178.4 (78.9) 

Other 56 91.0 (27.8) 170.9 (67.7) 

Own 58 97.7 (36.0) 185.6 (88.4) 

TOTAL 450 94.0 (38.23) 194.8 (111.8) 
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Figure 3. Average writing time related to familiarity of participants (group 
unknown – known to participant) for won and lost matches; error bars are 95% CIs.  
 

 
Figure 4. Average writing time related to familiarity of teammates 
(known/unknown) for won and lost matches; error bars are 95% CIs.  
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(1) YES! We hebben weer een wedstrijd gewonnen jongens! (20C_R2_2T) 

 ‘YES! We won another competition, guys!’ 

(2) De tegenstander had geen schijn van kans, en daar maakten wij mooi 

gebruik van. (10D_R1_2T) 

‘The opponent did not stand a chance and we made good use of that.’ 

(3) Gelukkig herpakte OWN_TEAM zich na de 5e goal en mede dankzij goed 

teamwork en wat knap doelwerk kon OWN_TEAM uitlopen op team 

OTHER_TEAM. (22D_R1_2T) 

‘Fortunately, OWN_TEAM got their act together after the 5th goal and 

thanks to the good team work and nice goal work, OWN_TEAM could 

catch up with OTHER_TEAM.’ 

The opposite pattern occurs for negative emotion words: the proportion is lowest in 

reports about won matches by winning authors and highest when the winning authors 

assume the losers’ perspective. (4) to (7) illustrate negative affect after lost matches: 

 

(4) Twee keer achter elkaar een vernedering door OTHER_TEAM, dat is in 

de voetbalgeschiedenis ongekend. (4B_R2_1T) 

‘Humiliated two times in a row by OTHER_TEAM, that’s unheard of in 

the history of football.’ 

Table 3. Means and Standard Deviations for LIWC Categories in Win and Loss and 
Perspective (Own/Other) 

 WIN LOSS 

 Own Other Own Other 

Positive emotion 3.39 (2.25) 2.92 (1.76) 3.13 (2.09) 3.97 (2.65) 

Negative emotion 1.83 (1.56) 3.33 (2.21) 3.15 (2.16) 1.98 (1.64) 

Sadness 0.18 (0.44) 0.79 (0.89) 0.90 (1.23) 0.24 (0.51) 

Anxiety 0.12 (0.39) 0.15 (0.44) 0.12 (0.36) 0.14 (0.47) 

Anger 1.04 (1.27) 0.98 (1.30) 0.97 (1.39) 1.05 (1.32) 

Negation 0.98 (1.08) 0.79 (0.89) 1.49 (0.16) 1.03 (1.14) 

Achievement 1.42 (1.45) 1.48 (1.14) 1.53 (1.61) 1.72 (1.60) 

Pronoun 3.11 (2.42) 3.01 (2.37) 2.89 (2.38) 3.59 (3.23) 

Certainty 0.79 (0.99) 0.79 (1.01) 0.74 (0.85) 0.86 (0.93) 

Inhibition 0.37 (0.78) 0.34 (0.77) 0.29 (0.78) 0.37 (0.68) 

Tentativeness 1.03 (1.09) 1.20 (1.16) 1.59 (1.39) 1.45 (1.58) 

Discrepancy 1.64 (1.18) 2.26 (1.69) 2.16 (1.68) 2.01 (1.42) 

Exclamation marks 0.78 (1.31) 0.35 (0.75) 0.39 (0.75) 0.69 (1.17) 
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(5) Helaas weer een nederlaag… (27A_R2_2T) 

‘Unfortunately, another defeat…’ 

(6) Wij nemen de schuld van deze nederlaag volledig op ons, het had 

namelijk veel beter kunnen gaan. (27A_R2_2T) 

‘Only we are to blame for this defeat, it could have gone way better.’ 

(7) OWN_TEAM zal tijd nodig hebben deze ongelooflijke afgang te kunnen 

verwerken. (4B_R2_1T) 

‘OWN_TEAM will need time to process this unbelievable flop.’ 

 

Similarly, the proportion of words related to sadness is higher in reports on lost 

matches, both from the own and other perspective, than in reports on won matches. 

No apparent difference was found for words related to anxiety and anger. Overall, the 

affect occurring in the texts is similar to the results of the self-reported emotions 

(Figure 5). However, considering Figure 5, we can see that the proportion of positive 

emotion words is still high and almost balanced with negative emotion words in 

reports on matches of losing authors. By taking a closer look at the reports and LIWC’s 

annotations, we can identify two possible reasons for this: 

a) Some authors write positively about negative game outcomes, see (8) to (10), often 

focusing specifically on general game descriptions. 

 
Figure 5. Mean proportions of LIWC emotion categories (positive emotions, 
negative emotions, anxiety, anger, and sadness) per match report by game 
outcome and perspective; error bars are 95% CIs. 

 

 

 
    Win/Own             Win/Other            Loss/Own              Loss/Other 

Positive emotions 
Negative emotions 
Anxiety 
Anger 
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(8) Toch worden we hier niet door ontmoedigd en zijn we van mening dat 

de komende wedstrijden, met veel trainen, een stuk beter zullen gaan! 

(27A_R2_2T) 

‘But we will not be discouraged by this and think that the following 

matches will be, with a lot of training, a lot better!’ 

(9) De kans is namelijk sterk aanwezig dat zij er de volgende keer met de 

winst vandoor gaan. Er is namelijk veel progressie te merken. 

(10B_R2_1T) 

‘There is in fact a big chance that they will win next time. You can in fact 

see a lot of progress.’ 

(10) Verder verliep de wedstrijd goed, was het gezellig en wordt de volgende 

wedstrijd weer net zo spannend waarschijnlijk! (3A_R2_2T) 

‘The match continued nicely, it was pleasant and the following match 

will probably be just as exciting.’ 

b) Due to the fact that LIWC annotates individual words, some negative implications 

are lost in the context of the text, see examples (11) to (12). For example, LIWC 

annotates the word strong as a positive emotion word in (11), although it is negative 

in the context of the sentence and the phrase too strong. 

 

(11) Vooral de aanval van OTHER_TEAM was te sterk voor onze verdediging. 

(5A_R2_2T) 

‘Especially the attack of OTHER_TEAM was too strong for our defense.’ 

(12) De defensie was bij de tegenstanders wel sterk. (3D_R2_1T) 

‘The opponent’s defense was strong.’ 

(13) Het andere team hadden meer energie en misschien meer ervaring. 

(17D_R1_2T) 

‘The other team had more energy and maybe more experience.’ 

 

On a similar note, irony and generally humorous descriptions of negative outcomes 

are almost impossible to pick up automatically with tools like LIWC, see (14). 

 

(14) Zonde dat de verdediging het parerend vermogen had van een 

keukenpapiertje, waardoor het doelsaldo van de tegenstander drie keer 

dat aantal binnen wist te ketsen. (28C_R2_2OT) 

‘It’s a shame that the defense had the paring capability of kitchen paper, 

which tripled the goal balance of the opponent.” 

 

Losing participants generally used more negations, particularly in reports from their 

own perspective. This stylistic difference seems to be related to the affect and 

perspective induced by losing the match, since winning participants writing from the 
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losers’ perspectives seemed not to be aware of this and did not adapt their writing 

accordingly. 

 Words related to achievements and pronouns were most used by losing 

authors assuming the winners’ perspectives (Table 3). In terms of pronouns, the 

proportion increased by almost one percent point from authors writing about their 

own lost matches to them pretending to be in the winning team. No big difference in 

the text categories was found for words relation to certainty and inhibition. The 

proportion of exclamation marks doubled in reports about won watches, either from 

actual winning authors or losing authors switching the perspective. 

 So, both sides intuitively used more or less exclamation marks according to 

game outcome. Also, words relating to tentativeness were generally higher in losing 

authors’ reports. Winning authors used more words relating to discrepancy when 

assuming the other team’s perspective, even more so than the losing authors 

themselves. 

Reference annotation. With regard to the use of the pronoun we and author focus in 

the form of references to the own or the other team, or both teams, authors put focus 

equally on their own and the other team, as well as both teams, regardless of outcome 

or perspective (see Figure 6). 

 

Figure 6. Average number of “we” occurrences and references to the own, other, 
or both teams per text by outcome (Win/Loss) and perspective (Own/Other); 
error bars are 95% CIs. 
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3.2.6 Discussion 

As shown in the previous section, participants’ affective states changed noticeably and 

congruently to the outcome of the game. Although, the outcome did not affect them 

in such a way that it caused strong negative or positive emotions, the effects were 

strong enough to affect the authors’ writing styles. Not only the use of positive and 

negative emotion words or words related to achievements varied as a function of 

affective state, which can be expected in a competitive game situation ending in 

success or failure, but also conceptual categories, including words linked to 

tentativeness and discrepancy, negations and even punctuation (exclamation marks).  

 Regarding the use of we and focus, participants showed no preference in 

either outcome or perspective. Since pronouns such as we have been shown to be good 

indicators of emotionality and social distance according to the literature, the lack of a 

difference in use could have different causes. The emotion induction might not have 

been strong enough to create a real in-group-out-group feeling or the instructions 

participants received to write the reports might have biased a specific text structure. 

Especially the latter can also be an explanation for the equal focus placed on both 

teams involved. We will investigate these matters further in Study 2. 

 The language in the reports and looking at the LIWC annotations, reveal an 

interesting aspect about linguistic focus in the reports about lost matches, see for 

example: 

 

(15) OTHER_TEAM heeft deze keer gewoon geluk gehad. (10_R1_2T) 

‘OTHER_TEAM was just lucky this time.’ 

(16) Het feit dat het andere team nu gewonnen heeft is puur geluk geweest. 

(24A_R1_1) 

‘The fact that the other team won was pure luck.’ 

(17) Hoewel OTHER_TEAM met 10-5 hebben gewonnen, maakte 

OWN_TEAM hen het tot de laatste seconde moeilijk. (9A_R2_1OT) 

‘Although OTHER_TEAM won with 10-5, OWN_TEAM put up a fight 

until the last second.’ 

In many of the match reports on lost matches, the authors summarize the outcome 

focusing on their opponent’s success, instead of explicitly mentioning the defeat of 

their own teams ([15] to [17]). Even authors assuming the losing teams’ perspectives 

employ this strategy. We will take a closer look at this distancing technique in Study 

2. 
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3.3 Study 2 

In Study 2, we set out to experimentally examine whether we did not find a difference 

in focus and the use of the pronoun we due to the formulation of the writing task in 

Study 1. Participants might have stayed too close to the text and content structure of 

the instructions (e.g., writing about the own and the other team was encouraged), 

which lead to the lack of differences. Instead of directed text production, participants 

in this study were asked to indicate which of a limited set of sentences best described 

the game they played. 

3.3.1 Design 

The design in the second experiment was a between-subjects design with one 

independent variable, Outcome (win, loss). Our dependent variables were affective 

state (questionnaire), basking/ distancing (questionnaire and sentence choice of 

we/team name), and focus (own/other). 

3.3.2 Participants 

In total, 82 participants (54 women), with ages ranging from 17 to 33 years (M = 22.1), 

took part in the study. Participants were students and junior staff of Tilburg University 

who participated for course credit or candy. None of them had participated in the first 

study. All were fluent speakers of Dutch and partook again in groups of four, with one 

team consisting of two people. Consistent with the first study, we used same-sex 

groups. Two times, confederates were used to replace participants that did not show 

up. All but 4 participants had played foosball before and were familiar with the game. 

Neither the use of confederates, nor lack of experience with foosball had noticeable 

effects on the results. 

3.3.3 Measures 

The Sport Emotion Questionnaire and the Basking and Distancing Questionnaire from 

the first study remained the same in the follow-up study. To investigate preferred 

focus and basking/distancing, sentences from the foosball report corpus of Study 1 

were selected. 

3.3.3.1 Basking/Distancing Task 

Participants could choose between two sentences that were identical except for the 

referring expression used to denote the subject, which was either “we” (inclusive, 

basking) or the team name (exclusive, distancing). In total, forty sentences were 

selected from the corpus. These sentences were divided into four bins of ten sentences 

each. Selection criteria were that the original sentence had to contain only one 

instance of “we” or the team name, and that the opponent’s team was not referred to 
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by name or the third person plural “they”. To allow for more variety in the sentences, 

the other team could be mentioned as “the opponent”, e.g.: 

 

(18) We/TEAM_NAME gingen beschaamd het veld af en gaven de 

tegenstander nog een hand. 

‘We/TEAM_NAME left the field ashamed but still shook hands with the 

opponent.’ 

 

3.3.3.2 Focus task 

Participants could choose between two sentences describing the same game event, 

but from either their own or the other team’s perspective, e.g. “Team A won.” vs. 

“Team B lost.”. Again, forty sentences were collected from the corpus and divided into 

four bins of ten sentences each. In this case, the sentences could not contain pronouns 

in order to avoid ambiguity and priming for the basking/distancing sentences. Again, 

the original sentences from the corpus had to describe a game event from one team’s 

point of view, with the team name mentioned once. The matching sentences from the 

respective other team’s perspective were then written and approved by several Dutch 

native speakers, so: 

 

(19) Uiteindelijk hebben TEAM_A de spannende wedstrijd 

gewonnen./Uiteindelijk hebben TEAM_B de spannende wedstrijd 

verloren. 

‘In the end, TEAM_A won the exciting competition./In the end, 

TEAM_B lost the exciting competition. 

(20) TEAM_A speelden beter en sneller./TEAM_B speelden slechter en 

trager. 

‘TEAM_A played better and faster./TEAM_B played worse and more 

slowly. 

3.3.3.3 Fillers 

Fillers consisted of twenty sentences and two categories that mirrored the structure 

of the critical sentences: alternative adjective sentences and full synonymous 

sentences. In the ten adjective fillers, participants could choose between two 

sentences that were identical except for one adjective, e.g.: 

 

(21) Beide teams speelden fantastisch/uitmuntend. 

‘Both teams played fantastically/excellently.’ 

 

In the ten full sentence fillers, participants could choose between two synonymous 

versions of a sentence. Fillers were not allowed to contain team names or pronouns 
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referring to the teams in order to not interfere with the critical sentences. Overall, 

they described the game in general. 

 The four bins per critical sentence category resulted in four surveys. To 

randomize further, the order of the four basic surveys was reversed. In total, eight 

surveys with different sentence orders were used. Filler sentences stayed the same 

across conditions (win/loss) and survey versions. 

3.3.4 Procedure 

The procedure of the second experiment was similar to the first one, except for 

participants playing only one game of foosball. After the coin toss to determine team 

colors, each team could choose a team name from a selection of five names, each 

indicating a different team color. This approach was chosen to shorten the experiment 

and at the same time offering teams a personal choice. Participants then filled in the 

first part of the survey, which was the same as for Experiment 1. After the match, 

participants completed the sentence selection task. They were informed that they 

were to always choose between two different versions of automatically generated 

sentences about the match and, after making their choice, rate the chosen sentence 

on a five-point scale (bad – good). The rest of the survey and procedure remained the 

same as in Experiment 1. 

3.3.5 Results 

3.3.5.1 Affective variables 

Sport Emotion Questionnaire. The effects of the interaction of time (before and after 

match) and outcome was significant for anger (χ2(1) = 6.27, p = .012), dejection (χ2(1) 

= 4.59, p = .032), excitement (χ2(1) = 8.34, p = .004), and happiness (χ2(1) = 11.67, p < 

.001), indicating that winning made participants happier and more exited, while they 

felt more dejected after losing. This finding is consistent with Study 1. Table 4 shows 

Table 4. Descriptive Statistics for Emotions and Basking/Distancing in 
Baseline, Loss, and Win 

 BASELINE WIN LOSS 

 M (SD) M (SD) M (SD) 

Anger 1.12 (0.28) 1.03 (0.08) 1.26 (0.56) 

Anxiety 1.39 (0.49) 1.15 (0.43) 1.27 (0.43) 

Dejection 1.20 (0.40) 1.10 (0.37) 1.25 (0.41) 

Excitement 3.15 (0.79) 3.74 (0.68) 3.54 (0.82) 

Happiness 3.57 (0.76) 3.90 (0.78) 3.78 (0.79) 

Basking --- 4.38 (0.42) 3.58 (0.69) 

Distancing --- 1.44 (0.45) 1.76 (0.84) 
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means and standard deviations for all five emotion categories in the win and loss 

conditions as well as the baseline values. 

 Similar to the first study, a main effect of time emerged for anxiety (χ2(1) = 

15.49, p < .001), and, in addition to that, excitement (χ2(1) = 31.25, p < .001), and 

happiness (χ2(1) = 13.21, p < .001), which means that participants became less 

anxious, but happier and more excited over the course of the study. In contrast to 

Study 1, gender was significant as a factor for anger (χ2(1) = 7.30, p = .007), anxiety 

(χ2(1) = 4.57, p = .033), and dejection (χ2(1) = 6.48, p = .011), with male participants 

being angrier after lost matches, and experiencing more dejection and anxiety in 

general. 

 We analyzed the self-reported emotions with linear mixed effects modelling 

in R. Again, following Winter (2013), participants were included as random intercepts 

to account for repeated measures. In addition to the main effects, the interaction of 

Time and Outcome was included since we are interested in the difference between 

time of measurement 1 and 2 for both, win and loss. The models were then again 

compared to models without the respective factors or interactions. Both models (full 

and reduced) were subsequently compared in an ANOVA to yield p-values. The five 

emotions (anger, anxiety, dejection, excitement, and happiness) were modelled 

separately as dependent variables; see, for example, the model for Dejection: 

 
Dejection ~ Outcome + Gender + Time + Outcome:Time + (1 | 

Participant) 

 
Basking and Distancing Questionnaire. We analyzed self-reported Basking and 

Distancing (see Table 4 for means and standard deviations) with an analysis of 

variance in R. Winners and losers differed both in basking (F(1, 80) = 40.02, p < .001) 

and distancing (F(1, 78) = 4.75, p = .022). Again, participants generally bask more than 

they distance themselves, but basking behavior additionally increases after a won 

match and drops after a loss, while the opposite is true for distancing. Additionally, 

adding familiarity with the teammate or the whole group did not have an effect on 

basking and distancing. However, gender had a significant main effect (F(1, 78) = 7.63, 

p = .007) and interacted with outcome (F(1, 78) = 6.24, p = .015) on distancing. Male 

participants distanced themselves much more from a lost match than female 

participants (see Figure 7). 
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3.3.5.2 Sentence Selection Task 

The sentence selection task (Focus and Basking/Distancing) was analyzed with logit 

mixed modelling in R using the lme4 package (Bates et al., 2014). Basic descriptive 

statistics for focus and basking/ distancing can be found in Table 5. Significance values 

were determined following Winter (2013): a bottom-up approach was used to build 

the models, starting with a basic model with game outcome as a fixed factor and 

participants as random intercepts, which was compared to a null model without the 

fixed factor. Other random factors such as Items, Gender, Familiarity with the group 

and the teammate were subsequently added. 

Table 5. Means and Standard Deviations for the Proportion of Focus (0 = Own, 1 = 
Other) and Basking/ Distancing (0 = We, 1 = Team Name)  

 Win (SD) Loss (SD) 

we vs. team name 0.55 (0.49) 0.53 (0.50) 

Focus 0.18 (0.38) 0.62 (0.48) 

 

  
Figure 7. Means of distancing by gender; error bars are 95% CIs. 
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Basking/distancing. As described above, first the basic model (23) including outcome 

as a fixed factor and a random intercept for participants was compared to a null model 

(22) without outcome in an ANOVA: 

(22) basking.null = glmer(BaskingDistancing ~ 1 + (1|Nr), data = Data, family 

= binomial, control = glmerControl (optimizer = "bobyqa")) 

 

(23) basking.model <- glmer(BaskingDistancing ~ Outcome + (1|Nr), data = 

Data, family = binomial, control = glmerControl(optimizer = 

"bobyqa")) 

Outcome did not significantly improve the model (AIC(22) = 927.79; AIC(23) = 

929.63), so there is no evidence that it did change participants’ choices for pronoun 

or team name (χ2(1) = 0.154, p = .695): participants equally often chose sentences with 

team name and the pronoun we to describe the match (see Figure 8). For the sake of 

completeness, additional random factors were included to see whether this improved 

the model, i.e., items as random intercepts and random slopes, the familiarity with 

the group, in which familiarity with the own teammate was nested, as random 

intercepts, and gender as random intercepts. After every addition, the impact of the 

added factor was controlled by comparing the new model to a reduced model without 

the new factor. Albeit the intermediate models as well as the complete model 

converged, overall model fit worsened for the complete model (AIC = 939.71). In 

addition, excluding groups with confederates did not change the above-mentioned 

results. 

 

Figure 8. Means for the proportion of focus (0 = own, 1 = other) and we (0 = we, 1 
= team name) in Win and Loss; error bars are 95% CIs.  
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Focus. Similar to basking/distancing, outcome was included as a fixed factor and 

participants as random intercepts in the basic model (23) for Focus, which was 

compared to a null model. Outcome improved model fit (AIC(Null) = 951.46; 

AIC(Basic) = 893.77) significantly (χ2(1) = 59.69, p < .001), hence, Outcome predicted 

focus choice. Winners chose sentences about the losing team’s performance 

significantly less than losers chose sentences about the winning team (see Figure 8). 

 In a next step, items were added as random intercepts and random slopes. 

Both additions improved the model, the random slopes significantly so (AIC(without 

random slopes) = 891.96; AIC(with random slopes) = 860.09; χ2(3) = 37.86, p < .001), 

which shows that the different sentences had different effects on participants. Next, 

familiarity with the team and teammate nested was added as random intercepts, for 

which the model did not converge due to a too large eigenvalue ratio. Adding Gender 

as a random intercept yielded no significant model improvement. The model with the 

best fit for focus was as follows: 

 (24) focus.model <- glmer(Focus ~ Outcome + (1|Participant)+ (1|Item) + 

(1+ Outcome|Item), data = Data, family = binomial, control = 

glmerControl(optimizer = "bobyqa")) 

The model shows that focus was best predicted by outcome with random intercepts 

for participants and items and includes random slopes for items by outcome. Adding 

random slopes for participants was not possible due to the low number of 

observations. 

3.3.6 Discussion 

Similar to Study 1, participants’ emotions changed congruent with game outcome: 

after a lost match, participants felt angrier and more dejected, and after a won match, 

they felt happier and more excited. They also expressed more self-reported distancing 

after a loss than after a win, and more basking behavior after a win. However, also like 

in Study 1, we did not observe a preference for the pronoun we after a success or a 

preference for team names after a lost match. Participants used both kinds of 

references approximately equally often. 

Contrastingly, focus depended strongly on game outcome. Participants in 

losing teams preferred sentences describing their opponents’ performances over 

sentences describing their own teams’ performances negatively in more than 60% of 

the cases. Winners only chose to talk about their opponent in 20% of the cases. This 

coincides with self-reported basking/distancing and the self-reported emotions 

experienced after the game: participants did not only report feeling more distant from 

their team after a lost match, but they also distanced themselves in terms of focus. It 

can be argued that this serves as a kind of self-preservation mechanism. So, instead of 

“bashing” their own team and performance in the game, participants prefer 
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highlighting the superiority of the other team, which serves as an explanation for the 

outcome and as a distractor from themselves. 

3.4 General Discussion 

The goal of our studies was to create a paradigm with a natural setting in the lab for 

competitive play. In Chapter 2, we investigated the role of positive and negative affect 

(in the form of winning and losing) on language in a multilingual text corpus of soccer 

reports that were harvested from the involved clubs’ websites (Braun et al., 2016). We 

indeed showed relationships between game outcome and affective language use. 

However, it was difficult to attribute authorship in online match reports and it was 

equally difficult to gauge the affiliation of the author, who was perhaps a professional 

writer writing for a club’s website, but who was otherwise detached from the club. To 

avoid these issues, we decided to recreate a comparable setup in the lab with foosball, 

similar to the children’s soccer study of Baker-Ward et al. (2005). We wanted to 

investigate whether it is possible to change the affective state of participants with 

competitive play and that these changes, just like the different perspectives that 

people assume, affect other cognitive processes, in our case language production. 

Since the competition took place in a group, we additionally expected phenomena 

such as basking in successes (Cialdini et al., 1976) and distancing from failures (Snyder 

et al., 1986) to influence language production and group dynamics.  

 Overall, the findings confirm the relation between affect, language, and 

perspective. Study 1 explored the influence of competitive foosball on participants’ 

affective states, group cohesion, and the way participants reported on the game itself. 

We showed that success and failure in the foosball matches succeeded as an affect 

induction method to induce mild negative and positive affect in our participants. 

Winning participants reported feeling happier and more excited, losing participants 

indicated more dejection. At the same time, they distanced themselves more from 

their groups after a lost match, while basking more after winning. Further, these 

changes were also traceable in the match reports that participants wrote about the 

matches afterwards. 

 With a word count (Pennebaker et al., 2001), we showed changes in 

different language categories that are relate to affect. While reports generally did not 

differ in text length or writing time regardless of game outcome or perspective taken, 

more subtle linguistic categories varied. On the one hand, participants not only seem 

to adapt straightforward linguistic aspects such as positive and negative emotion 

words, but they also changed their writing in terms of tentativeness, discrepancy, or 

punctuation (exclamation marks). Whether these linguistic changes happen 

consciously or subconsciously stands to question. 
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 Consciously or not, authors adapted their reports and writing styles 

intuitively also when they assumed their opponent’s perspective, without being cued 

to pay attention to specific linguistic categories. Yet, there seem to exist subtle 

language differences in describing a success or a failure that authors were not aware 

of, since they did not adapt their writing in terms of negations or tentative language. 

At the same time, we noticed some limitations of LIWC itself. Since the tool does not 

take textual context into account, some words were overlooked or misclassified in our 

analysis (Pennebaker & Francis, 1996). The impact of this issue should be investigated 

more closely in the future. 

 Contrary to our expectations, we found no difference in the number of 

references to the authors’ own teams and the other teams. Author focus was roughly 

equally distributed over both teams for both outcomes. Based on literature about 

basking and distancing behavior, a stronger focus on one’s own team after a won 

match would have appeared logical. Similarly, no difference in reference type to the 

own team (we vs. team name) was found for either outcome or perspective, despite 

the fact that literature on basking and distancing also suggests a more frequent use 

of the 1PP as a means of self-inclusion and self-serving in successes (Cialdini et al., 

1976). We suspected that the phrasing of the writing task could have primed a specific 

text and reference structure, which we investigated further in the second study. 

 Study 2 confirmed the game as a natural affect induction method and 

tested the effect on participants’ affective state on a more controlled, but still closely 

related linguistic task. Participants were again happier and more excited after a won 

match, while they reported more dejection and anger after a lost match. Additionally, 

we also found the same pattern for basking and distancing behavior. 

 These changes in affect and the basking/distancing behavior seemed to 

further influence the linguistic task. Based on the corpus derived from Study 1, 

participants chose sentence focus (own team/other team) and reference type 

(we/team name). Still, we found no preference for the pronoun we after won matches 

or for team name, the more distant option, after a defeat. Reference choice appeared 

to be a personal preference. Unaffected by game outcome, some participants used 

only we, while others preferred using team name continuously, regardless of game 

outcome or familiarity with the group. Again, others chose we and team name equally 

often, as if to alternate stylistically although they only chose between individual 

sentences. Naturally, people prefer variation in references (see, e.g., Gundel et al., 

1993), which might be an explanation for the individual variation in reference choice. 

Furthermore, in contrast to (professional) athletes, our studies did not investigate 

participants with a strong affiliation to the game they played, the team they played in 

or with a strong external motivation to win. Moreover, it is likely that the personality 

of individuals plays a role in the way they handle and talk about failures and successes: 
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a sore loser probably reports differently about a lost match than someone who is 

naturally not as troubled by failures. 

 Further, we did find an effect of game outcome on preferred focus. In the 

sentence selection task, winners selected the sentences about their own team in more 

than 80% of the cases, while losers only did so for less than 40% of sentence pairs. 

Naturally, it would be reasonable to assume that each participant chooses 

descriptions about their own team’s performance if given the choice. Yet, in some 

cases, winners chose to put the focus on the losing team, and, in the majority of cases, 

losers preferred to also focus on the winning team. Since the sentences that were used 

for the task were adapted to game outcome, winning team sentences described a 

positive game outcome and can thereby be considered positive themselves, while 

losing team sentences described a negative game outcome and were rather negative. 

It is therefore reasonable to assume that losing participants would prefer to not report 

about their own performance in a negative way and resort to “praising” their 

opponents. This additionally serves as a way to create distance from the event and to 

distract from one’s own performance. On the other side, winners might focus on the 

losing team in order to bask in their own success by mocking their opponent. 

 In sum, we managed to demonstrate a new naturalistic affect induction 

procedure in a social setting with a competitive game and presented tasks that are 

closely connected to the induction method. We also showed how subtle changes in 

the affective state influence language production – in our case focus and specific word 

categories. We also showed how mechanisms such as self-serving and self-

preservation can influence these levels of language production in terms of basking 

and distancing language. 
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*** 
In this chapter, we studied affective language related to a competitive game with an 

experimental study. In line with the theme of Chapter 2, we chose a foosball setup, which 

allowed for participants to play a game in groups and write reports about the game 

outcomes in a laboratory setting. Thus, in this study, players were indeed the authors of 

the reports and directly affected by the game outcome. In fact, we found patterns that 

matched our results of the previous chapter. However, the question arises in how far text 

affect can actually be determined with automatic approaches – such as the ones we have 

used ourselves – if the approaches rely on isolated ratings of word affect. We assume 

that contextual information about the word domain and the presentation of words 

within a text context might change individual word affect. In the following chapter, we 

therefore study the influence of intra- and extra-textual context on the affect ratings of 

individual words, taking our football corpus from Chapter 2 as a starting point. In a 

further step, we also investigate the effect of differently contextualized affective lexicons 

on the accuracy and precision of automatic sentiment analyses. 
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Abstract 

In this study, we explore whether and how linguistic and pragmatic context can 

change individual word valence and emotionality in two parts. In the first part, 

we investigate whether sentence contexts retrieved from a domain-specific 

corpus (soccer) bias individual word affect. We then examine whether word 

valence with and without context accurately indicates sentence valence. In the 

second part, we compare word ratings from the first part to four different 

existing affective lexicons, with different levels of sensitivity to semantic and 

pragmatic context, and examine their accuracy in determining sentence valence. 

Results show a significant difference between words with and without context, 

the former more accurate in determining sentence valence than the latter. The 

preexisting lexicons were found to be similar to the individual word ratings 

collected in the first part of the study, with human-evaluated, context-sensitive 

lexicons being the most accurate in determining sentence valence. We discuss 

implications for emotion theory and bag-of-words approaches to sentiment 

analysis. 

Keywords: affect analysis, affective word lists, bag-of-words methods, 

emotional corpora 
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4.1 Introduction 

Language does not only serve the purpose of conveying objective information but 

often does much more than that. Words can also be an expression of a writer’s 

intentions and emotional experiences that resonate in their words, which, in turn, 

can shape the understanding of a reader. Often, these words do not carry an inherent 

affective meaning but are influenced by the company they keep (Firth, 1957) in that 

they are influenced by the pragmatic and semantic context, consisting of the words 

(frequently) surrounding them and the situation in which they are produced 

(Hunston & Thompson, 2000; Louw, 1993). This observation has implications for 

computational sentiment analysis, a line of research dedicated to automatically 

detecting the valence (positive or negative) and emotional stance of texts (for a 

discussion of the terminology see Munzero et al., 2014), with a range of applications, 

from marketing and customer opinion detection to health monitoring and 

psychological status detection (Pang & Lee, 2004). A common approach to sentiment 

analysis is to rely, either explicitly or implicitly, on a so-called "bag of words" 

assumption and treat individual words as separate units of affective meaning. By 

combining the scores of the individual words in a text, the affective meaning of the 

text can then be determined. For this purpose, a multitude of affective words lists 

have been developed. These word lists usually contain ratings of the words’ valence 

levels, sometimes also ratings for arousal, i.e. the degree of excitement, and 

dominance, i.e. the degree of control, based on the VAD dimensions (Osgood, 1966; 

Russel, 1980), or categorizations of words (or phrases) into emotion categories, which 

are often based on basic emotions (Ekman, 1992), made by human judges. More 

modern variants of sentiment analysis often rely on advanced machine learning 

techniques (most notably neural networks). Based on annotated training material, 

they try to learn which words (or word-embeddings; a theme to which we will return 

later) are associated with which affective states, and then attempt to classify new texts 

accordingly (e.g., Maas et al., 2011; Rosenthal et al., 2017). In certain methods, bag-

of-words and other representations are combined as inputs for machine learning 

methods, giving rise to hybrid approaches (e.g., Chenlo & Losada, 2014). For example, 

Giatsoglu et al. (2017) combined bag-of-word with word2vec representations 

(Mikolov et al., 2013). Other studies explore the benefits of BERT-based models 

(Devlin et al., 2019) for sentiment analysis. While such more complex methods may 

currently obtain state-of-the-art results on benchmark datasets (Wang et al., 2018), 

word-based approaches are still frequently used and have some important advantages 

over more complex, black-box models: they are easy to use and understand, and are 

transparent about how words are rated and to which affective categories they can be 

assigned. What these approaches have in common is that they start from the affective 

meaning of individual words. Affective lexicons are compilations of these words. Yet, 
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it is unclear how accurately such dictionary approaches assess the affective meaning 

of texts. 

4.2 Theoretic Framework 

That the affective meaning of words can be influenced by the semantic context in 

which they appear is a notion referred to in corpus and cognitive linguistics as 

"semantic prosody" (Louw, 1993; Stubbs, 1995). The term describes the effect that 

affective meaning can be transferred from frequent collocations in which a word 

appears to the word itself, in that the negative or positive connotation can remain 

even though the word appears in combination with other words. Although the 

details of the effect are much debated (see, e.g., Hunston, 2007), that some words 

have a positive or negative connotation is generally acknowledged. Take, for 

instance, the word "shoot". In both the British National Corpus (BNC; Leech, 1992) 

and the Contemporary Corpus of American English (COCA; Davies, 2009), the top-

ten-collocation lists are dominated by words like "down", "kill", "gun", and "myself". 

Consider the following constructed examples: 

(1) She shoots the man. 

(2) She shoots the ball. 

(3) She shoots the ball into the goal. 

(4) She shoots the ball into her own team’s goal. 

Seeing a word like "shoot" in isolation is likely to illicit a negative association in the 

head of a reader, which would lead to a negative rating of the word if presented by 

itself. The negative connotation would probably be rooted in a use of the word "shoot" 

is in (1) where this particular word sense has the implicit association with fire arms 

and crime as exemplified by the frequent collocations retrieved from the BNC and the 

COCA. However, the same word is also frequently used in much more neutral 

contexts, such as (2), or even more positively connotated ones, like (3). Yet, (3) can 

also be negatively connotated within the same domain (soccer), as shown in (4). 

Taking this thought even further, the perception of (3) as positive and (4) as negative 

might additionally depend on the reader’s affiliation with the shooter and her team. 

Especially example (4) illustrates that the different affective connotations for (1) – (3) 

are not merely associated with different senses of the word "shoot" or its collocations. 

Being able to detect such affective nuances in language is an important task during 

everyday interpersonal communication and, hence, should be taken into account in 

automatic systems aimed at detecting emotions, e.g., in text. This appears to be 

especially crucial when making inferences about the author’s emotional state, 

especially if these systems are used for diagnostic purposes (Chatzakou et al., 2017; 

Christensen et al., 2014; Nguyen et al., 2014). 
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 The question is how bag-of-words approaches to sentiment analysis can fit 

into such a theoretical framework. If the affective meaning of words does not only 

depend on different word senses but also on connotations transferred onto them by 

frequent negative and positive collocations, and if speakers of a language are often 

not consciously aware of the latter effect while, at the same time, not being offered a 

way to determine the target word sense, prosodies and dominant word senses are 

likely also traceable in averaged word ratings comprising affective lexicons. Indeed, 

as examples (1)-(4) show, the averaged word rating collected from a number of raters 

indicates an underlying negative bias to the word, although more neutral highly 

frequent collocations (e.g., "Shoot a photo") exist as well. In that sense, dictionaries 

for automatic sentiment detection in text are not intended to represent the only 

affective meanings of words and, thus, cannot and should not be considered "ground 

truth". Much more, they can be regarded as an attempt at determining an a priori 

affect for each word – to capture interesting valence and emotion patterns in large 

amounts of text (e.g., a positivity bias, Dodds et al., 2015; Warriner & Kuperman, 

2015). In fact, in the context of laboratory studies, these averaged valences show 

consistent effects on participants: reaction times to negative words tend to be slower 

than reactions to neutral or positive words (Kuperman et al., 2014), eye-tracking 

studies show longer fixations on highly valenced than on neutral words (Scott et al., 

2012), neural responses to affective words are stronger compared to neutral words 

(Citron, 2012; Kissler et al., 2009), and affective words are remembered better than 

neutral ones (Kensinger & Corkin, 2003). Furthermore, in a principal component 

analysis, the computational model proposed by Hollis and Westbury (2016) identified 

a component related to the dimension of valence to organize lexical meaning, which 

can be interpreted in a similar way as averaged human valence ratings of individual 

words. Overall, bag-of-words approaches using averaged ratings of isolated words are 

able to reveal meaningful patterns in language. This is probably possible not because 

these approaches disregard the influence of the immediate semantic context of 

words. Rather, some context is already integrated in the word ratings in the form of 

specific word senses and semantic prosodies. 

 Although averaged word ratings offer a nice starting point for several lexical 

sentiment analysis techniques to investigate patterns of affective meaning in large 

corpora, attempts have been made to take the textual surroundings of words into 

account (see, e.g., Yang & Cardie, 2014). Yet, despite a few notable exceptions, the 

influence of sentence context on the affective understanding of words has received 

little systematic attention in affective computing compared to other fields like 

cognitive linguistics, and has mostly been restricted to the effects of so-called 

contextual valence shifters (Polanyi & Zaenen, 2006). These include negations, 

diminishers, and intensifiers (Kennedy & Inkpen, 2006), which are able to reverse, 

decrease, or increase the valence of single words and have to be considered for the 
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correct interpretation of a word and its affective meaning. For example, while "good" 

in "a good idea" is undeniably a positive word, preceding it by "not" reverses the 

expression’s meaning and, hence, its perceived valence in the context. In addition, 

there are modifiers that can change the intensity of an emotion word, such as "very", 

"rather", or "slightly". These specific phenomena are well-known, and various 

automatic sentiment analysis tools try to take them into account (e.g., Gilbert & 

Hutto, 2014). Other features impacting valence (and emotionality more generally) 

have been less explored in prior research. On the phrase level, Wilson et al. (2009) 

compared the contextual valence of multi-word expressions (categorically) to their 

polarity outside of a textual context, as well as their influence on the performance of 

a classifier algorithm. They observed a switch of polarity from negative and positive 

to neutral in many instances for expressions in context. This switch also impacted the 

performance of features of their machine learning algorithm negatively. Further, the 

combination of all textual features improved the accuracy of the polarity classifier the 

most in the study, suggesting that valence and emotionality indeed depend on textual 

factors beyond negations, diminishers, and intensifiers. However, since the study 

used expressions sorted into categories rather than valence ratings of individual 

words, the question remains to which degree context biases the valence of individual 

words, which are predominant in dictionary approaches. Hence, the first connected 

research questions we are addressing in the current study are related to the 

quantification of in- and out-of-context differences in valence ratings of individual 

words: 

RQ1: To what extent does the linguistic context of a sentence bias valence 

and emotion ratings of individual words? If valence changes as a function 

of context, are words rated in context more precise indicators of sentence 

valence than words rated in isolation? 

Not all affective lexicons are constructed the same way or have the same aim. Some 

are categorized into valence or emotion categories, others are rated on scales for 

valence, arousal and dominance (VAD). Some of these dictionaries are further 

integrated in sentiment analysis tools. For example, the Linguistic Inquiry and Word 

Count (LIWC; Pennebaker et al., 2001) is widely used in social sciences to investigate, 

among others, affective language use, signs of depression in language (Rude et al., 

2004), and personality in language (Pennebaker & Graybeal, 2001). LIWC’s approach 

is simple: it counts words that belong to one or more predefined categories (about 

90), ranging from pronouns and positive or negative emotion words to words 

belonging to specific concepts, such as biological processes (body, health, sexuality) 

or relativity (time, space). Since it has been first developed at the beginning of the 

1990s, the original English dictionary has been repeatedly updated and translated to 

many different languages and is frequently used and cited. One of the positive aspects 
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of LIWC and similar tools lies precisely in its dictionary: in contrast to some machine 

learning approaches, it is easy to use and transparent in how words are rated and 

which categories they belong to. These category entries have been extensively 

validated by human judges (see Pennebaker et al., 2015, for a detailed explanation of 

the seven validation steps taken for LIWC 2015), including the positive and negative 

affect categories as well as the discrete negative emotion word categories, which are 

anger, anxiety, and sadness. 

 In contrast to LIWC, other lexicons tend to be larger and often contain words 

rated on VAD scales. For example, the lexicon created by Warriner and Kuperman 

(2013) contains almost 14,000 English words that have been rated on valence, arousal, 

and dominance by human judges. The Warriner lexicon is an updated and expanded 

version of the Affective Norms for English Words (ANEW) by Bradley and Lang 

(1999), which has been used in a variety of linguistic affect studies (e.g., Augustine et 

al., 2011; Yu & Hatzivassiloglou, 2003). Differently from LIWC, it is not integrated in 

an existing sentiment analysis tool but its entries are usually used as experimental 

stimuli or training material for computational models. Using a similar approach, a 

rather new affective lexicon created by Mohammad (2018) comprises about 20,000 

entries also organized on the VAD dimensions. However, the entries were not rated 

on metric Likert scales but ordered on best-worst scales for each dimension, yielding 

ordinal scores for each word. Since it takes semantic context into account to some 

degree, this approach intends to allow for a better representation of the affective 

nuances of words. While the three lexicons described above are intended as general 

purpose and domain-independent, there also exist domain-sensitive affective 

dictionaries. For example, Hamilton et al. (2016) created word lists based on topics 

of Reddit, a popular online forum with many sub-communities. The lexicon contains 

affective word lists for the 250 biggest communities on the platform. The authors 

argue that taking the domain of the texts to be analyzed into account, as in the topic 

of the discourse such as sports or politics, is crucial for accurate results. 

 Considering the multitude of affective word lists, some more context-

sensitive than others, we expect the accuracy, i.e. the lack of bias compared to the 

gold standard, and precision, i.e. the absence of noise, of different lexicons in 

determining text sentiment to be impacted to different degrees by domain-specific 

contexts. Therefore, the following related research questions guide the second part 

of this study: 

RQ2: To what extent do ratings obtained for the current study match 

existing contemporary affective word lists? Do lexicons that are more 

sensitive to pragmatic and semantic context determine sentence valence 

more precisely than general purpose lexicons? 
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The current study aims at quantifying differences between the affective meaning of 

words with and without sentence context in a domain-specific corpus (soccer). The 

domain-specificity of the corpus is thereby intended to address the issue of 

extralinguistic context, which can pose a challenge for dictionary approaches in 

addition to linguistic context. We compare existing affective lexicons and newly 

collected word valence ratings with and without sentence context and explore their 

relation to the overall valence of the sentence they appear in. While the notion that 

context can have a large impact on the meaning of words has a long tradition (dating 

back at least to Wittgenstein, 1957), few attempts have been made at quantifying 

contextual changes in the affective meaning of words, although potential biases can 

impact the accuracy of bag-of-words approaches to sentiment detection in text. This 

chapter aims to tackle this. 

4.3 Part 1: Word Ratings With and Without Sentence Context 

4.3.1 Design and Materials 

 To investigate the influence of context on word valence and emotionality, we let 

human judges rate a list of frequent words derived from a text corpus of a specific 

genre that was assumed to naturally contain high and low valence words and 

sentences. We focus on the corpus of sports reports from Chapter 2 (Braun et al., 

2016), which consists of original soccer match reports in English, German, and Dutch 

and the matching game statistics, all published shortly after the games and taken 

from the involved football clubs’ websites. The English subcorpus, which was used 

for the current study, contains about two million words from 2,950 texts, which can 

be divided into reports on won (1,093 texts, 794,562 words), lost (1,091 texts, 733,573 

words), and tied (766 texts, 529,259 words) matches. Exploratory analyses (see Tab. 

A1) of the corpus with the affective lexicon by Warriner et al. (2013) indicated that 

texts from the win subcorpus compared to aligned loss texts (i.e. texts written from 

the perspective of the respective losing teams) were generally lower on valence, with 

ties falling in between both categories, suggesting that "win" and "loss" can serve as 

operationalizations of positive and negative affective states, respectively. Therefore, 

in this chapter, we focus on words and sentences taken from the subcorpora which 

are most likely to contain affectively meaningful words: the win and loss subcorpora 

of MEmoFC.  

 For the rating task, we chose keywords instead of simple frequency to find 

the most frequent words that are indicative of the respective subcorpora and, hence, 

likely to be affect-laden. This way, common stop words, such as articles or modal 

verbs were filtered out automatically. Keywords were determined by comparing word 

frequencies based on word totals in both subcorpora using log-likelihood ratios 
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(Antconc; Anthony, 2014). From the keyword lists, the first 250 entries were chosen, 

respectively, and controlled for undesirable/inconvenient words, such as pronouns, 

prepositions, (nick)names, abbreviations, acronyms and abbreviations, numbers, 

question words, and deictic terms (e.g., "this", "here", or "today"), as these words are 

unlikely to be valenced or affective without context. For every word removed from 

the initial 250-word win/loss lists, we moved up in the keyword lists and added the 

earliest substitute. The resulting list was controlled for prevalence, i.e., how well a 

word is generally known by people, of each word. We only selected words that were 

known by 70% or more participants in the study of Brysbaert et al. (2018) because 

the knowledge of a word is a logical prerequisite for rating its affective potential. In 

the end, all words had a minimum familiarity of 80%, with the vast majority higher 

than 95%. Other than the mentioned requirements, there were no exclusion criteria 

and no focus on specific word types. 

 Since our study is not only concerned with isolated words, the occurrences 

in the whole corpus for each word were searched for in a concordance tool (Anthony, 

2014) and, out of all sentences, two were randomly chosen as contexts. We then 

excluded ungrammatical sentences, headlines, or sentences that already contained 

valence modifiers. Each excluded sentence was substituted with another randomly 

chosen one. These sentences were then controlled for the exclusion criteria. During 

the context selection, additional words had to be excluded because they either turned 

out to be (part of) player or place names, or due to only one appropriate sentence that 

matched our criteria being available. The same sentence contexts could be used for 

different words. In total, 11 out of 1000 sentences were duplicates. Due to a procedural 

error, one word appeared in the word list twice. The duplicate and its contexts were 

excluded post-hoc. All results are based on 499 words (250 from the loss subcorpus 

of MEmoFC, 249 from win) and 998 sentence contexts. 

4.3.2 Data Collection 

The data was collected with surveys in Qualtrics (Provo, UT) and participants were 

recruited on Amazon’s Mechanical Turk. At the beginning of the survey, MTurk 

workers were informed about the aim of the study and asked for consent. If they 

proceeded, they first had to indicate their current affective state on four nine-point 

scales that controlled for valence and arousal (happy – unhappy, satisfied – 

unsatisfied, wideawake – sleepy, excited – calm) to exclude a possible influence of the 

participant’s mood on their ratings. In the first half of the survey, every respondent 

rated 40 words (20 from the win and loss subcorpora, respectively) on valence scales, 

ranging from 1 to 9, and on 9-point scales for the three discrete emotions (anger, 

anxiety, sadness) that are also included in the LIWC (Pennebaker et al., 2001). 

Participants were instructed as follows: "Please indicate on the scales below in how 

far the following word without context, just on its own, is positive or negative/ 
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expresses the following emotions.". In the second part of the survey, they rated the 

same words in sentence contexts on the same scales ("Please indicate on the scale 

below in how far the highlighted word is positive or negative in the context of the 

sentence/ expresses the following emotions."). Additionally, they indicated the 

overall valence of the sentences on 9-point scales. In total, each participant rated 80 

items. In both parts of the survey, items were randomized, and participants were not 

informed that they would rate the same words in a soccer context later on. 

Additionally, two attention checks were included in the context rating part to ensure 

that participants actually read the sentences they rated. These checks had the same 

form as the critical sentence contexts but instead asked respondents to choose the 

middle value on all scales. The survey concluded with questions about demographics 

(age, gender, education, the participant’s native language(s) and a nine-point scale to 

indicate whether they enjoyed watching or playing soccer). Participants were paid 

$3.00 for the completion of the survey. To cover all 499 words and the respective 

sentence contexts, we created 25 survey versions. 

 As, due to the setup of the surveys, overall sentence valence ratings could be 

influenced by individual word ratings, we created an additional survey to obtain 

independent valence ratings for the sentences. The beginning and end of the surveys 

were exactly the same as for the combined surveys, but respondents only rated 45 

sentences including two attention checks on 9-point valence scales. The items were 

randomized, and MTurkers were payed $2.50 for completion. 

4.3.3 Participants 

Access to the task on MTurk was limited: workers 1) had to be located in English-

speaking countries; 2) had to be native-level English speakers; 3) had been granted 

the Amazon Mechanical Turk Masters qualification, which is used by Amazon to 

distinguish workers who generally perform well on the platform; 4) had at least a 97% 

task approval rate (initially 95%; raised due to workers failing the attention checks) 

for previous human intelligence tasks (HITs). After a survey was finished, the 

participating workers were excluded from the next survey batch. Five workers were 

assigned to each individual survey. 

 In total, 125 workers completed the 25 combined surveys (66 male, 58 female, 

1 other), AgeM = 39.00 years (SD = 11.03). The educational background of the workers 

was mixed: 17 indicated high school education, 36 some college, 63 a Bachelor’s 

degree, 6 a Master’s degree, and 3 had a Doctorate degree. All were native English 

speakers, with only 6 mentioning a second native language (2 Korean, 4 Spanish). On 

average, participants reported feeling rather happy (M = 6.30, SD = 1.85), satisfied (M 

= 6.50, SD = 2.10), calm (M = 3.66, SD = 2.22), and wideawake (M = 6.95, SD = 2.29) 

before the start of the task. Since the majority of the participants was expected to be 

located in the United States where soccer is not as popular as in Europe, reported 
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enjoyment of the sport was rather low (M = 3.45, SD = 2.64). The sentences-only 

surveys were completed by an additional 115 unique workers (62 male, 53 female), 

different from the ones that completed the word/sentences surveys; AgeM = 38.69 (SD 

= 9.50). 23 indicated high school education, 33 some college, 48 a Bachelor’s, 8 a 

Master’s, and 3 a Doctorate degree. All were native English speakers, with 8 

mentioning more than one native language (1 French, 5 Spanish, 1 Tagalog, and 1 

Norwegian/ Latin/ Italian). Participants reported feeling rather happy (M = 6.50, SD 

= 1.92), satisfied (M = 6.52, SD = 2.04), calm (M = 3.54, SD = 2.24), and wideawake 

(M = 7.14, SD = 1.91) before the start of the task. Reported enjoyment of soccer was 

again rather low (M = 4.73, SD = 3.22). 

4.3.4 Results 

As expected and intended, individual words (M = 6.30, SD = 2.02) and sentences (M 

= 6.46, SD = 2.02) taken from the win subcorpus of MEmoFC [44] were rated higher 

on valence than words (M = 4.28, SD = 2.28) and sentences (M = 4.41, SD = 2.17) from 

the loss subcorpus (total for words: M = 5.29, SD = 2.38; total for sentences: M = 5.43, 

SD = 2.33). All ratings were normally distributed. Words from loss were also rated 

higher on anger (M = 2.29, SD = 2.12), anxiety M = 3.17, SD = 2.54, and sadness M = 

2.70, SD = 2.46) than in win (anger: M = 1.48, SD = 1.27; anxiety: M = 2.06, SD = 1.90; 

sadness: M = 1.49, SD = 1.29). A similar picture emerges for the independent sentence 

ratings: sentences from the win subcorpus were again rated higher on valence, M = 

6.43, SD = 1.58, than sentences from the loss subcorpus, M = 4.65, SD = 1.71, with the 

overall mean being close to the middle of the scale, M = 5.54, SD = 1.87. 

Table 1. Comparison of Individual (IR) and Context Ratings (CR) by Affective 
Categories (Valence, Anger, Sadness, and Anxiety) 

 Subcorpus Mean 
(IR) 

SD 
(IR) 

Mean 
(CR) 

SD 
(CR) 

b 99% CI SE 

Valence Win 6.30 2.02 6.43 2.02 0.13 0.05, 0.22 0.04 

 Loss 4.28 2.28 4.36 2.22 0.08 0.09, 0.16 0.04 

Sadness Win 1.49 1.29 1.49 1.33 -0.004 -0.15, 0.02 0.04 

 Loss 2.70 2.46 2.64 2.37 -0.06 -0.37, 0.19 0.05 

Anxiety Win 2.06 1.95 2.08 1.95 0.02 -0.07, 0.09 0.04 

 Loss 3.17 2.54 2.89 2.32 -0.28 -0.37, -0.19 0.05 

Anger Win 1.48 1.27 1.44 1.21 -0.04 -0.13, 0.04 0.04 

 Loss 2.29 2.12 2.16 1.92 -0.13 -0.20, -0.04 0.04 

Note: Significant comparisons in bold.  
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 To investigate the potential difference in ratings for individual words and 

words in context, we ran linear mixed effects models in R using the lme4 package 

(Bates et al., 2014) to account for word and participant variation. Words and 

participants were included as random intercepts in the model with the interaction of 

context (yes/no) and subcorpus (win/loss) as the predictor and word valence (ranging 

from 1 to 9) and the discrete emotions (anger, anxiety, and sadness; ranging from 1 to 

9) as the dependent variables, respectively. As models including random slopes for 

participants and items failed to converge, likely due to the low number of 

observations, slopes were removed subsequently. To assess variation in the standard 

deviation of the ratings, the model included the type of rating (individual/in context) 

and subcorpus as predictors and words as random intercepts. All final models were 

bootstrapped over 100 iterations to yield confidence intervals and standard errors. 

 Results show that words without context are rated significantly lower on 

valence compared to words with context (Tab. 1). The interaction between subcorpus 

and type of rating was not significant. This small but significant change in valence due 

to sentence context hints at a context-related bias, which potentially affects the 

 

Figure 1. Visualization of changes in valence ratings per subcorpus (win/blue, loss/red) 
between individual words and words rated in context.  
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precision of the words in determining sentence valence. However, it should be noted 

that there is much variability in the data, depending on each the word and its contexts: 

words positive in isolation can be rated to be more negative in one sentence context, 

while they are perceived as more positive in another. A similar pattern emerges for 

words negative in isolation. These different trends are illustrated in Figure 1 for both 

subcorpora. In the loss subcorpus, the trend is mixed: many words in context are rated 

higher and lower in valence than by themselves, and fewer words remain at the same 

valence. In the win contexts, the pattern is different: more words in context are rated 

higher in valence or remain at the same valence level as in isolation, while fewer words 

are rated lower on valence than in loss. The relation between individual word valence 

and words in context is also depicted in Figures 1 and 2. Likewise, the respective 

Spearman correlation of the two averaged measures, rS = .76, N = 499, is lower than 

what would have been expected (i.e., a correlation of .90 or even higher) if sentence 

context had no influence on the individual word ratings. In addition, as illustrated by 

the larger standard deviation for context ratings, agreement of participants for the 

valence ratings is significantly lower for words in context (MStD = 1.49, SD = 0.51) 

compared to individual word valence ratings (MStD = 1.13, SD = 0.45, b = 0.36, SE = 

0.03, BC 95% CI [0.30, 0.41]). This effect did neither differ by subcorpus nor was there 

a significant interaction with type of rating, which makes it more difficult to determine 

the direction of valence shifts for both subcorpora with certainty. 

 

Figure 2. Difference scores for from individual ratings to word in context ratings per 
subcorpus (win, loss) 
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 The ratings of discrete emotions appear to depend on context as well, 

although the pattern is different than the one for valence. For words rated without 

context on anger, the difference with words in context is only significant for loss, 

showing that anger decreased when assessed in the context of sentences (Tab. 1). The 

interaction between subcorpus and type of rating was not significant for anger. For 

anxiety, the pattern is similar: words without context scored significantly differently 

in context only for loss, not for win, showing that anxiety ratings decreased in the 

context of sentences (Tab. 1). Here, subcorpus and type of rating interacted 

significantly (b = 0.30, SE = 0.06, BC 95% CI [0.18, 0.43]). The interaction was 

primarily driven by slightly higher anxiety ratings in context word ratings in win (M = 

2.08, SD = 1.95) compared to individual word ratings (M = 2.06, SD = 1.90), in contrast 

to a decrease of anxiety ratings of individual words in loss (M = 3.17, SD = 2.54) 

compared to context word ratings (M = 2.89, SD = 2.32).  

 In contrast to anger and anxiety, the differences between sadness ratings of 

words without context and words with context were not significant, showing that the 

sadness ratings remained approximately the same independent of context (Tab. 1). 

Consistent with the increase in valence ratings, anger and anxiety of words also 

decreased significantly in our chosen sentence contexts. Therefore, context even 

within one domain seems to be able to bias the perceived valence and emotionality of 

individual words. Yet, the question arises how both types of ratings relate to the 

valence of the sentences the words appear in. To investigate this, we used Spearman’s 

correlations over the averaged ratings per word and sentence from the combined 

surveys. In addition, we correlate the ratings with the independent sentence ratings 

to exclude the possibility of a carry-over effect from word valence to sentence valence 

in the first surveys. 

 Overall, while both types of ratings correlate strongly with sentence valence, 

the higher correlation shows that ratings in context (rS = .92, N = 998) seem to be 

much more accurate than isolated ratings (r = .59, N = 998). A similar effect emerges 

for the independent sentence ratings and words with (rS = .72, N = 998) and without 

context (rS = .46, N = 998). This is illustrated in the respective heatmaps (Figs. 3a-d). 

While the trend similar in all heatmaps, although more accurate in context ratings, it 

is more streamlined and, thus, also more precise for words in context. This suggests 

that a bias which could not be detected by the isolated word ratings was introduced 

by the sentence contexts. Moreover, the patterns remain largely the same for both 

subcorpora, hinting at an overall higher precision of words in context in determining 

sentence valence, which is not only driven by part of the data. 
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Figures 3a&b. Heatmaps indicating the frequencies of average individual valence ratings 
relative to average sentence valence from the combined (a) and independent (b) sentence 
ratings.  
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Figures 3c&d. Heatmaps indicating the frequencies of average word-in-context 
valence ratings relative to average sentence valence from the combined (c) and 
independent (d) sentence ratings.  
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4.3.5 Discussion 

In the first part of this study, we used a domain-specific (soccer) keyword list, 

representing pragmatic context, and showed that the presence of a sentence, 

representing linguistic context, significantly biased valence ratings and ratings for 

individual emotions (anger and anxiety) of individual words and that these changes 

could even be differentiated by the subcorpora. Since we selected our sentence 

stimuli from a specific domain, and in such a way that no obvious valence shifters, 

diminishers, or intensifiers could influence the word valence in the sentence, it is 

likely that not only the semantic context of the words caused changes in valence and 

emotionality, but also their pragmatic context. This implies that, although the general 

direction of valence determined by bag-of-words approaches might be accurate, their 

accuracy and precision in sentiment analyses might be lower compared to 

contextualized affective lexicons. 

 Since lexicons with different kinds of valence measures exist (categorical, 

scalar, ordinal), which consider context to different degrees already, we chose lexicons 

that we expected to be gradually more context-sensitive in the next section. In 

addition to more semantic sensitivity, we include a dictionary that focuses on sports 

for our specific domain “soccer”, which might also offer a better approach to possible 

confounding factors such as homonymy or polysemy. 

4.4 Part 2: Accuracy of Existing Affective Lexicons 

4.4.1 Design and Materials 

To investigate to what extent the word ratings obtained in the first part match 

contemporary affective lexicons and how strongly the entries in these lexicons are 

related to the valence of our selected sentences, we chose four different affective 

lexicons that we expect to be context-sensitive in different ways and to different 

degrees: 1) the affective categories of the most recent English LIWC dictionary 

(Pennebaker et al., 2001; affective, positive emotions, and negative emotions), 2) the 

word list created by Warriner et al. (2013; in the following referred to as Warriner 

Lexicon, WL2), 3) the ordinal lexicon by Mohammad (2018; in the following referred to 

as the NRC-VAD3), and 4) a wordlist extracted from the Reddit sub-community for 

sports by Hamilton et al. (2016; in the following referred to as r-sports4; see Tab. 2). 

While, to the best of our knowledge, LIWC and the r-sports were developed 

independently from each other and the other lexicons, the NRC-VAD also incorporates 

 
2 http://crr.ugent.be/archives/1003 
3 https://saifmohammad.com/WebPages/nrc-vad.html 
4 https://nlp.stanford.edu/projects/socialsent/  

http://crr.ugent.be/archives/1003
https://saifmohammad.com/WebPages/nrc-vad.html
https://nlp.stanford.edu/projects/socialsent/
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terms from the WL. 

 There are a number of important differences between the dictionaries. The WL 

consists of a total of 13,915 words, for which online ratings have been crowdsourced on 

9-point scales for the VAD dimensions. The affective part of LIWC comprises a total of 

1,416 words, with 641 classified as positive, 745 as negative, an additional 29 words only 

as affective without further categorization. 

 It should be noted that LIWC also contains open or wildcard words that are 

marked with an asterisk, such as, e.g., ador* or glory*, which encompass all possible 

word endings for the respective morphemes. The NRC-VAD was compiled with best-

worst scaling5 and includes entries from a range of earlier lexicons. The r-sports is a 

learned lexicon, compiled by automatically extracting affective words from the Reddit 

sport sub-community. 

4.4.2 Analysis 

We compared the domain-specific word list from Part 1 to the entries in the LIWC, 

the WL, the NRC-VAD, and the r-sports. For the words that overlap with the lists, we 

examined whether our isolated word ratings matched the ratings and categories 

assigned to them in the respective lexicons with Spearman correlations. Finally, we 

assessed the ability of the four lexicons in determining sentence valence compared to 

our words-in-context ratings with sentiment analyses for each list per sentence, 

taking into account all words in each sentence. 

4.4.3 Results 

The number of words from our word list that overlaps with each lexicon differs greatly: 

out of 499 words, LIWC contains 114, the WL 437, the NRC-VAD 460 words, and the 

 
5 Raters were presented with four words (4-tuples) at the same time and had to order these words from 
highest to lowest valence (arousal and dominance). Then the proportion of number of times a word was 
selected as the lowest on valence/arousal/dominance was subtracted from the proportion of times it was 
chosen as the highest on the dimensions. These scores were then linearly transformed to a 0 to 1 interval. 

Table 2. Properties of the LIWC, WL, NRC-VAD, and r-sports  

Lexicon Entries Type of rating Overlap with our word 
list (out of 499 words) 

LIWC 
(affective) 

1,416 Categorized (positive, 
negative, affective; 
hierarchical; human) 

114 

WL 13,915 VAD (scale; human) 437 

NRC-VAD 20,007 VAD (ordinal; human) 460 

r-sports 4,571 Valence (automatically 
extracted with SentProp) 

238 
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r-sports 238 (Tab. 2). To 

correlate the categorical 

LIWC with our word scores in 

a similar way as the other 

three lexicons, we assigned 

numbers to the LIWC 

categories, following the 9-

point Likert scales we used in 

Part 1: positive = 9, negative = 

1, and affective = 5. Of course, 

this implies "extreme" 

numeric ratings for all words 

in LIWC, although, for 

example, not all words in the 

positive emotion category are 

likely to be equally positive. 

The lexicon ratings correlate 

more strongly with the 

individual ratings (LIWC: rS = 

.87; WL: rS = .89; NRC-VAD: 

rS = .89; r-sports: rS = .24) 

obtained in our study than 

with the context ratings 

(LIWC: rS = .83; WL: rS = .64; 

NRC-VAD: rS = .68; r-sports: 

rS = .20). Hence, the words 

that were presented to our 

participants individually 

were rated largely the same as 

they were rated and 

categorized by the 

participants that evaluated 

the entries of the LIWC, WL, 

and NRC-VAD. To a lesser 

extent they also match the 

learned valence scores in the 

r-sports. 

 Since the existing ratings 

in all four lexicons are more 

similar to our individual word 

  

Figures 4a-c. Relationships between independent 
sentence valence ratings (z-scores) and z-scores of 
valence analyses returned per sentence by the lexicons: 
a) LIWC (total), b) WL, and c) NRC-VAD.  
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ratings, their relation to the 

overall sentence valences is 

likely similar as well. To 

compare the lexicons’ accuracy 

in determining sentence 

valence, with each other but 

also with our words in context, 

we ran sentiment analyses by 

first tokenizing the sentences 

and then searching for 

matches in each list for each 

sentence. We then calculated a 

mean valence score for all 

matches per sentence. For 

LIWC, we ran the analysis for 

positive and negative emotions 

in the original program for 

each sentence, which returned 

proportions of positive and 

negative emotion words per 

sentence, respectively. For the 

returned scores, we subtracted 

the negative emotion scores 

from the positive ones to yield 

overall sentence valence 

scores. We then used a 

Spearman correlation to 

compare all lexicon scores to 

our human independent 

sentence ratings. The relation 

between word list scores and 

human sentence ratings is illustrated in Figures 4a-e (scales turned into z-scores for 

comparability). All word lists (LIWC: rS = .48; WL: rS = .45; NRC-VAD: rS = .52; Words 

in Context: rS = .61), surprisingly with the exception of the r-sports (rS = .20), show 

strong correlations with sentence valence, which indicates that, generally, accuracy 

was acceptable and comparable for the LIWC, WL, and NRC-VAD. Further, the NRC-

VAD, which was expected to be the most sensitive to semantic context, and our in-

context word ratings, which were sensitive to both, semantic and the domain-specific 

context (soccer), are the most strongly correlated approaches, indicating higher 

accuracy in sentiment detection. 

  
 
Figures 4d&e. Relationships between independent 
sentence valence ratings (z-scores) and z-scores of 
valence analyses returned per sentence by the 
lexicons: d) r-sports, and e) words in context.  
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4.4.4 Discussion 

In Part 2, we showed that the isolated word ratings collected in Part 1 largely matched 

the ratings and categorizations in four existing contemporary affective lexicons, 

although neither of the four dictionaries contained all of our keywords. The sentiment 

analysis done on the sentence level with the WL, the LIWC, and the NRC-VAD 

returned scores with accuracies that highly correlated with the independent human 

sentence ratings and were increasingly precise in determining sentence valence. 

Although the r-sports lexicon was supposed to be the most appropriate lexicon for our 

corpus because it was extracted from a sub-community of Reddit dedicated to sports, 

it yielded the lowest correlation scores. This could be explained by the fact that the r-

sports was the only learned lexicon and was not evaluated by human judges. 

Therefore, despite the impressive progress achieved in computational sentiment 

analysis, for the construction of affective lexicons, human ratings still appear 

preferable. Even considering all words in each sentence, the context word ratings 

obtained for Part 1 were better indicators of sentence valence than the much longer 

existing lexicons. Thus, the precision of affective lexicons can benefit from taking their 

intended domain and use into account during construction. A change as a function of 

context, pragmatic or semantic, can lead to a mismatch of the rating or category 

assigned to a word in isolation and its assessment in an actual text.  

 This becomes obvious in the following examples, which are taken from the 

LIWC analysis but should be taken as representative of challenges all bag-of-words 

approaches face. The underlined words are the ones included in the affective LIWC, 

with words in italics being the focus words for the rating task of human judges: 

(5) TEAM1 fought off a TEAM2 fightback to claim a thrilling victory at 

PLACE. 

(6) Heartbreak hit in the 92nd minute though when PERSON’s late winner 

secured the spoils for the TEAM. 

(7) PERSON’s goal in the early stages of the second half wrapped things 

up for the TEAM1, who bounced back from defeat to TEAM2 on the 

opening day. 

In (5), the focus of human raters in our surveys was the word "thrilling", to which they 

assigned a valence of M = 7.80 (SD = 1.13; individually) and M = 8.60 (SD = 0.55; in 

context), while the overall sentence was rated to be an M = 8.60 (SD = 1.73) on 

average. However, by design, LIWC only recognized "thrilling" as positive and 

categorized "fought" and "fightback" as negative emotion words in the example 

sentence, which distorts the affective intention of the sentence towards negative, 

effectively lowering the tools accuracy. Similarly, raters focused on "heartbreak" in 
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(6), which was assigned M = 1.30 (SD = 0.48) in isolation, remaining at M = 1.20 (SD 

= 0.44) in the context of the sentence, with the overall sentence being rated at M = 

2.40 (SD = 1.14). Yet, LIWC recognizes three words out of which two are positively 

categorized ("win*" and "secure*"), which results in a higher proportion of positive 

emotion words. For (7), is different again: while LIWC only classifies "defeat" as 

negative, and therefore returns a bigger proportion of negative emotion words for 

this sentence, participants, who also focused on "defeat" rated the word in isolation, 

in accordance with LIWC, at M = 1.80 (SD = 1.32), but M = 6.20 (SD = 1.92) in the 

sentence, which was rated to be positive with M = 7.40 (SD = 1.67). In this example, 

carry-over seems to have happened from the sentence valence to the word valence or 

the complete expression "bounce back from defeat", which serves a similar function 

as a regular negation. These contextual changes likely not only affect the words in our 

word list but also other entries in the lexicons. 

4.5 General Discussion and Conclusion 

In the present study we set out to quantify the impact of sentence context on the 

affective rating of individual words. In Part 1, we investigated to what extent the 

context of a sentence changes valence and emotionality ratings of individual words 

and how well word valence, individual and as a function of sentence context, relates 

to the valence of sentences the words appear in. To do so, we used a domain-specific 

corpus, the MEmoFC (Braun et al., 2016) for soccer reports. We found a significant 

difference induced by sentence context in that many words were rated drastically 

different in isolation. Further, words rated in context were more strongly correlated 

with the valence of the sentences they occurred in. Interestingly, agreement between 

participants was lower for words rated in context compared to words rated in 

isolation, which nicely illustrates that valence not only depends on the semantic 

context of a word but also on its pragmatics, e.g., on the reader, their world 

knowledge, and additional subtle nuances resonating in a sentence. By collecting 

separate sentence ratings without highlighting individual words, we also showed that 

a simple carry-over effect from the word to the sentence level was not enough to 

explain the stronger association of words in context with sentence valence. 

 It is likely that not just the complete sentence changes the affective meaning 

of individual words but already multi-word constructions (n-grams) can shift word 

valence and emotionality. Computationally, some sentiment analysis approaches (e.g., 

Pang & Lee, 2004; Yang & Cardie, 2014) do indeed take n-grams into account, but, to 

our knowledge, differences in affect between individual words and multi-word 

expressions have not been investigated systematically yet. Exploring potential changes 

of affective meaning from isolated words to multi-word expressions to full sentences 

in different domains might be an interesting starting point for future research and the 
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construction of future lexicons. While we investigated contextual valence changes in 

individual words with respect to sentences, their influence on longer texts might be 

different and should also be addressed in future research. Considering that studies 

have shown that unigrams, i.e. single words, are more accurate predictors of valence 

in short texts like microblogs while longer texts such as full blog entries benefit from 

taking longer expressions into account in analysis (Bermington & Smeaton, 2010), 

contextual changes might be able explain such results. 

 In Part 2, we examined to what extent ratings obtained for the current study 

matched four contemporary affective lexicons, each gradually more context-sensitive: 

LIWC (Pennebaker et al., 2001), a lexicon by Warriner et al. (2013), a lexicon 

containing ordinal ratings (Mohammad, 2018), and a domain-specific lexicon 

extracted from a subcommunity of Reddit dedicated to sports (Hamilton et al., 2016), 

which we assumed to be suitable for our soccer corpus. We also ran sentiment 

analyses on the individual sentences using all four lexicons and our context word list, 

and correlated the returned scores for each sentence with our human "gold standard". 

Results showed that, while all lists but the r-sports correlated strongly with sentence 

valence, there were also differences in accuracy. The correlation with sentence 

valence was slightly weaker for the WL compared to the LIWC, for which it was, in 

turn, weaker than for the NRC-VAD. Our words-in-context ratings were overall most 

accurate in determining sentence valence. These results imply that not only the 

number of entries in an affective lexicon impact its precision, but also to what extent 

it takes semantic (NRC-VAD) and pragmatic (our domain-specific list) context into 

account. Finally, we also presented individual examples of how and why analyses can 

go "wrong" with a focus on contextual issues. 

 Overall, we demonstrated that the context of a word can have a significant 

impact on its perceived valence and emotionality, introducing insights from the field 

of semantic prosody and evaluation into the area of sentiment analysis and natural 

language processing (NLP). We found that the majority of word valence and emotion 

ratings became more positive when presented in a sentence taken from our soccer 

corpus, although the word ratings contained much variation. These changes are 

consistent with the results of Wilson et al. (2009). By directly comparing in- and out-

of-context ratings of words, we managed to quantify these contextual changes. We 

argue that these changes can affect the accuracy of word-based approaches to 

sentiment analysis by focusing on one specific domain, "soccer". Still, it seems valid 

to assume that changes of affective word meanings also occur in other domains and 

corpora. These patterns could be accounted for to some extent by creating more 

context-sensitive lexicons. In future research, this could be investigated 

systematically on a larger scale: can the context word ratings such as the ones 

obtained for soccer reports in the current study also be used to predict sentence and 

text valence more accurately than individual word ratings in other sports corpora, 



Chapter 4 

116 

perhaps even in reporting for different sports? For audio-visual data, different kinds 

of context (Dudzik et al., 2019) are increasingly considered to improve the accuracy 

of sentiment analysis approaches. For the same reason, we recommend also taking 

contextual changes of affective word meanings –be they pragmatic or semantic– into 

account when using isolated word ratings as indicators of affect in text. 

 As mentioned in the Introduction, many current NLP applications for 

sentiment analysis depart from initialized models with pre-trained word 

representations such as word2vec (Mikolov et al., 2013) or GloVe (Pennington et al., 

2014), or with pre-trained language models like ELMo (Peters et al., 2017) or BERT 

(Devlin et al., 2019). Currently, BERT-like models reach state-of-the-art 

performances, typically by finetuning the pre-trained models to the task at hand 

(Wang et al., 2018). What is especially interesting about these BERT models for our 

current purposes is that they are contextualized: every input word is represented by 

a vector which depends on the particular context of the word occurrence (Devlin et 

al., 2019; Rogers et al., 2020). This makes these models prima facie interesting for the 

study of affective words and the company they keep. While we feel this is indeed an 

interesting line for future research, there are some complications. First of all, while it 

is quickly becoming clear that BERT and its ilk work remarkably well, it is not so clear 

why these models work (Rogers et al., 2020). The models have no clear cognitive 

motivation, and they are so large that they become difficult to understand and work 

with, which explains why so many studies try to get a better understanding of the 

underlying reasons for the models' performance (Rogers et al., 2020). As long as these 

models are not transparent, we conjecture that word lists will still be frequently used, 

certainly for 'sensitive' applications, like trying to predict whether someone is 

depressed (Nguyen et al., 2014) or possibly even suicidal (Christensen et al., 2014), 

based on their word use. This is not to say that context information is not important 

for such affective lexicons; in fact, creators of such affective lexicons have long been 

aware of the limitations of looking only at isolated words, and our results also suggest 

that context-sensitive lexicons are relevant when trying to determine, say, the valence 

of a sentence. Thus, to take this semantic context into account in a transparent way, 

words can be compared directly to each other (as done with best-worst scaling 

(Hamilton et al., 2016). Further, to incorporate pragmatic context, ratings can be 

collected within the domain of interest or by specific raters. While acknowledging 

every kind of context is certainly an impossible task, tailoring affective lexicons to the 

research question at hand should be possible. Research aims, just like corpora, 

provide ways to limit the number of relevant word contexts. Although 

contextualizing lexicons is likely more cost- and time-consuming than using general-

purpose ratings, this option should be considered for sensitive applications of 

sentiment analysis, but also if a lexicon is built with a specific domain in mind. Once 



Affective Words: With and Without Company 

117 

a number of contextualized lexicons exists for specific purposes, these lexicons can 

be reused and maintained. 

 As the current study has shown, the interpretation of individual words and 

their valence and emotionality, relies greatly on the company they keep, both in terms 

of other words and extralinguistic information surrounding them. 
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**** 
In Chapter 4, we showed that both extra- and intra-textual context can affect the 

perceived valence and emotionality of individual words and, further, the accuracy and 

precision of automatic sentiment analyses that rely on such word ratings. While this 

confirms our expectations, we also see much variation in affect scores assigned by our 

raters, particularly of words in context. We assume that this variation may be due to 

subjective reader interpretations of the same text, which likely leads to different word 

and text affect ratings. Considering that emotions tend to be highly subjective 

experiences, this makes sense. However, if this is the case, we wonder how well affect is 

transferred from the author of a text to reader in the first place, which we will study in 

the following chapter. 
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Appendix 

 

  

Table A1. Valence, Arousal, and Dominance Calculated with Extreme Values of 
the Warriner Lexicon in Aligned Reports in English (Dictionary Entries Left: 1750 
[Valence]; 919 [Arousal]; 403 [Dominance]), Dutch (Dictionary Entries Left: 801 
[Valence]; 317 [Arousal]; 145 [Dominance]), and German (Dictionary Entries Left: 
748 [Valence]; 466 [Arousal]; N.A. [Dominance]) 

 
 

 WIN LOSS TIE 

English Valence 1.28 1.04 1.12 

 Arousal -2.20 -2.20 -2.17 

 Dominance 2.13 2.00 2.00 

Dutch Valence 1.68 1.28 1.48 

 Arousal 1.32 1.05 1.22 

 Dominance 1.29 1.26 1.30 

German Valence 1.45 1.08 1.34 

 Arousal -1.77 -1.82 -1.85 

 Dominance N.A. N.A. N.A. 

Note: Extreme values refer to dictionary entries in [] that have (normalized) 
valence, arousal, and dominance scores of more than 2 or less than -2 because many 
entries are moderate/neutral in valence, which might obscure differences between 
the conditions. 
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Abstract 

It is generally assumed that someone’s affective state can be correctly detected and 

interpreted by other people, nowadays even by computer algorithms, in their writing. 

However, it is unclear whether these perceptions match the actual experience and 

communicative intention of the author. Therefore, we investigated the relation 

between affect expression and perception in text in a two-part study. In Part 1, 

participants wrote about emotional experiences according to four combinations of 

two appraisals (High/Low Pleasantness, High/Low Control), rated the valence of each 

text, and annotated words using 22 emotions. In Part 2, another group of participants 

rated and annotated the same texts. We also compare the human evaluations to those 

provided by computerized text analysis. Results show that valence differed across 

conditions and that authors rated and annotated their texts differently than other-

annotators. Although the automatic analysis detected levels of positivity and 

negativity across conditions similar to human valence ratings, it relied on fewer and 

different words to do so. We discuss implications for affective science and automatic 

sentiment analysis. 

Keywords: emotion expression; emotion perception; text annotation; language 

production; appraisals 
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5.1 Introduction 

The correct understanding of language depends not only on an addressee’s knowledge 

of the language itself but also on the correct decoding of a message by taking into 

account both its semantic (intra-textual, e.g., the surrounding words) and its 

pragmatic (extra-textual, e.g., affective states) meaning. Being able to understand a 

word such as “shoot” depends not just on the words succeeding it (e.g., “a ball”, “a 

photo”, or “a person”) but additionally on the broader context (cf. Braun, Goudbeek, 

& Krahmer, in print). While scoring a goal is generally a positive thing in football, it is 

admittedly less so if the author is a supporter of the opposing team, in which case it 

would be the description of a relatively negative event, coloured by disappointment 

or even anger. However, to correctly decode such affective6 meanings, additional 

background information about the author and their motivation is necessary. This 

information can be communicated indirectly or directly in the form of facial 

expressions or the prosody of an utterance in spoken language, textual signals and 

emoji in written language, or one’s own background knowledge about the respective 

subject. Whereas it is widely claimed that intended meanings are crucial to grasp 

phenomena like sarcasm, their importance for the expression and perception of affect 

in language has been studied to a lesser extent. Nevertheless, it seems fair to assume 

that author context and motivation are just as important to decode emotions and that 

disregarding either might lead to discrepancies between expression and perception. 

This might be especially relevant for research fields dedicated to the automatic 

detection of patterns that reveal affect and opinions, such as sentiment analysis (i.e., 

the automatic detection of emotions and stance in text and audio-visual data using 

algorithms). 

 Although sentiment analysis has become a fast-growing and popular research 

field over the past decades, these potential differential effects of context have received 

little scholarly attention. For both human and automatic approaches to annotation, 

the underlying idea is that affect can be traced in language (cf. Bestgen, 1994; Hunston 

& Thompson, 2000) – on individual words, text fragments, or other linguistic patterns 

– and that these patterns, produced consciously or subconsciously by authors, can be 

identified and labelled correctly. In particular, many sentiment analysis systems take 

a bag-of-words approach, which considers isolated words as affectively meaningful 

units whose proportions in a given text reveal its overall affective meaning. Here, the 

effect of errors is usually minimized because it is often used in large datasets. However, 

the extent to which these words and their combinations identified either by humans 

or algorithms match the actual feelings of the authors is unclear. Depending on its 

 
6 We use emotion to refer to discrete, short-lived, intense mental states, while we use affect as an 
overarching term that encompasses, e.g., emotion, mood, or valence. 
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extent, the potential gap between affect expression and perception could cause 

problems for the field as sentiment analysis is not only used for commercial purposes, 

such as the identification of trends and opinions about products or people (Bae & Lee, 

2012; Ghiassi et al., 2013), but also for clinical applications, such as depression 

detection (Losada & Gamallo, 2018; Nguyen et al., 2014; Rude et al., 2004) and the 

development of better suicide prevention strategies (Christensen et al., 2014). For 

these diagnostic purposes, for which large datasets are often not available, even small 

discrepancies could lead to incorrectly labelled data and inaccuracies in analyses even 

though accuracy and precision of analyses are of particular importance for clinical 

applications that aim at interventions.  

 Although obtaining, what we might call “affective ground truth” is a 

challenging endeavour, attempts have been made by requesting speakers to label their 

own data. In doing so, a number of studies has already identified disparities between 

self-reported and other-observed emotions. For speech and audio-visual data in the 

context of video games, Truong et al. (2012) showed that players, whose voices and 

faces were recorded while they played a computer game, categorized their own 

expressions into different emotions and assigned different intensities to themselves 

than other coders who annotated the same videos on the same emotions. 

Interestingly, other coders even aligned more with an automatic sentiment analysis 

algorithm than with the players themselves. Barr and Kleck (1995) demonstrated a 

similar effect in two studies: participants who were recorded watching amusing videos 

evaluated the intensity of amusement expressed in their own faces. Independent 

judges subsequently rated the intensity of the participants’ faces. They generally 

judged the facial expressions as less intense than participants themselves. Other 

studies report similar findings (see, e.g., Afzal & Robinson, 2009; D’Mello, 2015). 

However, these studies only examined differences in affect expression and perception 

in audio-visual data, so the question arises whether these effects can also be traced in 

written language. 

 Intuitively, differences in text make sense, considering that people generally 

tend to infuse judgements about the opinions of others with their own knowledge and 

opinions. Research on “the curse of knowledge”, i.e. the inability to ignore one’s pre-

existing knowledge, illustrates the difficulty of making objective judgements about 

others’ mental states, both on a cognitive and an emotional level. Consider, for 

example, the false-belief task by Birch and Bloom (2007): despite knowing that 

someone did not possess the same information as the participants, many projected 

their own knowledge on the naïve person. Similarly, Keysar (1994) demonstrated that 

people tend to use privileged information when determining whether another person 

perceives a comment as sarcastic. Relatedly, Van Boven and Loewenstein (2005) 

discuss egocentricity in knowledge in the form of “empathy gaps” when predicting 

emotions in others: similar to biases about other’s knowledge, people tend to judge 
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others’ affective states based on their own experiences. Moreover, not only do people 

tend to misjudge others’ affective and mental states based on their own knowledge, 

but they also misconstrue the intensity of their own emotional expression. This 

phenomenon is known as the “illusion of transparency” and is, in contrast to the curse 

of knowledge, more concerned with affective states. It is already nicely exemplified by 

the study on the facial expression of amusement by Barr and Kleck (1995), in which 

participants overestimated their expressivity and were surprised by the neutrality of 

their actual facial expressions when watching recordings of themselves. Following 

these studies, a gap between affect expression and perception in written texts is also 

likely. 

 While most results discussed so far stem from different fields of psychology, 

the relationship between affect expression and perception has been studied in other 

areas as well, such as computer-mediated communication (CMC), where results 

indicate that, especially during email communication, more subtle information such 

as affective meaning is easily lost. For instance, Kruger et al. (2005) discuss people’s 

overconfidence in email communication. In five studies, they illustrate an expression-

perception gap, among others, for sarcasm, sadness, or anger. They argue that this gap 

is a consequence of people’s egocentricity, triggered by the focus on one’s own 

intentions and the inability to adjust to the (emotional) perspective of another person. 

In similar experiments, Riordan and Trichtinger (2017) demonstrate the discrepancy 

between the perceived emotional intensity of emails between authors and readers. 

Similar differences were shown between English native and non-native speakers’ 

valence-perception abilities in text (Hautasaari et al., 2014), and for work emails, in 

which emotions tend to be grossly overestimated compared to the writers’ intentions 

(Byron, 2008). These findings in written text are in line with the earlier-mentioned 

psychological phenomena related to egocentricity. 

 Becoming aware of these differences, attempts have been made to assess, 

eliminate, or at least, reduce them. For some large online text corpora, hashtags and 

emojis used by the authors are already included in analyses. These tags are considered 

a form of voluntary self-report for emotions (e.g., Park et al., 2018) or other meta-

information about the text, such as sarcasm (see, e.g., Khodak et al., 2017). While, for 

short texts, these tags, which usually refer to the whole post, and their context may 

provide valuable information about the author and their intentions, the expression of 

affect can fluctuate within longer texts, in which emojis and hashtags are less 

commonly used. This, in turn, makes automatic detection outside of social media (or 

even within, depending on text length) more difficult, as illustrated by the studies 

mentioned above. If no explicit cues are provided – a practice that is mainly common 

on social media but less so in other registers – an author’s true emotions are arguably 

not readily accessible for the reader. In particular, the intended meaning can diverge 

drastically from a reader’s understanding of a text. Yet, it remains unclear how 
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substantially author affect differs from the readers’ perception. In particular with 

regard to sentiment analysis, the issue has received little scholarly attention. 

Therefore, our study is guided by the question of how the authors’ affect expression 

in longer texts relates to the perception of the readers. 

To address this question, we use a two-part design, consisting of a writing and 

annotation task to determine the elusive “gold standard” of author emotions, before 

comparing it to reader perceptions with an annotation-only task. We further explore 

the produced texts with the Linguistic Inquiry and Word Count (LIWC; Pennebaker 

et al., 2001) to compare human ratings and automatic classifications. Since many 

sentiment-analysis approaches, like LIWC, assume a bag-of-words approach to 

affective texts, we investigate text affect in a similar way, with annotations of 

individual, emotionally meaningful words whose proportions we compare to valence 

ratings of the whole texts. Additionally, we are not only interested in the valence of 

words and texts, which most studies focus on, but also in the discrete emotions 

conveyed by individual words (see, e.g., Ekman, 1992; more recently Cordaro et al., 

2018). Although, for example, anger and sadness are both generally categorized as 

negative, they tend to arise in different contexts (Smith & Ellsworth, 1985) and 

communicating them usually serves different purposes. To investigate affective texts 

in a more refined way, we use discrete emotion categories. However, since providing 

emotion terms as instructions for a writing task could prime authors, we use an 

appraisal-based framework. Appraisals are judgements related to a situation or trigger 

that can be used to explain and describe emotional experiences, such as arousal, 

pleasantness, or certainty, the combination of which, in turn, is believed to prompt 

specific emotions (Ellsworth & Scherer, 2003). In our case, we expect the combination 

of different appraisals to cue authors to write about different emotional experiences. 

We focus on two appraisal categories for our instructions: the perceived pleasantness 

of and the perceived control (both: high/low) over a situation. The four combinations 

of these appraisals should trigger different kinds of emotional memories. Thus, we 

expect texts produced according to the four appraisal conditions to differ in valence 

as rated by authors (H1a) and to contain different author-annotated emotion 

categories (H1b). Based on the literature discussed, self-annotations likely contain 

more emotion tags than other-annotations (H2), and authors rate their texts as more 

strongly valenced compared to other-annotators (H3) because the memories recalled 

probably trigger more intense emotional experiences for authors than for readers. 

Since authors and readers are supposedly both biased by their own perspectives, the 

affective nature of the described events might not be expressed clearly enough, 

assuming the affect is clear to the reader anyway, or not be perceived as affect-

triggering as they were to the authors, based on the reader’s non-involvement in the 

event. Finally, due to these biases and building on the study of Truong et al. (2012), 
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we expect inter-annotator agreement of other-annotations to be higher than 

agreement between self- and other- annotations (H4). 

5.2 Method 

The current study aims to investigate the potential gap between the production of 

affective language and its perception, and this gap’s magnitude in two parts: a text 

production and annotation task (for authors), and an annotation-only task (for 

readers). The study was preregistered on the Open Science Foundation (OSF) and 

conducted in accordance with the requirements of the ethics board of the Tilburg 

School of Humanities and Digital Sciences (REDC#2019/91). 

5.2.1 Participants 

In Part 1 of the study, 30 participants (25 female; Mage = 22.03, SD = 1.59) completed 

the writing task and self-annotation. For Part 2, another 60 participants completed 

the annotation-only task (47 female; Mage = 21.85, SD = 2.15). All participants were 

students of Tilburg University and participated in exchange for course credit. 

5.2.2 Materials 

5.2.2.1 Text Production 

Based on the appraisal theory of emotion (Smith & Ellsworth, 1985), two appraisals, 

which are likely to elicit a range of different emotions when combined, were chosen: 

pleasantness, which is related to valence, and control, which is related to the 

attribution of responsibility for an event or situation. Combined, four combinations 

and, hence, conditions emerge: 1) high pleasantness, low control (HP/LC), which can 

involve emotions such as amusement or surprise; 2) high pleasantness, high control 

(HP/HC), e.g., pride or happiness; 3) low pleasantness, low control (LP/LC), e.g., 

sadness or fear; and 4) low pleasantness, high control (LP/HC), e.g., embarrassment 

or shame. 

5.2.2.2 Annotation 

For the annotation task, participants were asked to identify individual words with 

emotional meaning in the texts and assign emotion categories to these words by 

creating “tags” (max. one per word). The categories were chosen based on Cordaro et 

al. (2018): (a) high arousal positive (amusement, food desire, sexual desire, interest, 

surprise, triumph), (b) low arousal positive (contentment, coyness, relief),(c) high 

arousal negative (anger, confusion, embarrassment, fear, pain), and (d) low arousal 

negative (bored, contempt, disgust, sadness, shame, sympathy). The terms were 

translated to Dutch by the second and third authors of this study and an additional 
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colleague, all native Dutch speakers, who, after intensive discussion, agreed on the 

final translations. 

 The annotation of emotions in the texts was done using the freely available 

offline annotation tool MMAX2 (Müller & Strube, 2006). Texts were automatically 

tokenized with the tool by the experimenter, i.e. that all words of a text were 

automatically indexed. Emotion categories were provided as 22 buttons that 

participants could click on after highlighting a word to assign emotion categories (Fig. 

1). The tool provides XML output, which contains all indexed tokens of a text and the 

assigned tags, including the tokens for which no tags were created. 

Counter to the instructions, some participants in both parts of the study also 

annotated multi-word constructions, i.e. they assigned one tag to multiple words 

simultaneously (Part 1: Ntags = 6; Part 2: Ntags = 9). Four annotations of complete 

clauses, i.e. extensive multi-word annotations that encompass almost a whole 

sentence, were removed entirely since they might noticeably decrease agreement with 

annotators who followed the instructions and only chose single words. We 

approached tag-related analyses with the remaining multi-word annotations in two 

steps: first, we split the multi-word tag into single-word tags of the same emotion 

category. In a next step, we re-ran analyses without these multi-word annotations 

entirely to control for their influence on the results and to avoid biases. 

 

Figure 1. Screenshot of the annotation tool MMAX2 (LP/LC translation from 
Dutch). 
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5.2.3 Procedure 

5.2.3.1 Part 1: Text Production and Self-Annotation 

Upon arrival, participants were informed about the study and asked to give consent, 

after which they started a Qualtrics survey. They entered their age and gender and 

were subsequently presented with four different writing instructions based on the 

conditions, whose order was automatically randomized in the survey: 

 

“LP/LC: Think of a situation in which you felt like you had no control over what was 

happening and which was ultimately very unpleasant for you. 

HP/LC: Think of a situation in which you felt like you had no control over what was 

happening but which was ultimately very pleasant for you. 

LP/HC: Think of a situation in which you felt like you had full control over what was 

happening but which was ultimately very unpleasant for you. 

HP/HC: Think of a situation in which you felt like you had full control over what was 

happening and which was ultimately very pleasant for you. 

Take your time and try to remember details about the experience. After you have 

visualized the situation in your mind, describe it below. You can continue with the 

next part of the survey after five minutes. If you are not done by then, don’t worry and 

take your time to finish your story.” (translated from Dutch) 

 

Upon finishing each text, participants were asked to rate the valence of the described 

experience on a 9-point Likert scale. 

 The writing task was followed by a 5-minute break, in which participants 

watched a nature video with a calming melody, but without spoken or written 

descriptions. During this break, the experimenter prepared the annotation task by 

loading the produced texts into the annotation tool on a second computer. When the 

video finished, the participant informed the experimenter, who then explained the 

annotation tool and task to them. A brief instruction manual was kept on the table 

and the experimenter stayed in the room in case problems arose. Participants 

proceeded to annotate all four texts in random order and again notified the 

experimenter after they were finished. Finally, they received the debriefing form, were 

thanked for their participation and dismissed from the session. 

5.2.3.2 Part 2: Other-Annotation 

Similar to Part 1, participants were first informed about the study and asked to give 

consent, after which the experimenter explained the annotation tool and task. 

Participants received a sheet of paper on which they rated each annotated text on 

valence on a 9-point Likert scale and noted their age and gender. Participants could 

also consult an instruction manual or ask the experimenter questions about the 



Chapter 5 

130 

annotation tool. After they completed the ten annotations, they informed the 

experimenter, who handed them the debriefing form. Finally, they were thanked for 

their participation and dismissed from the session. 

5.2.4 Analysis Plan 

To investigate the proposed hypotheses, different types of analyses were used. For H1, 

H2, and H3, linear mixed effects models were run in R using lme4 (Version 1.1-23; 

Bates et al., 2014) to account for repeated measures due to multiple texts and 

annotations by the same authors across conditions and to model random effects of 

participants and texts. All models were bootstrapped over 100 iterations to estimate 

confidence intervals, standard errors, and p-values on the final models. 

For H1a, the dependent variables were overall text valence as indicated on a 

9-point scale and, for H1b, the number of positive and negative emotion tags per text, 

with combination of independent variables control (high/low) and pleasantness 

(high/low) being the predictor for both models. Authors were added as random 

factors. Random slopes for the predictors resulted in an error due to a too small 

number of observations and were thus removed. The following model structure was 

used for H1a and H1b: 

H1a <- lmer(Valence ~ Control*Pleasantness + (1|Participant), data = H1,  

control = lmerControl(optimizer="bobyqa")) 

The comparisons of the four conditions for H1 were retrieved using a post-hoc test 

from the “emmeans” package (Tukey method). For H2, the dependent variable was 

the overall number of emotion tags, predicted by the type of annotation. Authors and 

texts were added as random factors: 

H2 <- lmer(Number of tags ~ Annotation Type + (1|Participant) + (1|Text),  

            Data = H2, control = lmerControl(optimizer="bobyqa")) 

For H3, the combination of Annotation Perspective (self, other), Control (high, low) 

and Pleasantness (high, low) was used as the predictor. Here, the focus was on the 

difference between of own- and other-raters in each condition. Authors and texts were 

added as random factors: 

H3 <- lmer(Valence ~ Control*Pleasantness*Annotation + 

(1|Participant) + (1|Text), data=H3, control = 

lmerControl(optimizer="bobyqa")) 

For H4, we calculated the inter-annotator agreement between other-annotators, and 

other-annotators and authors using Krippendorff's alpha (Kalpha; Krippendorff, 2018) 

with the "irr" package (and the implemented kripp.alpha function; Version 0.84.1) in 
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R Version 4.0.1 (Gamer et al., 2012). Krippendorff’s alpha is a robust measure of inter-

rater reliability that can handle different types of data (e.g., categorical, ordinal, or 

interval), more than two raters, and that also supports missing data. For the 

comparison, we first consider the distribution of Kalphas and the changes for the 

agreement of other-annotators and other-annotators/authors across all texts. Since 

we did not have an indication of data spread for Kalphas, we also compare the Kalphas 

of the two groups (other-annotators with/without the authors) with a linear mixed 

effects model with Texts as a random factor: 

H4 <- lmer(Kalphas ~ Annotators + (1|Text), data = H4, control = 

lmerControl(optimizer="bobyqa")) 

In addition to the agreement of self- and other-annotations for words and emotions, 

we compare other variables of agreement, i.e., on valence of annotated words and on 

words annotated. Further, we conducted exploratory analyses of the texts with the 

Dutch version of the LIWC (Pennebaker et al., 2015), specifically focusing on the 

categories of positive and negative emotion words and the three discrete emotion 

categories (anger, anxiety, and sadness). We also identify the words selected by our 

human annotators and count the overlap with LIWC. 

5.3 Results 

On average, the texts written in Part 1 of the study consisted of M = 149.42 words (SD 

= 54.25), with conditions slightly differing in text length (HP/LC: M = 139.40, SD = 

47.11; HP/HC: M = 138.1, SD = 46.36; LP/LC: M = 170.13, SD = 63.40; LP/HC: M = 150.03, 

SD = 54.86). While there was variation in the topics that participants chose to write 

about, there were re-occurring subjects, some of which were indicative for each of the 

conditions. In the following text examples, words annotated by the authors are 

underlined and words annotated by others are italicized. It should be noted that some 

of the marked expressions constitute single words in Dutch and were annotated as 

one unit. For HP/LC, preferred topics were (positive) surprises, such as birthday 

parties or presents, making new friends, but also experiences with traveling, e.g.: 

“Last January, I bought a ticket for a solo-trip to Bali, the first 3 days 

were planned but that was it. When I arrived, I felt very excited and, 

although I had been to Asia multiple times before, I felt very lonely 

the first day. I did not have control over who I would meet and what 

I was going to do because that depends, of course, on where you are 

and with who. The first day, I was scared that I would not meet 

anyone and I started feeling insecure. As soon as I tried to let go a bit, 

I already met very nice people at the hostel on day 2, including a girl 
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that I eventually ended up traveling with for 3 weeks. Traveling alone, 

I also made decisions myself, but who I met was purely coincidental. 

In turn, this ensured that I had a fantastic time in Bali in the end.” 

(Participant 7; translated from Dutch) 

For HP/HC, the experiences often revolved around feelings of independence while 

traveling, enjoying work, successes, and graduating, e.g.: 

“The day I graduated with my HBO [college] bachelor degree. For this 

type of study, there was an additional assessment aside from writing 

a thesis, which you had to pass to finish the bachelor. I was very 

nervous, but I realized that, for everything I did say and do, I knew 

exactly how to say and do it. The presentation went great and I had 

full control over the situation. I knew how to support and refute every 

question. No matter what they asked about, I had the answer. Even 

when one of the assessors asked a very difficult question containing a 

difficult dilemma, I could answer it in such a way that he was 

immediately satisfied. This made me not only feel like I could take on 

the whole world but also like I had control over who I was and what I 

could do. When I got the feedback, they told me that I received a 9 

for all five assessment criteria [grades range from 0 to 10 in the 

Netherlands], which made me feel even better.” (Participant 27) 

For LP/HC, many stories revolved around stressful work and study situations with 

negative outcomes, escaping dangerous situations, and self-initiated relationship 

break-ups, e.g.: 

“For this situation, I think about when I ended the relationship with 

my boyfriend. Back then, it was not going well and it had not been a 

nice relationship anymore for some time already, but it is always 

difficult to take that final step and really end a longer relationship. I 

held on and kept working on the relationship to still make the best of 

it, but, one day, I reached my limits and decided to take this difficult 

step. So, I arranged a day for us to meet and prepared myself a bit for 

what I was going to say because I did not want to hurt him, which of 

course always happens when you are the one breaking up. Although 

the relationship was not nice anymore, it was still painful and I would 

have preferred him being the one to end the relationship earlier. Even 

though that would have been painful for me as well, I would not have 

had this additional feeling of guilt at least.” (Participant 20) 
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For LP/LC (see also Fig. 1), participants’ stories often focused on helplessness 

experienced while traveling, experiences with death, accidents, or health issues (own 

or of friends and family), e.g.: 

“The first situation that comes to my mind while I am reading this question 

took place one and a half years ago. I am a real animal lover and had animals 

my whole life, both dogs and cats. One of the dogs I grew up with was Charlie, 

a black Labrador retriever. Charlie was a happy and friendly dog, and there 

was never anything wrong with him. Unfortunately, one and a half years ago, 

Charlie died in my arms. Like usually, I wanted to take a walk with him, but, 

this time, he did not get up and seemed to be fast asleep. Sadly, this seemed 

to have been the first stadium of a possible aneurism and, not even half an 

hour later, he died in my arms at home in the kitchen. I have no idea why this 

is the first situation I could think of, but I think that this was the first time in 

my life where I had no control over a situation like this. This feeling of 

helplessness made a deep impression.” (Participant 8) 

 Overall, the range of topics was diverse but nicely reflected the different appraisal 

combinations. In a next step, we analyse whether this diversity is not just reflected in 

the types of experiences participants wrote about, but also in their language use. 

5.3.1 Valence 

Just like the topics discussed for the four conditions vary, valence assigned by authors 

to their own texts also varied. High pleasantness generally led to higher valence 

ratings than low pleasantness conditions, and self-ratings were more “extreme” than 

other-ratings, e.g. for HP/LC (Fig.2). The post-hoc test revealed that almost all 

combinations of the four conditions (H1a) differed significantly, with the exception of 

the comparison between HP/LC (M = 7.90, SD = 1.29) and HP/HC (M = 8.26, SD = 

1.20; see Table 1). Additionally, the types of emotions annotated varied by condition 

(H1b; see Figure 3): e.g., contentment was most prominent in HP/HC, while surprise 

is mostly annotated in HP/LC. In LP conditions, sadness and pain were indicative of 

LC, while shame and embarrassment occurred mostly in HC situations. 

 A comparison between own- and other-ratings of valence (Tab. 2) showed 

that others rated low-control conditions to be significantly more negative (HP/LC: M 

= 7.05, SD = 1.13) and more positive (LP/LC: M = 2.43, SD = 1.53) than authors (HP/LC: 

M = 7.90, SD = 1.29, b = 0.85, SE = 0.22, BC 99% CI [0.26, 0.1.39]; LP/LC: M = 1.73, SD 

= 0.94, b = -0.69, SE = 0.27, BC 99% CI [-1.41, -0.03]), while there was no significant 

difference in the high-control conditions (H3). 
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5.3.2 Number of Emotion Tags 

Although almost all conditions differ in valence, the difference in number of 

annotated positive and negative tags was only significant between high pleasantness 

(positive: M = 5.07, SD = 2.43; negative: M = 1.6, SD = 2.03) and low pleasantness 

(positive: M = 1.67, SD = 1.60, b = -3.40, SE = 0.36, BC 95% CI [-4.08, -2.65]; negative: 

M = 5.1, SD = 3.14, b = 3.50, SE = 0.42, BC 95% CI [2.65, 4.33]), not between low- 

Table 1. Comparison of valence ratings by conditions (HP/LC, HP/HC, LP/LC, 
LP/HC) as rated by authors (H1a) 

Condition Mean  SD Comparison b p 

HP/LC 7.90 1.29    

   HP/HC 0.37 0.62 

   LP/LC -6.17 <.0001 

   LP/HC -5.17 <.0001 

HP/HC 8.27 1.20    

   LP/LC -6.53 <.0001 

   LP/HC -5.53 <.0001 

LP/LC 1.73 0.94    

   LP/HC 1.00 < .008 

LP/HC 2.73 1.33    

Note: Significant comparisons in bold.  

 
Figure 2. Valence ratings by conditions (HP/LC, HP/HC, LP/LC, LP/HC) as 
rated by authors and other-annotators. Error bars indicate the standard 
deviation.  
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control and high-control conditions (as posited by H1b). Removing multi-word 

annotations (Ntags = 43) from the analysis did not change the results. Comparing 

author- and other-annotated emotions in the texts, we can find similarities but also 

differences in the emotion patterns by condition (Figs.3 & 4). 

In contrast to the valence ratings and the number of positive and negative 

emotion tags for pleasant and unpleasant conditions, there was no significant 

difference between the general number of tags (H2) used by other-annotators (M = 

7.38, SD = 3.85) and authors (M = 6.71, SD = 3.16, b = -0.67, SE = 0.64, BC 95% CI [-

1.96, 0.56]). Further, there was no difference between individual conditions. 

Removing multi-word annotations for authors (Ntags = 43) and others (Ntags = 48) from 

the analysis did not change the results. 

Table 2. Comparison of Valence Ratings (H3) by Conditions (HP/LC, HP/HC, 
LP/LC, LP/HC) as Rated by Authors and Other-Annotators (OA; Intercept) 

 Mean 
OA 

SD 
OA 

b Mean 
Authors 

SD 
Authors 

99% CI SE 

HP/LC 7.05 1.13 0.85 7.90 1.30 0.29, 1.35 0.20 

HP/HC 7.76 1.06 0.50 8.27 1.20 -0.09, 1.04 0.21 

LP/LC 2.43 1.53 -0.69 1.73 0.94 -1.22, -0.22 0.19 

LP/HC 3.18 1.40 -0.44 2.73 1.34 -0.99, 0.11 0.21 

Note: Significant comparisons in bold.  

 

Figure 3. Percentages of all emotion tags per condition as annotated by authors 
(HP/LC, N = 194; HP/HC, N =206; LP/LC, N = 209; LP/HC, N = 197). 
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5.3.3 Inter-Annotator Agreement 

While inter-annotator agreement for annotated emotions is low overall (M = 0.31, SD 

= 0.09), agreement between other-annotators only (M = 0.31, SD = 0.09) was higher 

than between other-annotators and the author (M = 0.30, SD = 0.08, b = -0.009, SE = 

0.004, BC 95% CI [-0.02, -0.002]). Removing multi-word annotations did not change 

the result. While agreement on specific emotion categories decreased upon including 

the authors in the groups of annotators, agreement on higher levels of the annotation, 

i.e. the valence of emotion tags (positive or negative) and annotated words 

themselves, could be higher. Therefore, we also calculated inter-annotator agreement 

for these variables. For valence, agreement between other-annotators only (M = 0.43, 

SD = 0.12) was still significantly higher than between other-annotators and the author 

(M = 0.42, SD = 0.11, b = -0.01, SE = 0.004, BC 95% CI [-0.02, -0.005]). General 

agreement on the valence of annotated words was higher than for annotated emotion 

categories (M = 0.43, SD = 0.12). Again, even for annotated words (disregarding 

emotion categories and valence), agreement between other-annotators only (M = 

0.46, SD = 0.12) was still significantly higher than between other-annotators and the 

author (M = 0.44, SD = 0.11, b = -0.01, SE = 0.003, BC 95% CI [-0.02, -0.004]). General 

agreement was the highest on the annotated words (M = 0.45, SD = 0.12). Excluding 

infrequently annotated emotion categories from the analyses did not alter these 

results. 

 

Figure 4. Percentages of all emotion tags per condition as annotated by other-
annotators (HP/LC, N = 1089; HP/HC, N = 1046; LP /LC, N = 1138; LP/HC, N =1160).  
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5.3.4 Linguistic Inquiry and Word Count 

Since the words used to express and determine the affective meaning of the texts 

belong to a variety of different categories (e.g., pronouns, verbs, adverbs, adjectives, 

numbers), suggesting that the majority of annotated words are not traditional 

emotion words like “happy” or “sad”, we compared how LIWC (Pennebaker et al., 

2001) categorizes texts compared to our human annotators. Given that we did not 

formulate hypotheses about this comparison, we explore the texts and refrain from 

inferential statistical analyses. 

Similar to participants’ valence ratings, the distribution of affective LIWC 

categories in the texts also varied by condition (Tab. 3; Fig. 5). While the tool detected 

most positive words in high pleasantness and most negative words in low pleasantness 

conditions, a difference also appeared between high and low control conditions, with 

HC categorized as both more positive (high pleasantness) and more negative (low 

pleasantness). This finding matches author valence ratings in section 2.4.1. However, 

LIWC detected more anger and anxiety (fear) in LP/HC texts, while authors tagged 

both categories more in the LP/LC condition. Especially anxiety was suggested almost 

equally across all conditions, while there was more variation in author- and other-

annotations. 

To compare words recognized by LIWC and words annotated by human 

annotators, we compiled all words annotated by authors and other-annotators in two 

lists, categorized them into positive and negative words and removed duplicates. 

However, different inflections of a word (e.g., plural or tense variations) remained in 

the lists. If the same word was annotated both, as negative and positive in the texts, 

both versions were kept. We then analysed both author and other-annotator word 

lists with the word count tool to investigate the overlap between words that were 

tagged as emotionally meaningful by human annotators and LIWC’s affective 

lexicon. 

Table 3. Means and Standard Deviations (SD) of LIWC categories (positive emotion 
words, negative emotion words, anger, anxiety, and sadness) per condition  

 Positive 
emotions 

Negative 
emotions 

Anxiety Sadness Anger 

 Mean SD Mean SD Mean SD Mean SD Mean SD 

HP/HC 4.17 2.40 1.06 1.01 0.45 0.70 0.38 0.77 0.08 0.20 

HP/LC 2.75 1.84 0.95 0.94 0.55 0.69 0.23 0.47 0.10 0.29 

LP/HC 2.00 1.74 2.41 1.57 0.79 0.89 0.44 0.63 0.58 0.56 

LP/LC 1.53 1.20 1.62 0.94 0.52 0.71 0.47 0.63 0.23 0.40 
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While the categorization in Figure 4 broadly matches the valence ratings of 

human annotators, the word tool seems to rely on fewer words to make these 

judgements than authors and other-annotators (Tab.4). From the author-annotated 

word list, LIWC recognized 130 out of 545 words. Of the recognized words, most 

words matched the author classification. Of these recognized words, 12 were 

ambiguous (i.e. annotated as both positive and negative by authors). From the other-

annotated word list, LIWC recognized 232 out of 1275 words. Of the words contained 

in LIWC’s affective lexicon, most matched the annotator classifications. Of the 

recognized words, 115 were ambiguous according to the other annotations. Based on 

these numbers, it seems reasonable to assume that the human judges assigned 

emotional meaning to more words and more different words than LIWC did. 

 

Figure 5. Percentages of affective LIWC categories (positive emotion words, 
negative emotion words, anger, anxiety, and sadness) per condition. 

Table 4. Number of Words tagged by Authors and Annotators and Number of Same 
Words Used for LIWC Analysis and Matches with Human Classification 

Annotation Human annotation LIWC 

Valence of 
annotated 
words 

Nr. of 
annotated 

words 

Nr. of 
overlapping 

words 

Nr. of 
Classification 

Matches 

Own Positive 259 71 60  
Negative 286 59 47  

Other Positive 633 103 92  
Negative 642 129 75  

Note: 38 (authors) and 261 (annotators) words were annotated both as negative and 
positive. 



Affective Words: Writer and Reader Perspectives 

139 

5.4 General Discussion and Conclusion 

In a two-part study, we investigated whether and how own- and other perceptions of 

emotions in text differed. Thirty authors wrote four texts each according to four 

conditions based on two appraisal categories, high/low pleasantness and high/low 

control (HP/LC, HP/HC, LP/LC, LP/ HC), resulting in an affective text corpus with 

120 texts. Authors rated their own texts on valence and assigned emotions to 

individual words based on 22 emotion categories (Cordaro et al., 2018). Another group 

of 60 other-annotators rated the same texts on valence and performed the same 

annotation task independent from the authors. Finally, we compared the human 

approach to a prolific word count tool with an affective lexicon (LIWC; Pennebaker et 

al., 2001). 

 For authors, all conditions differed in valence ratings except for the 

comparison between the two high pleasantness conditions. This suggests that, for 

positive experiences, the level of control did not influence the positivity of the event, 

but, for negative experiences, it did. Similarly, the number of positive and negative 

emotion tags mainly reflected the difference between HP and LP, but not the 

difference in perceived levels of control. In contrast to self-ratings, other-annotators 

considered low control conditions to be respectively more negative (HP) and more 

positive (LP). Additionally, not only the agreement on emotions annotated between 

other-annotators was higher than between other-annotators and authors, but also 

agreement on the valence of those emotions and the words selected. Although inter-

annotator agreement appears to be low in general and the observed difference 

between own- and other-annotations seems small, it is important to consider the low 

chance levels in the current study. Due to the complexity of the task (22 emotion 

categories, texts consisted of about 150 words on average, and 6 people annotated each 

text), the possibility of participants annotating the same emotions, valences, or words 

was by chance negligible, making such a seemingly small difference meaningful in the 

context of the study. In addition, the comparison of human annotations with the 

LIWC dictionary showed that, while LIWC scored the valence of texts in the four 

conditions in a similar way as human raters, it uses fewer and different words to do so 

– arguably the words with the most affect-informational value. 

 The current findings are in line with earlier research. Studies on audio-visual 

perception already showed differences between self- and other-observation (Truong 

et al., 2012). In the present study, we demonstrated similar differences in a textual 

context: our other-annotators generally agreed more with each other on the emotional 

meaning of texts than with the respective authors. Furthermore, the agreement was 

not only lower for discrete emotion categories but also for valence and even for the 

words annotated, suggesting that authors and readers not only detect different 

emotions in the texts. They also consider different words as important for the affective 



Chapter 5 

140 

meaning. These results can be explained by psychological phenomena, such as the 

“illusion of transparency” and the “curse of knowledge”. If people tend to overestimate 

the transparency of their mental and emotional states and, simultaneously, find it 

difficult to ignore their own perspective (and hence privileged knowledge about their 

emotions), this likely results in misunderstandings. In general, this misalignment of 

author and reader perception might either be caused by misunderstanding 

(perception) or miscommunication (expression) of the emotions conveyed through 

the texts, which raises the question of the relationship between self-report and 

observation in affective science. Is this discrepancy a mismatch between the 

intentional affect communication by authors and the experience of others, or an 

unawareness of one’s own affective states – and hence, their expression? Especially 

since self-report measures have been criticized as susceptible to biases (e.g., Berinsky, 

2004), the issue might not necessarily hint at an inherent ignorance of one’s own 

emotions, but rather suggest problems in their communication to others. 

 At the same time, the anticipated gap does not seem impossible to overcome. 

Even without explicit instructions to convey their emotions in a way that is detectable 

for others, participants in our study still reached decent agreement considering the 

chance level. If there was an “emotional relativity” effect (similar to the much debated 

linguistic relativity, see, e.g., Kay & Kempton, 1984), in that emotions cannot correctly 

be detected in text at all unless one is the person experiencing and writing about them, 

the agreement between annotators would likely have dropped even further (below 

0.1). Although some emotional meaning that authors perceive in their own texts seems 

to be lost, readers are able to unravel the basic emotional narrative to a decent extent 

and, on average, reach fair to moderate agreement with each other and the authors. 

Considering that reports of currently experienced emotions also tend to differ from 

recalled emotions (e.g., Robinson & Clore, 2002), self- and other-perception of affect 

in text might even align over time. 

 This aspect might serve as an encouragement to textual sentiment analysis as 

this approach relies on the transferability of affective states through words. Yet, 

considering that agreement between readers was indeed higher than agreement of 

readers and authors, the findings also suggest a cautious approach to emotion 

detection in text. Depending on the register, even minor disparities might lead to 

potential issues in the results of automatic analyses and their interpretation. If the 

state communicated through text do not match the one detected, by humans or 

algorithms, this might have important implications for automatic emotion detection, 

especially for diagnostic purposes, e.g., aimed at online suicide prevention (e.g., 

Christensen et al., 2014). In these cases, the approach to analysing affect in texts 

should likely be refined further. While our exploratory analysis in 2.4.5 showed that 

humans relied on more and different textual cues compared to the controlled affective 

lexicon of LIWC. This might be especially relevant if analyses move from valence to 
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attempting the detection of discrete emotion states. While, for valence, reduced 

lexicons appear to be able to classify texts similar to humans, indicating a saturation 

point for the number of entries on such lists, this might be different for the detection 

of specific emotions. As a negative text does not necessarily indicate sadness or 

depression, such sensitive applications need to be able to detect more than valence. 

An option to adapt automatic analyses in these cases might be the creation of 

specialized human-evaluated lexicons for specific purposes instead of using general-

purpose lexicons or seed words for algorithm training. By collecting human-

contextualized word ratings, either by using a specific rater population (e.g., 

diagnosed with depression) or by collecting word ratings in the desired context (e.g., 

specific corpora), it might be possible to avoid some expression-perception issues in 

automatic textual affect detection. 

 While the results suggest a difference and similarities between emotion 

expression and perception, some characteristics of the data and experimental setup 

may have potentially influenced the results. Firstly, the gender distribution was 

unbalanced as more women than men participated in both study parts. As 

demonstrated by earlier studies, gender might affect emotion recognition abilities, 

with women being supposedly more susceptible to others’ emotions, although recent 

findings suggest more subtle differences (e.g., Fischer et al., 2018; Hoffmann et al., 

2010). While this bias might also exist in our dataset, we imagine that the higher 

proportion of female participants would have reduced the gap between emotion 

expression and perception, if anything. Another point of concern might be general 

differences in emotion recognition abilities, e.g., caused by alexithymia, which refers 

to a subclinical condition that describes impaired introspective processes and a lack 

of mental representations of emotions. This can lead to problems with recognizing 

and verbalizing one’s own emotions and affect recognition of others’ emotional states 

(see, e.g., Lane et al., 1996). Consequently, alexithymic participants would have 

experienced more difficulties performing the tasks required for our study. Parallel to 

gender differences in emotion recognition abilities, the condition is also considered 

more prevalent in men than in women (Levant, Hall et al., 2009). Unfortunately, as 

we did not control for alexithymia in the current study, we cannot make claims about 

its influence on the findings. However, high-alexithymic individuals with a high verbal 

IQ seem to be able to recognize emotions similarly well as low-alexithymic individuals 

(Montebarroci et al., 2011). Since a high verbal IQ is probable in our student 

population and the majority of our participants were females, the condition might 

have been less problematic in this study. In addition, to be able to generalize the 

findings, the study needs to be extended to cultures and languages other than the 

Netherlands and Dutch. Furthermore, the appraisals used in the current study might 

be considered precursors of only specific emotions, potentially excluding other kinds 

of emotional experiences that might be easier or harder to detect in texts. For the 
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annotation task, a default category would facilitate the detection of annotation errors 

such as unsaved emotion tags. In the current study, unsaved annotations fell back on 

the alphabetically first emotion (amusement), which likely inflated the numbers, 

especially in LP conditions. This issue was probably related to participants’ 

unfamiliarity with the tool. Moreover, some specific emotions in the set were rarely 

used by annotators (e.g., desire), which might either suggest a “saturation point” 

regarding the choice of emotion categories or the emotions’ unrelatedness to the used 

appraisal categories. Additionally, authors in the current study tended to repeat the 

task formulation in their texts, in particular “(un)pleasant” and “control”. While this 

was expected and the reason for the use of appraisals, it still introduced a mild bias 

towards these specific words in the annotation task. Although the majority of authors 

annotated these words, some did not seem to consider them their own word choice. 

Even connotated words like “unpleasant” were then not tagged by the authors 

themselves. In contrast, most other-annotators relied on them as affective cues. 

Nonetheless, since the limitations mentioned all apply equally to all conditions, we 

neither expect them to have majorly skewed the results nor do we consider any of 

them detrimental to the interpretation of the current study. 

 In addition to tackling these remaining caveats, future research might also 

shed light on the origins of expression-perception differences. A similar setup as the 

current study with different appraisal instructions and/or a reduced set of emotion 

categories might be a good starting point here. Since this issue might be even more 

prominent across languages and cultures due to a reduced language sensitivity in one’s 

non-native language (Dewaele, 2004; Hsu et al., 2015), an even stronger effect can be 

expected in the communication of native and non-native speakers of a language 

(Hautasaari et al., 2014). In a globalized world, in which millions of people 

communicate online across country and language borders every day, investigating 

potential sources of conflict such as differences between emotion expression and 

perception might eventually help to improve interpersonal communication and avoid 

conflicts by raising awareness about potential differences between what one is trying 

to express and what others understand. Similar to sarcasm in the study of Keysar 

(1994), it might be possible to explicitly cue people in such a way that they become 

aware of the author’s emotions, so that it becomes easier for them to identify 

important parts of a text. Since a closer relationship of author and reader by itself, e.g., 

a friendship, does not seem to improve emotion perception in text (Riordan & 

Trichtinger, 2017), a hint at the author’s emotional state might increase detection 

accuracy. In addition, it might also be possible to avoid explicit writing cues for 

authors by using a diary setup, in which participants simply write about their day for 

a limited period of time (similar to the writing therapy tasks of Pennebaker, 1997) and 

judge the emotionality of each “diary entry”, in its entirety and on the word level. Like 
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this, it would be possible to also compare own- and other-affect perception of 

everyday events, not just highly emotional memories. 

 Our aim in this study was to investigate whether there is a discrepancy 

between the expression of emotions in text, on the one hand, and the perception of 

such by other people, on the other. While there is a much communality in judgements, 

a certain level of emotionality seems to be “lost in transmission” from the person who 

experiences it to the person who is trying to detect it. 
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***** 
In this chapter, we showed that, although author and reader perceptions of emotional 

texts may differ in the details (i.e., which emotion is transferred by which word), there 

seems to be agreement on the valence of the overall texts. Reader assessments only 

differed in the intensity of valence ratings. While this is a good sign for automatic 

sentiment analysis, differences between affect expression and perception may increase 

for specific author and reader traits and between native and non-native speakers. 

Therefore, we suggest these directions for future research on the topic. 
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In this dissertation, we explored how affect is reflected in words. Based on the 

assumption that language production and affect processes influence each other, we 

investigated the expression and perception of affect in language using a multi-method 

approach. In four studies that built on and extended each other, we combined 

laboratory and online experiments with corpus approaches to the topic. We first 

compiled and analyzed a multilingual corpus consisting of texts that could be broadly 

divided into three affective categories (positive, negative, and neutral). We then 

recreated a comparable albeit more controlled corpus in the laboratory to confirm the 

observations of the corpus study. In a next step, we asked to what extent individual 

words without context could be considered representative of global text affect (as is 

often assumed in so-called bag-of-words approaches in sentiment analysis). In a final 

study, we proceeded to examine whether human raters are even able to correctly 

detect emotions as they were experienced by the authors in texts. In the following 

section, we will summarize the answers to the research questions formulated in the 

Introduction of this thesis (Section 1.4) and discuss theoretical and methodological 

implications of the findings. 

6.1 Research Questions and Answers 

Question 1: Are different perspectives (success and failure) indicative of affective 

states and can we trace these in texts? 

In the second chapter, we developed a new multilingual corpus to address this 

question: the Multilingual Emotional Football Corpus (MEmoFC), which consists of 

carefully chosen pairs of reports for soccer matches, covering the perspectives of both 

participating teams per match, from soccer leagues in the Netherlands, Germany, and 

the UK, and the matching game statistics. We assumed that reports on won matches 

would be indicative of positive affect (e.g., high valence, happiness) and reports on 

lost matches would be indicative of negative affect (e.g., low valence, anger, sadness). 

Indeed, we found that the respective texts could be distinguished based on various 

textual properties. For example, the keywords identified for the win and loss 

subcorpora reflected the inferred affective state of the author (e.g., more negative 

words after a lost match). In addition, since the authors of the texts were likely not 

the players in the games, we considered the use of the first-person plural pronoun 

(1PP) a sign for basking behavior, i.e. using we as an in-group option to revel in a 

success that one had no direct part in, which is in contrast to more distant options, 

like the team name or the third-person plural. We found that 1PP was indeed more 

prevalent after won matches in English and German, but not in Dutch. Further, we 

demonstrated that it was possible to automatically classify the reports into win, loss, 

and tie based on their linguistic properties. Thus, based on this corpus study, we 
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conclude that, even if the author of a text is not responsible for the success or failure 

that is reported, we can still trace the remnants of emotions related to these 

experiences in the text’s linguistic properties. 

Question 2: How do success and failure in a game influence people’s affective 

state? How do these states, in turn, influence language production and 

perception? 

In Chapter 2, we came to the tentative conclusion that an author’s affective state 

influences the way they report on the causes of this state. However, since the authors 

of the MEmoFC texts were likely only indirectly affected by the outcomes of the soccer 

games – and thus, probably less affected by the game outcomes – we decided to 

recreate a similar competitive play setting in the laboratory to create our own 

controlled corpus. We used a foosball setup that took place in groups, which is why 

we again expected phenomena such as basking and distancing to show. In two 

experiments, losing or winning the foosball game turned out to cause subtle changes 

in the affective states of our participants: winning resulted in more happiness and 

excitement, while losing was related to feelings of dejection. Additionally, participants 

distanced themselves more from their groups after a lost match and basked more after 

winning. Further, these changes were also traceable in the match reports that 

participants wrote about the matches afterwards in the first experiment. Using LIWC 

(Pennebaker et al., 2001), we showed that authors not only adapted obvious categories 

like positive and negative emotion words, but they also changed their writing in terms 

of tentativeness, discrepancy, or punctuation (exclamation marks). In the second 

experiment, we studied participants’ preferred way of discussing the foosball match in 

a sentence-selection task, in which they could choose either sentences about their own 

team or the opponent. Here, the choices again demonstrated basking and distancing 

behavior. Participants that had won the matches selected sentences about their own 

team in more than 80% of the cases, while those that had lost only did so for less than 

40% of sentence choices. Yet, contrary to our expectations, we could not find further 

evidence that basking and distancing influences the use of 1PP in either experiment. 

Overall, across both experiments, we showed that success and failure in the forms of 

winning and losing a game, even without any major consequences, impacted people’s 

affective states and that these affect shifts were traceable in their language use and 

preferences – findings that confirm the conclusions of Chapter 2. 
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Question 3: How do intra- and extra-textual contexts influence the affective 

meaning of individual words? How representative of larger units of texts is 

individual word affect?  

Although we successfully showed linguistic changes in text that were likely related to 

the authors’ affective states, the question arises whether dictionary-based sentiment 

analysis (as, e.g., with LIWC), which assumes that the valence and emotionality of 

texts can be derived from individual words and often relies on lists of affective words 

that are compiled and rated without context, are able to classify texts the way human 

raters do. Therefore, in a follow-up study, we aimed to quantify the impact of intra- 

and extra-textual context on human affect ratings of individual words and compare 

human to automatic classification of sentences in Chapter 4. To do this, we used 

keywords and sentences selected from our domain-specific MEmoFC (Chapter 2) and 

collected human valence ratings for the words with and without their sentence 

contexts clarifying the domain and word senses. We then compared how the valence 

of the individual words compared to the valence of the sentences they occurred in. 

We found that many words changed in valence when presented in a sentence context 

extracted from our soccer corpus, in that they became more positive overall. The 

association between words rated in context and the sentence valence was found to be 

stronger than the one between isolated word ratings and sentences. Further, we ran 

automatic sentiment analyses on the sentences using four different affective lexicons 

that also differed in the extent to which they took context into account (e.g., an 

affective lexicon in which words were rated by comparing them directly to other words 

or one for which words were automatically extracted from a text corpus about sports 

communication) as well as our own list of words rated in context. The results showed 

that not only the number of entries in an affective lexicon affects its precision, but also 

to what extent it takes context into account. Especially contextualization seems to be 

important: the affect scores calculated with the more contextualized, human-rated 

lexicons were most similar to the human sentence ratings. Overall, we demonstrated 

that context, in the form of a specific domain but also the surrounding text, can 

influence perceived word affect and the precision of automatic analyses. Thus, taking 

intra- and extra-textual context into account when constructing affective lexicons can 

improve sentiment analyses, and we suggest that this should be particularly kept in 

mind for diagnostic applications. 

Question 4: Is there a difference between affect expression and perception in 

text? 

While we studied the validity and reliability of dictionary-based tools for sentiment 

analysis which are based on individual words without context in Chapter 4, we took 

this idea one step further in Chapter 5 by challenging the notion that the emotions 
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that readers infer from texts coincide with the emotions expressed by the author. 

Based on two appraisals, we created four conditions (high/low pleasantness, high/low 

control) and asked participants to write about personal experiences that matched 

those conditions, which resulted in yet another text corpus. In addition to writing, 

authors rated their own texts in terms of valence and assigned emotion tags to 

individual emotionally meaningful words, which enabled us to determine a “gold 

standard” for each text. Another group of participants (readers) assessed the texts in 

the same way. In the end, we compared the author and reader ratings to a LIWC 

analysis. Generally, authors rated the valence of the whole texts more “extremely” than 

readers. In line with our expectations, readers agreed more with each other than with 

the respective authors on which discrete emotion categories they assigned to which 

words. This pattern in agreement was the same even for the valence of the assigned 

emotions (as categorized by Cordaro et al., 2018) in the texts and which words were 

chosen in the first place, which suggests that authors and readers perceived the texts 

differently. The exploration with LIWC showed that the tool classified the texts in 

each condition in a similar way as the authors and readers, but that it relied on fewer 

and different words. In conclusion, we found evidence for similarities, such as the 

overall perceived valence of the texts, but also differences, in terms of valence intensity 

and emotions embedded in the texts and transferred by individual words. This means 

that there indeed seems to be a difference between affect expression and perception, 

specifically in terms of which words are considered to reveal which discrete emotions. 

6.2 Theoretical and Practical Implications 

After addressing the results with respect to the guiding research questions of each 

chapter, we will connect the main findings to existing theories about emotion and 

language processes as well as their interaction and consider their implications. Since 

every chapter already contains an extensive discussion, we will limit ourselves to the 

overarching topic of this dissertation, language and emotion, which we will discuss 

from three different perspectives: affective language research, linguistic emotion 

research, and implications for automatic affect detection in text.  

6.2.1 Language & Emotion… in the context of affective language research 

Nowadays, understanding linguistic cues in written conversations that indicate our 

conversation partner’s affective state is developing into a crucial skill for successful 

communication (see, e.g., Kato et al., 2007; Kelly & Miller-Ott, 2018). While we have 

been reading and writing letters, newspapers, and books for a long time already, 

texting, chatting, and other types of computer-mediated communication are rather 

new phenomena. They require us to be able to interpret others’ writing, not only in 

terms of understanding the objective meaning of the words, but also in detecting more 
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subtle nuances behind a text, such as affective states, in order to avoid 

misunderstandings and conflict. Without non-verbal cues like facial expressions or 

vocal properties, this can be a challenging task, especially when emotion terms, like 

angry, sad, or happy, are not explicitly mentioned (e.g., Riordan & Kreuz, 2010). 

Nevertheless, as our findings, especially in Chapters 1 and 2, confirm, affective states 

are detectable to some extent even in the absence of explicit emotion terms because 

they reveal themselves in more ways than just these specific words in texts (cf. Derks 

et al., 2008, on the similarities of face-to-face and computer-mediated communi-

cation). 

As described in Chapter 1, language production, written or spoken, is by itself 

already a complex interplay of different modules (Flower & Hayes, 1982; Levelt 1989). 

While some of these modules happen subconsciously, such as the choice of gender of 

a noun or the number of a verb, others require substantial cognitive effort, such as 

producing a complex and coherent series of utterances. The cognitively taxing nature 

of the task likely makes it permeable by other mental processes, such as affective 

states. Based on the findings of the four preceding chapters, it seems safe to assume 

that at least the valence of an author’s affective state (positive or negative) caused by 

their perspective influences what they write about, but also how they write about a 

given topic. Consider, for example, Chapters 2 and 3: although the event that is 

discussed after a won or lost soccer or foosball match is objectively the same, which 

would suggest that the planning stage of the writing process (idea/topic generation) 

would be similar for both teams, the way the topic is translated into text depends very 

much on the author’s perspective (winning/losing) and the affective state resulting 

from this perspective . Hence, if we experience an event in the context of a specific 

perspective, with accompanying specific emotions, this is likely to show at least in the 

positivity or negativity of the words and expressions we use. This is supported by 

existing literature on evaluation (e.g., Hunston & Thompson, 2000), which focuses 

mostly on valence as well. 

Overall, while the four preceding chapters show that valence seems to be a 

somewhat reliably detectable characteristic of affective states in texts, patterns for 

discrete emotions appear to be more difficult to trace in writing. Similar to emotions 

in spoken language that are often distinguished by vocal properties (e.g., pitch, 

volume, etc.; Banse & Scherer, 1996; Goudbeek & Scherer, 2010; Scherer, 2019), 

specific emotion patterns in written language might appear more clearly in the writing 

process itself (e.g., writing speed, typos, revisions) than in the final text. Especially, if 

we focus on emotions conveyed by individual words, authors and readers, but also 

readers by themselves, do not reach high agreement (cf. Chapter 5). In Chapter 4, we 

also demonstrated that the context in which these words appear can affect their 

meaning – and, likely, also the emotion (patterns) they express. This intuitively makes 

sense because words by themselves are generally not the sole carriers of (affective) 



General Discussion and Conclusion 

153 

meaning. Meaning is often constructed only by the combination of words, phrases, 

and clauses, and knowledge about the extra-textual context. These larger units of text, 

in a specific context, might already be better indicators of discrete emotional states, 

and comparing them to individual words might shed more light on affect in text, in 

particular which and how specific emotions are actually conveyed in single words. To 

study this, also taking the author’s intention into account seems important to 

determine whether specific emotions are lost or transferred more easily and 

consistently than others. 

Furthermore, what is expressed and detected in terms of affect might depend 

on the (sub)conscious goal of the author. Similar to face-to-face and computer-

mediated communication (e.g., video calling, texting), affective states might leak 

unintentionally (cf. Porter et al., 2012), which could also show in the writing process 

as discussed above, or on purpose, either to transfer emotions to others (see also 

emotional contagion, e.g., Hatfield et al., 1993; Parkinson, 2011) in order to influence 

others by providing additional information about a situation (see also the Emotion As 

Social Information model, EASI, Van Kleef et al., 2010), or as a way to for the author 

regulate the experienced emotions (see, e.g., writing as therapy; Lepore et al., 2002; 

Pennebaker, 1997; Pennebaker & Chung, 2007). If an author writes an affect-laden 

text with a specific purpose in mind, for example, to either “manipulate” and 

emotionally affect the reader or simply to “write something off their chest”, they might 

employ specific linguistic strategies that may be distinguishable from each other. 

Additionally, it is not entirely clear whether affect leakage can be fully prevented in 

the first place when discussing emotional topics – considering that preventing 

information leakage appears to be generally rather difficult for people (cf. Lane et al., 

2006), this seems unlikely. Therefore, it might be interesting for future research to 

see whether suppressing affect and stance (e.g., in an attempt to regulate one’s 

emotions; see also Gross, 2002, 2014) consciously in text is possible and how it differs 

from FTF communication – as discussed in Chapter 5, our affective state is not always 

as obvious to others as we may think, but, based on existing literature, this seems to 

mostly affect the intensity of the experienced states (Barr & Kleck, 1995; Derks et al., 

2008; Gilovich et al., 1998). Here, a comparison of linguistic differences between a 

“neutral”, regular, or intentionally emotional account of the same event, as recounted 

by authors themselves and readers, may be useful. If affect leakage is unintentional, 

others would still be able to detect the correct state in a supposedly neutral text. 

Further, explicit instructions for authors to express their emotions in writing to 

regulate them, to trigger similar emotions in others, or cueing them to simply write 

about an emotional topic without a clear purpose might provide insights into possible 

linguistic strategies behind the different purposes. Studying potential differences 

between texts produced according to a transparent text purpose might then be useful 

for automatic text analyses. 
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Of course, it is possible that writing a neutral, stance-free text about an 

(emotional) event is not possible even if this is the author’s intention due to the 

reader’s potential bias. Even if, linguistically, a text is kept as plain as possible in terms 

of expression, text perception does not happen independently from the reader’s 

affective state, experiences, and stance. Overall, it is arguable whether true neutrality 

in reports about subjective events even exist. It seems especially unlikely considering 

phenomena like (intergroup) stereotyping (Moons et al., 2009) or the curse of 

knowledge (Birch & Bloom, 2007), which both postulate that the interpretation of 

new information happens based on existing knowledge. This issue might extend to 

automatic algorithms, which are ultimately constructed by humans and use 

potentially biased data produced by humans to learn and analyze (cf. Mehrabi et al., 

2019). Hence, reader biases can also not easily be circumvented by using 

computational approaches since machines are not bias-free either. Therefore, 

neutrality and thus also non-neutrality, like valence and emotionality, are concepts 

that should be generally approached with caution. 

6.2.2 … in the context of linguistic emotion research 

Like language production, affective processes are complex, and there are different 

theories that attempt to describe how they work. In this dissertation, we relied on 

multiple approaches to investigate affect in language: discrete emotion categories (all 

chapters), the valence dimension (all chapters), and appraisals to cue emotional 

memories (Chapter 5). While we also found evidence for discrete emotions in writing 

across the chapters, valence seems to be the most reliable characteristic of affective 

states that can be expressed and transferred from one person to another through text, 

at least in the studies discussed in this thesis. In the preceding studies, it is a 

distinguishing factor for different affective states and easiest for algorithms and 

humans to pick up on, while also showing the most overlap between own- and other-

perception. 

Although the description of an event appears to be reliably classifiable as 

positive or negative overall by oneself and others, the related affective experience 

often does not seem to be homogenous in terms of occurring emotions or level of 

valence. It can consist of multiple different emotions, which, in turn, may also differ 

in terms of valence (as, e.g., illustrated by Chapter 5). Describing an event in terms of 

appraisals seems to be able to elicit emotions or, in our case, emotional memories 

related to these appraisals, but these memories often triggered more than just one 

emotion. While one emotion may have been dominant in most cases, many of the 

texts produced by our authors contained an “emotional flow” linked to the narrative 

structure of the texts, for example: an event that elicited sadness, like the death of a 

pet or a loved one, was often also accompanied by happy memories about them, which 

seemed to be mentioned to “set the scene” in the text and to stress the sad nature of 
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following event. Although the focus was on the expectedly dominant valence and 

emotions in the reports in Chapters 2 and 3, the automatic analyses indicate a 

combination of emotions and valences per text as well. Overall, this may have 

implications for recall tasks aimed at discrete emotion induction and text production. 

Even if a recalled “angry” memory triggers more than simply “anger”, it might be the 

case that a participant relies on the provided, readily available emotion terminology 

to classify the whole experience (see also Barrett et al., 2007; Gendron et al., 2012). 

This could result in an oversimplification of the description of the affective state 

because contrasts and similarities to, but also co-occurrences with other affective 

states appear to be important for their perception and expression – at least in 

emotional narratives (see also work on emotional dialecticism and granularity; 

Lindquist & Barrett, 2008). Moreover, these contrasts and similarities might provide 

additional information about an author’s affective state that could be valuable for 

automatic analyses. 

Additionally, it is still unclear whether the experience of affective states 

described in such narratives is similar for everyone. In other words, there is no 

consensus on whether the perception of emotions is universal and the same for 

everyone, or whether the expression and perception of affect depends on external 

factors such as culture, language, the social environment, or upbringing. Different 

studies, in particular on the influence of culture, suggest different answers. The 

universality theory implies that the emotions we experience are broadly the same, 

which can be determined by similar bodily and facial reactions related to specific 

emotion experiences and which has been demonstrated for different cultures across 

the globe (e.g., Ekman & Keltner, 1997; Cordaro et al., 2018; Volynets et al., 2019). 

According to this idea, we may use different words to explain our emotions, but we 

still experience them approximately the same way as others. This even holds for 

cultures and languages that lack a specific word for an emotion (Sauter et al., 2011). 

Other approaches to the issue argue for more or less subtle differences caused by 

cultural differences, like an in-group advantage for emotion classification similar to 

linguistic dialects in an overall universal language (Elfenbein, 2013; Elfenbein & 

Ambady, 2003; Laukka et al., 2014). Especially studies on emotion semantics postulate 

a combination of universal and culture-specific traits (Fontaine et al., 2013; Jackson et 

al., 2019; Ogarkova et al., 2012; on a related note, see also the Natural Semantic 

Metalanguage of Wierzbicka, 1996). While all language families seem to differentiate 

affective states based on valence and arousal, the way emotions are expressed in 

language appears to be more different the more geographically distant cultures are. 

For spoken language, there is additional evidence for such an in-group advantage in 

terms of vocal properties (Laukka & Elfenbein, 2020; Scherer et al., 2001). In text, this 

can easily lead to misunderstandings, especially considering that we also found 

evidence for differences in the reading of discrete emotions between members of the 
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same culture. If we additionally assume that what a text conveys depends on the 

reader’s “affect repertoire” based on their own experiences, culture, and language 

background, there is much to consider when we try to transfer and determine affective 

states in and from text. 

Moreover, most studies using automatic sentiment analysis rely on readily 

available online data, many of which are likely uploaded by a multicultural, diverse 

group of authors, even if the compiled online texts are written in the same language. 

This may be particularly relevant for much-used English corpora considering that, 

especially online, English is used as a lingua franca by many people worldwide. Here, 

cultural differences in authors could easily lead to differences in language use – and 

thus, in linguistic markers of affect. As, additionally, much research is still focused on 

WEIRD societies (Western, Educated, Industrialized, Rich, Democratic; Henrich et 

al., 2010), expanding linguistic emotion research to less prevalent languages and 

cultures is important. While this dissertation contains studies on languages other than 

the prevalent English language as well (German and Dutch; thus still WEIRD 

societies), more cross-cultural research seems necessary to examine how much and 

which affective information is actually transferred in writing and how, also across 

languages, if we want to correctly determine affect in text automatically. 

6.2.3 … in the context of automatic sentiment analysis in text 

To approach this automatic affect analysis in text, we have focused mostly on the still 

wide-spread, simple bag-of-words techniques that rely on pre-assembled affective 

lexicons. In the previous chapters, we have discussed that the meaning of the words 

included in mostly domain-independent affective lexicons, often determined in 

isolation, can change when the words are used in context in specific domains. These 

changes can be caused on two different levels: by text-internal information, such as 

surrounding words, and by text-external information, such as the environment or the 

author’s emotions and beliefs. Take our foosball study of Chapter 3 as an example: 

participants chose not only sentences from their own team’s perspective (positively if 

won; negatively if lost) but combined negative and positive comments about their own 

team or the opponent, no matter the game outcome. Of course, negative comments 

about the opponents were likely perceived as positive by the winning teams, while the 

positive sentences about the winning teams chosen by the losing teams were probably 

not perceived as “positive”, but just as a better option than “bashing” their own 

performances. However, these choices might still cause issues for automatic sentiment 

analysis because of the difference in sentence valence that is only consistent with the 

situation if we take the extra-textual context into account. Thus, the more sensitive 

the applications of sentiment analysis systems are, the more important taking such 

contextual changes into account becomes when constructing affective lexicons. 
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While bag-of-words analyses are still frequently used, newer machine-

learning and hybrid techniques are gaining popularity. In contrast to lexical 

approaches, these more recent sentiment analysis systems, e.g., neural networks and 

deep learning, function largely as blackboxes. Although they reach good to 

outstanding results for valence and stance detection (Dos Santos, & Gatti, 2014; 

Giatsoglou et al., 2017; Hasan et al., 2018; Rout et al., 2018), it is often not clear how 

they achieve such high-performance levels. For example, recent pre-trained language 

models like BERT (Devlin et al., 2019) reach this through finetuning the pre-trained 

model to the respective task (Rogers et al., 2020; Wang et al., 2018), meaning that the 

interpretation of each word is contextualized and depends on the surrounding words. 

Yet, since these models are so large, it becomes difficult to determine whether 

individual elements are responsible for these state-of-the-art results or whether it is 

exactly the interplay of all elements in all subnetworks that makes these models so 

successful. Unravelling the way these models work (see, e.g., Prasanna et al., 2020) 

might also provide insights into the workings of human cognition in terms of affect 

detection and expression. 

Generally, the use of such “blackbox models” is not problematic per se. 

Rather, whether it is appropriate depends on the goal of each application. If the aim 

is to understand how humans experience, describe, and transfer emotions, the focus 

should be on unraveling patterns in affective language, which suggests more 

transparent approaches that can be compared to human strategies. However, if the 

goal is to produce similarly affect-laden texts or to draw conclusions about the 

emotionality of texts as written and read by humans, regardless of how this similarity 

is achieved, then these new, more powerful algorithms should be a good solution. In 

any case, as the choice of technique for the detection of affect in text also impacts the 

theoretical implications that can be derived from the setup, it should depend on the 

ultimate goal of the application. 

In general, whether the automatic approach is word-based or not, the 

development of domain- and application-specific training sets might help to improve 

the accuracy of sentiment analysis algorithms. In Chapter 4 of this dissertation, we 

showed that word affect rated in the context of sentences and the domain the words 

were used for improved the accuracy and precision of an automatic text analysis for 

valence. However, not only text and domain context might be important, but, as 

illustrated by Chapter 5, also the text interpretation of a specific group. Thus, 

compiling word and expression ratings by the target group of analyses, in relation to 

the target domains, and in existing text context – while likely being more time- and 

cost-intensive – should be strongly considered for diagnostic applications of 

sentiment analysis, such as the detection of depression and suicidal tendencies in 

order to plan interventions (e.g., Birjali et al., 2017; Christensen et al., 2014). Especially 

because, aside from valence, it is not quite clear yet how and which discrete emotions 
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are conveyed in text-only communication and whether the perception of a reader 

matches that of the writer, such more sensitive uses of automatic analyses could easily 

lead to misunderstandings. 

6.3 Conclusion 

In this dissertation, we have demonstrated that our perspective influences our 

affective state, which, in turn, can be traced to some extent in the words we choose to 

communicate in writing and their interplay. Since this issue is interdisciplinary in 

nature and can be studied from the perspectives of different research areas – 

linguistics, cognitive psychology (emotion research, in particular), and computational 

sentiment analysis – we have also taken an interdisciplinary, multi-method approach. 

In a corpus study, naturalistic experimental studies, an online survey, and 

computational approaches, we consistently showed that individual words can transfer 

affect (valence, but also discrete emotions, although the latter appear to be difficult to 

trace), which is directly related to the author’s perspective and own affective state. 

Yet, the affective potency of individual words seems to be malleable and can be 

affected by the meaning of surrounding words, the domain the word appears in, and 

author and reader perceptions. Especially for automatic textual sentiment analyses, 

some of these issues could be addressed by constructing and comparing domain-

dependent word lists or by focusing on collecting word ratings from the target groups 

of (diagnostic) large-scale analyses. Additionally, future research faces the important 

task of comparing different languages and cultures, and how transfer and perception 

of affect in text works between native and non-native speakers of a language. After all, 

language and emotions might be complex, but they are integral parts of our lives, and 

the better we understand the way these processes work and interact, the better we 

may hope to understand each other. 
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In communication, words are not only used to transfer objective knowledge, we also 

use them as tools to communicate our thoughts and feelings. Especially in writing, we 

often rely on the meaning of individual words, but our understanding tends to go 

beyond the most obvious meaning. Even when it might not be the intention of an 

author, the way they feel can resonate in their words, and, conversely, even when the 

author did not express any particular state of mind, the reader might reinterpret a text 

as emotionally meaningful based on their own experiences. Since evidence exists that 

internal and external information can influence people’s mental and affective states, 

and that these states, in turn, also shape language production, emotion and language 

processes can hardly be considered independent forms of cognition. Both depend on 

context and, at the same time, both can act as context for each other. The aim of this 

dissertation was to investigate the interplay of language and affect in text further.  

 We explored this interplay in four studies and used a multi-method approach 

(i.e., corpus studies, online surveys, and experimental laboratory studies) in order to 

address limitations of each individual method. In Chapter 2, we compiled and 

analyzed a multilingual corpus consisting of texts that could be broadly divided into 

three affective categories (positive, negative, and neutral), represented by different 

game outcomes of soccer games (win, loss, or tie). In Chapter 3, we then recreated a 

comparable albeit more controlled corpus in the laboratory to confirm the 

observations of the corpus study in an experimental setting. In Chapter 4, we asked 

to what extent individual words without context could be considered representative 

of global text affect (as is often assumed in so-called bag-of-words approaches in 

sentiment analysis). In the final study of this dissertation (Chapter 5), we proceeded 

to examine whether human raters are able to correctly classify text affect and detect 

emotions as they were experienced by the authors in texts. These approaches allowed 

us to investigate the interplay of emotion and language in written texts in different 

contexts and from different perspectives. 

Overview of Studies 

Study 1 

In the corpus study of Chapter 2, we developed a new multilingual corpus to study 

this interplay: the Multilingual Emotional Football Corpus (MEmoFC), which consists 

of carefully chosen pairs of reports for soccer matches, covering the perspectives of 

both participating teams per match, from soccer leagues in the Netherlands, Germany, 

and the UK, and the matching game statistics. We assumed that reports on won 

matches would be indicative of positive affect (e.g., high valence, happiness) and 

reports on lost matches would be indicative of negative affect (e.g., low valence, anger, 

sadness), and approached these ideas in three exploratory studies. In our first study, 

we investigated basking behavior through the use of first person plural pronouns 

(1PP). In the English and German subcorpora (but not in Dutch), we found an increase 
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of 1PP, which suggested an increase of basking after won matches compared to more 

distanced language after lost or tied matches. The second study focused on the use of 

specific words and phrases after each game outcome. We first examined overall word 

and phrase frequencies with TF/IDF (i.e. term frequency/inverse document 

frequency). However, this approach seemed to be less suitable for the task. Therefore, 

we moved on to keywords of the language and outcome subcorpora, which showed 

interesting, outcome-specific words that were used in the individual subcorpora, 

many of which were emotionally colored but seemed language-dependent. Finally, we 

used valence, arousal, and dominance (VAD) scores and emotion scores, which 

showed the expected outcome patterns but differed in intensity in the three 

languages. The third study served as a demonstration of the possibility to 

automatically classify the reports according to win, loss, and tie, which indicated that 

some linguistic features might be more representative of the respective game 

outcomes and, hence, possibly the related emotions, than others. In summary, we 

found that the respective subcorpora could be distinguished based on various textual 

properties. Thus, based on this corpus study, we conclude that, even if the author of a 

text is not responsible for the success or failure that is reported, we can still trace the 

remnants of emotions related to these experiences in the texts’ linguistic properties. 

Study 2 

To determine whether authors of match reports such as the ones in Study 1 are 

actually affected by game outcomes, we decided to replicate a similar competitive 

game in the laboratory to create our own controlled corpus using a foosball setup in 

Chapter 3. In this group game, we again expected phenomena such as basking and 

distancing to show. We conducted two experiments: the first study explored different 

aspects of the language participants used in their written reports of the foosball games. 

Here, our focus was on finding different communicative strategies depending on game 

outcome, which indicated affect. We used Linguistic Inquiry and Word Count (LIWC; 

Pennebaker et al., 2001) categories and investigated linguistic references specifically 

to the foosball teams involved in the form of pronouns and team names to explore the 

foosball reports written to assess the outcome effects on affective word use and 

perspective focus (i.e., referring to one’s own team or the other team). In the second 

study, we focused on two aspects in more detail, namely the effect of winning or losing 

on the perspective focus (through a sentence-selection task with the choice of either 

sentences about the own team or the opponent) and on basking behavior (e.g., using 

“we” in the case of winning, but the team name when losing). Losing or winning the 

foosball game turned out to cause subtle changes in the affective states of our 

participants in both studies: winning resulted in more happiness and excitement, 

while losing was related to feelings of dejection. Additionally, participants distanced 

themselves more from their groups after a lost match and basked more after winning. 
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Further, these changes were also traceable in the match reports that participants 

wrote about the matches in the first study. Using LIWC, we showed that authors not 

only adapted obvious categories like positive and negative emotion words, but they 

also changed their writing in terms of tentativeness, discrepancy, or punctuation 

(exclamation marks). In the second study, participants that had won the matches 

selected sentences about their own team in more than 80% of the cases, while those 

that had lost only did so for less than 40% of sentence choices. Contrary to our 

expectations, we could not find evidence that basking and distancing influences the 

use of 1PP in either study. Overall, across both studies, we showed that success and 

failure in the forms of winning and losing a game, even without any major life 

consequences, impacted people’s affective states and that these affect shifts were 

traceable in their language use and preferences, which confirmed the conclusions of 

the corpus study. 

Study 3 

Based on the first two studies, we asked to what extent the valence and emotionality 

of texts, such as game reports, can be derived from individual words. For the 

compilation of affective lexicons, which are often used to classify texts as affective in 

lexical sentiment analysis, words tend to be rated without context. Therefore, in Study 

3 (Chapter 4), we approached this matter in two parts again: first, we aimed to 

quantify the impact of intra- and extra-textual context on human affect ratings of 

individual words and studied the relationship of word and sentence valence; second, 

we ran automatic sentiment analyses on the sentences using four different affective 

lexicons that also differed in the extent to which they took context into account (e.g., 

an affective lexicon in which words were rated by comparing them directly to other 

words) as well as our own list of contextualized words. For the first part, we used 

keywords and sentences selected from our domain(soccer)-specific corpus, MEmoFC 

(Chapter 2), and collected human valence ratings for the words with and without 

sentence contexts. We then compared how the valence of the individual words 

compared to the valence of the sentences they occurred in. In a second step, we used 

different existing affective lexicons on the same sentences and compared the affect 

scores to our human and contextualized word ratings. We found that many words 

changed in valence when presented in a sentence context extracted from our soccer 

corpus in that they became more positive overall. Further, the association between 

words rated in context and sentence valence was found to be stronger than the one 

between isolated word ratings and sentences. We concluded that, although the 

general direction of valence detection with bag-of-words approaches can be accurate, 

uncontextualized affective lexicons might lack precision in their analyses. In the 

second part, the results showed that not only the number of entries in an affective 

lexicon affects its precision, but also to what extent it takes context into account. 
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Overall, we demonstrated that extra-textual, i.e., in the form of a specific domain, but 

also intra-textual context, i.e., the surrounding text, can influence perceived word 

affect and the precision of automatic text sentiment analyses. 

Study 4 

In Study 4 (Chapter 5), we challenged the assumption that the emotions expressed 

by the authors in texts coincide with the emotions detected by readers of those texts. 

In a two-part study, we investigated whether and how own and other perceptions of 

emotions in text differed. In the first part, we created four conditions based on two 

appraisal categories (high/low pleasantness, high/low control) and asked participants 

to write about personal experiences that matched those conditions. In addition to 

writing, authors rated their own texts in terms of valence and annotated them, i.e., 

they assigned emotion tags to individual emotionally meaningful words, which 

enabled us to determine the authors’ own perceptions and intentions for each text. 

We expected the four conditions to differ in overall text valence and (valence of) 

emotions annotated. In the second part, another group of participants (readers) 

assessed the texts in the same way. In addition, we compared the author and reader 

ratings of the overall texts to a LIWC analysis. For authors in the first part, all 

conditions differed in valence ratings except for the comparison between the two high 

pleasantness conditions. This suggests that, for positive experiences, the level of 

control did not influence the positivity of the event, but, for negative experiences, it 

did. Similarly, the number of positive and negative emotion tags mainly reflected a 

difference in valence (high/low pleasantness), but not the difference in perceived 

levels of control. In contrast to self-ratings, other-ratings considered low control 

conditions to be respectively more negative (high pleasantness) and more positive 

(low pleasantness). Generally, authors rated the valence of the whole texts more 

“extremely” than readers. In line with our expectations, readers agreed more with each 

other than with the respective authors on which discrete emotion categories they 

assigned to which words. This pattern in agreement was the same for the valence of 

the assigned emotions in the texts and for the general choice of annotated words. This 

finding indicated that authors and readers perceived the descriptions of the events 

differently. The LIWC exploration showed that, while the tool classified the texts in a 

similar way as authors and readers, it relied on fewer and different words as affective 

cues. In conclusion, we found evidence for similarities between authors and readers, 

such as the overall perceived valence of the texts, but also differences, such as valence 

intensity and discrete emotions transferred by individual words. There indeed seems 

to be a difference between affect expression and perception. However, this difference 

mostly affects the perception of individual words as emotionally meaningful and the 

intensity of text valence, not the direction of text valence itself. 
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Implications 

In general, our findings support the idea that language and emotion processes 

interact. Affective states seem to be detectable to some extent. This seems to be the 

case even in the absence of explicit emotion terms, as emotions appear to be anchored 

in different kinds of contexts as well and reveal themselves in more ways than just 

explicit emotion words in texts. While we found that individual words carry affective 

meaning as well, which can be useful for automatic analyses, this meaning is often 

affected by other words and knowledge about the extra-textual context, and affects 

the meaning of other words through the combination of words into larger units of 

text. In a specific context, these larger text units might be better indicators of discrete 

emotional states than individual words. Overall, the valence of an author’s affective 

state (positive or negative) appears to influence not only what they write about, but 

also how they write about a given topic. However, an author’s affective state might not 

always be as obvious to others as expected, although differences seem to mostly be 

grounded in the intensity of the experience discussed in a text and the concrete 

emotions related to it. Thus, taking the author’s intention as context into account 

seems to be important to determine whether specific emotions are lost or transferred 

more easily and consistently than others in text. This can also have implications for 

automatic textual sentiment analyses. Since it is not quite clear yet how and which 

discrete emotions are conveyed in text-only communication and whether the emotion 

perception of a reader matches that of the writer, more sensitive uses (e.g., depression 

detection and intervention) could lead to misunderstandings. For example, if we 

assume that what a text conveys depends on the reader’s knowledge and own 

experiences, culture, or language background, there is much to consider when we try 

to transfer and determine affective states in and from text. Additionally, while some 

sentiment analysis algorithms tend to perfom better than others, e.g., statistical 

compared to lexical models, the insights that can be gained from the analyses also 

differ due to more or less transparency of the approach. Therefore, the choice of model 

should probably depend on the ultimate goal of the application. In general, whether 

the automatic sentiment analysis approach is word-based or not, the development of 

domain- and application-specific training sets might help to improve the accuracy of 

sentiment analysis algorithms. 

Conclusion 

The findings of the four studies show that our perspective influences our affective 

state, which, in turn, can be traced to some extent in the words we choose to 

communicate in writing and their interplay. To account for limitations of individual 

methods, we have taken an interdisciplinary, multi-method approach. In a corpus 

study, naturalistic experimental studies, an online survey, and computational 
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approaches, We consistently showed that individual words can transfer the affect of 

the author, both in terms of valence and discrete emotions, although the latter appear 

to be difficult to trace. However, affective meanings of individual words seem to be 

malleable and can be affected by the meaning of surrounding words, the domain the 

word appears in, and author and reader perceptions. Especially for automatic textual 

sentiment analyses, some of these issues could be circumvented by constructing and 

comparing domain-dependent lexicons or by adjusting existing lexicons to the 

perceptions of the target groups of (diagnostic) large-scale analyses. Additionally, 

future research faces the important task of comparing different languages and 

cultures, and how transfer and perception of affect in text works between native and 

non-native speakers of a language. In the end, the better we understand the way that 

language and emotion processes work and interact, the better we may hope to 

understand each other. 
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