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Chapter 1

1.1 Stereotype threat

1

Gender gaps favoring males in careers and in cognitive test performance in the
fields of Science, Technology, Engineering and Mathematics (STEM fields) are
controversial and widely debated (Halpern et al., 2007). Especially the gender gap in math testing has been extensively studied and discussed (e.g., Hyde,
Fennema, Ryan, Frost, & Hopp, 1990; Lindberg, Hyde, Petersen, & Linn, 2010;
Stoet & Geary, 2012). The gender gap in mathematics test performance remains
controversial (Stoet & Geary, 2012), with some researchers claiming there are
no differences between male and female performance on math testing (Hyde,
Fennema, Ryan, Frost, & Hopp, 1990; Lindberg, Hyde, Petersen, & Linn, 2010),
and others researchers claiming that the gender gap only exists at high ends of
the distribution (Ganley et al., 2013; Robinson & Lubienski, 2011). On the SAT-M,
a widely used American math test that involves high stakes for the test takers,
men have consistently been outperforming women, even though the effect sizes
are small (Ball, Cribbie, & Steele, 2013). Moreover, women are underrepresented
in STEM professions (Cheryan & Plaut, 2010; Schuster & Martiny, 2017; Shapiro
& Williams, 2012). One of the explanations for these gender differences is the
negative effects that gender stereotypes can have on female student’s test performance.
Social psychologists proposed that gender stereotypes can negatively affect
female students test scores, by a phenomenon denoted stereotype threat. Stereotype threat occurs when members of a negatively stereotyped group feel pressure to perform well on a test in the stereotyped domain (Steele, 1997). Such a
situational threat increases worries about being judged on the basis of a negative
stereotype, which can lower cognitive resources needed to perform well among
female test-takers. Stereotype threat might explain (parts of) the gender gap
in math tests and in related tests measuring traits such as spatial ability about
which negative stereotypes about female ability exist. Numerous experiments
have indeed shown that gender stereotypes can lead to performance decrements
on quantitative tests (Doyle & Voyer, 2016; Flore & Wicherts, 2015; Nguyen &
Ryan, 2008; Picho, Rodriguez, & Finnie, 2013; Stoet & Geary, 2012; Walton &
Cohen, 2003). In those experiments, female (and often also male) students are
typically assigned to an experimental condition, in which students are confronted with their gender (e.g., by an explicit statement that the math test produces
gender differences, or implicitly by circling one’s gender before taking the test),
or a control condition, in which stereotype threat is alleviated (e.g., by reassuring
that the test does not produce gender differences, or by emphasizing the non-diagnostic nature of the test). In line with the notion that stereotype threat lowers
female test performance, several studies found that women in the control conditions lacking in threat outperformed women in the experimental condition un-
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der threat on math tests or spatial ability tests (Good, Aronson, & Harder, 2008;
Schmader, 2002; Spencer, Steele, & Quinn, 1999). These performance decrements
are absent or reversed for male students (Walton & Cohen, 2003). One dominant
explanation for this pattern of results is that female students who experienced
stereotype threat performed below their actual ability because they had to cope
with negative expectations arising from the negative stereotypes.
The number of stereotype threat experiments in the literature is quite large
(for a recent overview, see Doyle & Voyer, 2016), and as such the effects of stereotype threat are often seen as robust and hence relevant for many (real-life)
testing situations (S. J. Spencer, Logel, & Davies, 2016). Various studies attempted
to uncover different potential underlying causal mechanisms (e.g., anxiety, worries and working memory, mere effort) and focused on important individual differences that might moderate it (e.g., domain identification, test anxiety, group
identification, stigma consciousness). The diversity of studies speaks to the generality of the stereotype threat effect as they have used different dependent variables and scoring methods (e.g., math tests and mental rotation tests, number
of items correct and accuracy), different manipulations and control conditions
(e.g., explicit and implicit inductions of threat), and different student populations
from various countries (including the USA, Italy, the Netherlands, Sweden, Canada). Experimentally induced performance decrements have not only been found
in the lab among college students, but also in children from elementary schools
(e.g., Ambady, Shih, Kim, & Pittinsky, 2001; Muzzatti & Agnoli, 2007), middle
schools (e.g., Ambady et al., 2001; Muzzatti & Agnoli, 2007) and high schools (e.g.,
Delgado & Prieto, 2008; Keller, 2002, 2007a; Moè, 2009). These studies provide
some evidence that stereotype threat not only occurs in the superficial setting
of a psychology lab, but in real life school settings as well. The large number of
studies inside and outside of the lab attests to the popularity of stereotype threat.
Stereotype threat ranks among the most prominent phenomena of social psychology, and is featured in the majority of introduction to psychology textbooks
(Ferguson, Brown, & Torres, 2016).
If stereotype threat contributes to performance decrements in high stakes
testing, this would be a major threat to fairness and validity of high stakes STEM
tests. Test scores would not only measure the actual ability of female students,
but also their sensitivity to gender stereotype threat. As such, scientists discussed and developed interventions, and argued in favor of gender friendly policies to counter stereotype threat effects (Logel, Walton, Spencer, Peach, & Mark,
2012; Walton, Spencer, & Erman, 2013). Suggested policy changes include exposure to role models like female teachers (Marx & Roman, 2002), affirmation writing exercises (Martens, Johns, Greenberg, & Schimel, 2006; Miyake et al., 2010),
corrections of high stakes tests for the supposed bias (Walton et al., 2013), and
higher admissions rates for stereotyped students than expected based solely on
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traditional admission criteria (Logel et al., 2012). Psychologists and educational
researchers recently used stereotype threat literature in writing an amicus brief
to inform the US Supreme Court in a case concerning affirmative action at the
University of Texas at Austin. In these documents, the researchers stressed that
experimental psychologists “confirmed the existence of stereotype threat and
have measured its magnitude, both in laboratory experiments and in the real
world.” (Brief of Experimental Psychologists et al, 2012) and referred to stereotype threat as “the well-documented harm” (American Educational Research Association, 2012). Moreover, stereotype threat research is used to fuel feministic
discussions (Prast, 2017). Thus, stereotype threat research has had a major impact on (legal) discussions on the use of high-stakes tests.
Studies on stereotype threat have been criticized as well. Several authors
argued whether stereotype threat generalizes to the real world and high stakes
testing (Wax, 2009), as most (albeit not all) experiments have been carried out
in low stakes settings (i.e., settings in which students were not rewarded or were
minimally rewarded for good performance on the math test). Effects of stereotype threat appear absent in studies with high stakes tests (Stricker & Ward,
2004) or when financial incentives are handed out for correct answers (Fryer,
Levitt, & List, 2008). Various authors have criticized the use of covariates in correcting for prior ability that is common in analyzing data from stereotype threat
experiments (Stoet & Geary, 2012; Wicherts, 2005). Moreover, seemingly robust
effects are contrasted by several recent failures to find a stereotype threat effect
(e.g., Cherney & Campbell, 2011; Eriksson & Lindholm, 2007; Ganley et al., 2013).
These issues and mixed results raise questions about replicability and reproducibility of the effects of stereotype threat.

1.2 Problems of replication and reproducibility
Over the last few years several methodological issues concerning reproducibility
(i.e., obtaining similar analytic results from the same data set) and replicability
(i.e., obtaining similar research findings from a new random sample; Asendorpf
et al., 2013) have received increasing attention in psychological science. Researchers sometimes engage in Questionable Research Practices (QRPs) in their
pursuit of significant results. These QRPs are often denoted by the term p-hacking (Simonsohn, Nelson, & Simmons, 2014) and include cherry-picking findings
based on different combinations of predictors, covariates, or outcome variables,
adding extra participants or removing subsets of participants to find significant
results, and applying different ways of removing outliers ad hoc to obtain significant findings (Bakker & Wicherts, 2014; John, Loewenstein, & Prelec, 2012;
Wicherts et al., 2016). Using these QRPs can seriously inflate appearance of false
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positive findings (Type I error rates; Simmons, Nelson, & Simonsohn, 2011) and
inflate effect size estimates for genuine effects (Bakker, van Dijk, & Wicherts,
2012; Van Aert, Wicherts, & van Assen, 2016). Many, if not most psychological
studies lend themselves to a host of different analyses (Gelman & Loken, 2014;
Simmons et al., 2011; Steegen, Tuerlinckx, Gelman, & Vanpaemel, 2016; Wicherts
et al., 2016) that might be substantively defensible, yet can be selected opportunistically by researchers to find a significant effect. There is both indirect and
direct evidence for selective reporting of results in research papers (Franco, Malhotra, & Simonovits, 2016; Lebel et al., 2013) and for use of several QRPs in psychology (Agnoli, Wicherts, Veldkamp, Albiero, & Cubelli, 2017; John et al., 2012).
A second problem arises when researchers present post hoc hypotheses, based
on patterns found in a given data set, as if these hypotheses had been a priori. This practice, known as Hypothesizing After Results are Known (HARKing;
Kerr, 1998), violates the common format of reporting results based on a clear sequence of a priori hypotheses and subsequent empirical tests. HARKing, and the
many explorations of data that it might entail in sufficiently rich data sets, could
turn false positive results (Type I errors) and exaggerated findings into established theory. Yet these highly selected findings are not expected to be replicable
in novel samples. Third, many authors have expressed a concern that whether
or not a study is published depends on its results (Ferguson & Brannick, 2012;
Ioannidis, 2005, 2008; Rosenthal, 1979). Such publication bias arises because
researchers often do not submit non-significant results for publication (Cooper,
Deneve, & Charlton, 1997; Coursol & Wagner, 1986; Franco, Malhotra, & Simonovits, 2014), and because editors or reviewers can also be opposed to publishing
non-significant findings (Mahoney, 1977). Publication bias creates an overly positive picture of phenomena in the scientific literature (Ioannidis, 2005,, 2008).
Finally, sample sizes in psychological studies are often small (Fraley & Vazire,
2014; Marszalek, Barber, Kohlhart, & Holmes, 2011). Consequently, when studying small to medium effects, the statistical power of many studies will be too low
(Bakker et al., 2012; Maxwell, 2004; Rossi, 1990). Combined with the problems
of publication bias and QRPs in the analysis of data (both more likely to be used
and yielding more severe biases when power is low; Bakker et al., 2012), underpowered studies lead to high proportions of Type I errors, substantial biases, and
results that are often hard to replicate (Bakker et al., 2012). Not surprisingly, the
findings of some classical psychological experiments have been difficult to replicate (e.g., Cheung et al., 2016; Open Science Collaboration, 2015; Wagenmakers
et al., 2016). Combined, these four problems raise questions about the robustness of results published in the literature and the accuracy of meta-analyses used
to summarize such results for particular research lines (Bakker et al., 2012; Ioannidis, 2008; Wagenmakers, Wetzels, Borsboom, van der Maas, & Kievit, 2012).
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1.3 The generalizability of ST

1

The literature on stereotype threat might be influenced by these methodological
problems as well. Stereotype threat meta-analyses (e.g,. Doyle & Voyer, 2016)
show that many studies have small sample sizes, with the vast majority of studies including 40 or fewer participants per condition (or design cell). Because the
gender gap in mathematics is small (Ball et al., 2013; Lindberg et al., 2010), and
the average size of performance decrements due to stereotype threat are most
likely subtle (Doyle & Voyer, 2016; Nguyen & Ryan, 2008; Picho et al., 2013), we
expect that many stereotype threat studies are underpowered. Several authors
mentioned that publication bias could be an issue in stereotype threat research
(Ganley et al., 2013; Stoet & Geary, 2012). When researchers in psychology were
asked about their own use of QRPs, most have admitted to engaging in at least
some QRPs in the analysis of data (Agnoli et al., 2017; John et al., 2012). It is possible that stereotype threat research has been affected by these practices as well.
Stereotype threat experiments often involve the use of different manipulations,
multiple dependent variables, measurement of (possibly several) potential moderators, the use of alternative scoring rules, and flexibility concerning removal
of outliers and participants. When underpowered studies entail many options
to analyze the data and to find interesting results, biases creating overly positive
outcomes are likely to occur.
Fortunately several solutions have been proposed to counter these methodological problems (Asendorpf et al., 2013; Jussim, Crawford, Anglin, Stevens,
& Duarte, 2016), like pre-registration, registered (replication) reports and publication bias tests in meta-analysis. In a pre-registered study authors commit to
hypotheses, data cleaning procedures, power analyses, data collection plans,
and data analyses by publishing them on a public forum (e.g., the Open Science
Framework) before the study is conducted (Wagenmakers et al., 2012). Registered reports (Chambers, 2013; Nosek & Lakens, 2014) are publishing formats
in which authors send an introduction and methods section to a journal for peer
review, after which the study will be carried out. If the manuscript is “In Principal Accepted”, the final study will be published regardless of the results of the
study. Pre-registrations and registered reports prevent researchers from HARKing and the use of several QRPs (e.g., outlier removal to find significant results,
cherry picking of results). Both techniques are a safeguard against publication
bias, as the registered studies are traceable. For the published literature, various meta-analytic techniques can be used to study the likelihood and severity
of publication bias (e.g., Ioannidis & Trikalinos, 2007; Sterne & Egger, 2005; Van
Aert, Wicherts, & van Assen, 2016), some of which allow estimates of effects after
correcting for publication bias (van Aert et al., 2016).
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To study the generalizability of stereotype threat and tackle some of these
common methodological problems, in this dissertation we focus on stereotype
threat studies conducted among school girls. This research among schoolgirls is
especially interesting because they are carried out in more realistic settings than
the lab, and gives us an understanding of the age at which stereotype threat effects start to occur. Moreover, if stereotype threat effects indeed occur at an early
age, it is useful to implement interventions as early as possible, before girls disengage with the topic of mathematics after having been chronically confronted
with stereotype threat (Schmader, Johns, & Barquissau, 2004). In Chapter 2, we
give a summary of the existing literature on experimental stereotype threat effects among school girls by means of a (pre-registered) meta-analysis. Our goals
were to estimate an average stereotype threat effect, and to study whether the
experiments differed in their outcomes depending on study characteristics that
have been identified in stereotype threat theory to affect the severity of the effect
(type of control group, whether boys were present during testing, cross-cultural
equivalence, and test difficulty). Finally, we studied whether publication bias is
likely in the literature on gender stereotype threat among schoolgirls.
In Chapter 3, we conducted a large-scale registered report to study whether
stereotype threat effects on math performance are evident among Dutch high
school students. Our aims were to document an average stereotype threat performance decrement on a math test among 13-14 year old girls, and to study
whether theoretically relevant individual differences moderated the stereotype
threat effect. Specifically, we tested whether students who felt anxious about
math, who strongly identify with math, and who strongly identity with the female
gender were more susceptible to stereotype threat. As this chapter was written
in the form of a registered report, its full design was pre-registered and has been
peer reviewed by stereotype threat experts. This design was specifically tailored
to create a rigorous and powerful test of stereotype threat theory in a Dutch high
school setting.

1.4 Differential item functioning
Because stereotype threat is seen to affect math test performance, studies on
stereotype threat raise important questions about fairness of high stakes tests,
like selection tests or exams used in educational practice (Walton et al., 2013).
Test takers should not be disadvantaged by tests in the sense that they perform
lower than is expected based on the actual cognitive ability that the test purports
to measure. In psychometrics, test fairness has been traditionally studied under the header of measurement invariance or measurement equivalence (Millsap, 2011). Within Item Response Theory (IRT), the study of test fairness across
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groups is widely studied by considering whether individual items function
equivalently across groups. In IRT, tests of Differential Item Functioning (DIF;
Holland & Wainer, 1993) are widely seen as crucial to determine whether tests
can be used fairly across different demographic groups (American Educational
Research Association, American Psychological Association, & National Council
on Measurement in Education, 2014). DIF analyses allow researchers to check
whether item response functions of test items are equal over groups (Mellenbergh, 1982a; Millsap & Everson, 1993).
Gender DIF analyses have been popular in the assessment of fairness of
math tests. Tests on gender DIF have shown DIF in favor of males on geometry items (Doolittle & Cleary, 2017; Gamer & Engelhard, 1999; Harris & Carlton,
1993; Li, Cohen, & Ibarra, 2004; Ryan & Chiu, 2001; Taylor & Lee, 2012) and
items that require spatial skills (Gierl, Bisanz, Bisanz, & Boughton, 2003), whereas DIF favoring females was found in (basic) algebraic items (Doolittle & Cleary,
2017; Harris & Carlton, 1993; Li et al., 2004). Word problems are typically easier for males (Doolittle & Cleary, 1987; Kalaycioglu & Berberoglu, 2011; Ryan &
Chiu, 2001), whereas abstract operations appear easier for females (Bridgeman
& Schmitt, 2006). It is interesting to determine whether stereotype threat could
play a role in gender DIF. We aim to do so by testing whether the experimentally
induced effects of stereotype threat induce differences in the psychometric properties of items. Although several studies have hinted at the possibility that stereotype threat creates DIF (Arbuthnot, 2005; Wicherts, Dolan, & Hessen, 2005),
no studies have formally tested this hypothesis. In Chapter 4, we first focus on the
wider DIF literature.
Testing for DIF can be done in different ways and requires key choices that
might affect the conclusions on number of items showing DIF and the severity of
DIF for individual items in a given test. For instance, which DIF method suits the
research questions and data set best? How many participants are needed to have
enough power? How many items are needed? When is the extent of DIF problematic? Several of the problems identified in the discussion on reproducibility and
replicability in psychology are also relevant to testing of DIF in given data sets.
Because of its common use of significance testing, power is crucial to tests of DIF
(e.g., Borsboom, 2006). Also, many potentially arbitrary choices in analyses used
to test for DIF might create biases in the analyses. The typical goal of DIF analyses
often differs from the goal in experimental studies, in the sense that in the former
one often hopes not to find a significant effect (DIF) whereas the goal of the latter is to find a significant effect. In order to render DIF results reproducible and
replicable in novel samples, DIF analyses should be reported in sufficient detail.
However, it is currently unknown whether indeed authors of DIF studies report
methods and results of their DIF analyses in a detailed manner. In Chapter 4 we
first reviewed the methodological literature on what are considered best practic-
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es in DIF testing and offered guidelines for conducting and reporting of DIF tests.
Subsequently, we conducted an extensive systematic review of 200 studies of DIF
in the wider literature to see whether common practices and reporting practices
in DIF literature fit the recommendations made by DIF experts. The hope is that
these results and guidelines can improve future replicability and reproducibility
of DIF studies.

1.5 DIF and stereotype threat

Item analyses in the field of stereotype threat can make a valuable contribution
to our understanding of how ST affects performance on individual items. Most
stereotype threat researchers focus on average performance decrements on
math tests of the experimental groups. As such, a lot of interesting information
gets lost on whether stereotype threat could differentially affect performance on
individual items. Yet there are reasons to expect stereotype threat to differentially affect item performance. For instance, O’Brien and Crandall (2003) studied
item means in their stereotype threat data set, and found a negative association
between items’ means and effect sizes: women in the control condition outperformed women in the stereotype threat condition for difficult items, whereas the
difference virtually disappeared for easy items. This relationship between item
difficulty and stereotype threat effects could be tested in a model-based manner
by means DIF analyses.
Linking stereotype threat to studies of (gender) DIF raises many interesting questions. First, DIF analyses could be used to test the hypothesis that
stereotype threat causes DIF. Specifically, we could test the commonly stated hypothesis (e.g., Spencer et al., 1999) that stereotype threat more severely, or perhaps even solely, affects performance on difficult and hence challenging tasks and
items. This moderation of stereotype threat by item difficulty should be apparent
from DIF analyses if item difficulty parameters are lower for female students in
the control condition than for female students in the stereotype threat condition
for particularly difficult items, but not for easier items. It is possible that stereotype threat even improves performance on (and hence difficulty parameters of)
easier items, leading to a (partial) cancellation of stereotype threat effects on the
mean sum score (in tests with an even distribution of easier and more difficult
items). Second, we could test whether particular types of items show DIF (e.g.,
geometry items, word problems) due to stereotype threat. Knowledge of the effects of stereotype threat on particular types of items could shed light on the
generalizability of these effects to various types of tests and items. For instance,
if gender stereotype threat yields particular patterns of DIF in stereotype threat
studies, we could relate those patterns to gender DIF patterns found in actual
high stakes tests. If particular items are more susceptible to DIF due to stereo-
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type threat and these types of items also show gender DIF in high stakes tests,
stereotype threat could explain the latter DIF. Such knowledge on any potential
item-specificity of stereotype threat might help the creation of tests that are less
susceptible to stereotype threat and hence fairer for females suffering from it in
various settings.
In Chapter 5 we studied the psychometrics of stereotype threat. Specifically,
in the first study we investigated the effects of stereotype threat on item-level
statistics drawn from classical test theory in ten stereotype threat experiments
that were too small for more advanced DIF analyses based on IRT. In the second
study reported in Chapter 5, we explored DIF by means of IRT models on our own
large-scale stereotype threat experiment among Dutch high school girls that was
reported in Chapter 3. Our goal was to verify whether we could find patterns of
DIF due to stereotype threat.
In the final Chapter 6 of this dissertation, we reflect on the main findings
in each of the four preceding chapters, and make recommendations for future
research into the effect of stereotype threat on test performance in STEM fields.
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Chapter 2
Does Stereotype Threat Influence
Performance of Girls in Stereotyped
Domains? A Meta-Analysis

This chapter is published as Flore, P. C. and Wicherts, J. M. (2015). Does Stereotype Threat Influence
Performance of Girls in Stereotyped Domains? A Meta-Analysis. Journal of School Psychology
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Chapter 2

Abstract

2

Although the effect of stereotype threat concerning women and mathematics has
been subject to various systematic reviews, none of them have been performed
on the sub-population of children and adolescents. In this meta-analysis, we estimated the effects of stereotype threat on performance of girls on math, science
and spatial skills (MSSS) tests. Moreover, we studied publication bias and four
moderators: test difficulty, presence of boys, gender equality within countries,
and the type of control group that was used in the studies. We selected study
samples when the study included girls, samples had a mean age below 18 years,
the design was (quasi-)experimental, the stereotype threat manipulation was
administered between-subjects, and the dependent variable was a MSSS test
related to a gender stereotype favoring boys. To analyze the 47 effect sizes, we
used random effects and mixed effects models. The estimated mean effect size
equaled -0.22 and significantly differed from 0. None of the moderator variables
was significant; however, there were several signs for the presence of publication
bias. We conclude that publication bias might seriously distort the literature on
the effects of stereotype threat among schoolgirls. We propose a large replication
study to provide a less biased effect size estimate.

Meta-analysis on stereotype threat
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2.1 Introduction
Spencer, Steele, and Quinn (1999) first suggested that women’s performance on
mathematics tests could be disrupted by the presence of a stereotype threat. This
initial paper inspired many researchers to replicate the stereotype threat effect
and expand the theory by introducing numerous moderator variables and various dependent variables related to negative gender stereotypes, such as tests of
Mathematics, Science, and Spatial Skills (MSSS). This practice resulted in approximately one hundred research papers and five meta-analyses (Nguyen & Ryan,
2008; Picho et al., 2013; Stoet & Geary, 2012; Walton & Cohen, 2003; Walton &
Spencer, 2009). Although four of these systematic reviews (Nguyen & Ryan, 2008;
Picho et al., 2013; Walton & Cohen, 2003; Walton & Spencer, 2009) confirmed the
existence of a robust mean stereotype threat effect, some ambiguities regarding this effect remain. For instance, it has been suggested (Ganley et al., 2013;
Stoet & Geary, 2012) that the stereotype threat literature is subject to an excess of
significant findings, which might be caused by publication bias (Ioannidis, 2005;
Rosenthal, 1979), p-hacking (i.e., using questionable research practices to obtain
a statistically significant effect; Simonsohn, Nelson, & Simmons, 2013), or both
(Bakker et al., 2012). A less controversial but nevertheless interesting issue is the
age at which stereotype threat begins to influence performance on MSSS tests:
does stereotype threat already influence children’s performance, or does this effect only emerge during early adulthood? Both of these issues are addressed in
this chapter by means of a meta-analysis of the stereotype threat literature in the
context of schoolgirls’ MSSS test performance. We will introduce these topics by
providing a general review of the literature on stereotype threat and the onset of
gender differences in the domains of MSSS.

2.1.1

Stereotype Threat

The effect of stereotype threat refers to the ramifications of an activated negative
stereotype or an emphasized social identity (Steele, 1997). Individuals who are
members of a stigmatized group tend to perform worse on stereotype relevant
tasks when confronted with that negative stereotype (Steele & Aronson, 1995).
In their seminal paper, Steele and Aronson (1995) focused on ethnic minorities
as negatively stereotyped group. Later experiments showed similar effects for
other stigmatized groups, including women in the quantitative domain (e.g., Ambady, Paik, Steele, Owen-Smith, & Mitchell, 2004; Brown & Josephs, 1999; Oswald
& Harvey, 2001; Schmader & Johns, 2003; Spencer et al., 1999). In these experiments, women were either assigned to a stereotype threat condition, where they
were exposed to a gender-related stereotype threat (e.g., a written statement that
men perform better on mathematics tests than women), or to a control condition,
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where they were not exposed to such a threat. When participants subsequently
completed a MSSS test (e.g., a mathematical test), women who were assigned to the
stereotype threat condition averaged lower scores than women who were assigned
to the control condition (Ambady et al., 2004; Brown & Josephs, 1999; Oswald &
Harvey, 2001; Schmader & Johns, 2003; Spencer et al., 1999). The results of these
studies were deemed important, because researchers suspected that stereotype
threat could be a driving force behind the decision of women to leave the science,
technology, engineering, and mathematics (STEM) fields (Cheryan & Plaut, 2010;
Schmader et al., 2004). These developments led to an expansion of the stereotype
threat literature, in which several moderator and mediator variables were studied.
Of all the studied moderator and mediator variables, we will summarize
those variables that have been studied most frequently. Item difficulty appears
to moderate the effects of stereotype threat, with difficult items leading to stronger effects (Campbell & Collaer, 2009; O’Brien & Crandall, 2003; S. J. Spencer et
al., 1999; Wicherts et al., 2005). Test-takers who are strongly identified with
the relevant domain, in this case the domain of mathematics, science or spatial
skills, appear to show stronger stereotype threat effects (Cadinu, Maass, Frigerio, Impagliazzo, & Latinotti, 2003; Lesko & Corpus, 2006; Pronin, Steele, &
Ross, 2004; J. R. Steinberg, Okun, & Aiken, 2012). Another theoretical moderator is gender identification; the effects of stereotype threat are generally more
severe for women who are highly gender-identified (Kiefer & Sekaquaptewa,
2007; Rydell, McConnell, & Beilock, 2009; Schmader, 2002; Wout, Danso, Jackson, & Spencer, 2008). However, the latter results were contradicted in a Swedish
study (Eriksson & Lindholm, 2007). Moreover, the effects of stereotype threat
appear stronger within a threatening environment (e.g., in the presence of men,
or when negatively stereotyped test-takers hold a minority status) compared
to a safe environment (e.g., in the presence of women only, or when holding a
majority status; Gneezy, Niederle, & Rustichini, 2003; Inzlicht, Aronson, Good,
& McKay, 2006; Inzlicht & Ben-Zeev, 2003; Sekaquaptewa & Thompson, 2003).
The presence of role models also appears to moderate the effect of stereotype
threat, in such a way that role models that contradict the stereotype (i.e., women
who are good in mathematics or men who lack mathematical skills) appear to
protect females from the debilitating effects of stereotype threat on MSSS test
performance (Elizaga & Markman, 2008; Marx & Roman, 2002; Marx & Ko, 2012;
McIntyre, Paulson, Taylor, Morin, & Lord, 2011; Taylor, Lord, McIntyre, & Paulson,
2011). Finally, several researchers suggested that the stereotype threat effect is
(partly) mediated by arousal (Ben-zeev, Fein, & Inzlicht, 2005), anxiety and worries (Brodish & Devine, 2009; Ford, Ferguson, Brooks, & Hagadone, 2004; Gerstenberg, Imhoff, & Schmitt, 2012; Osborne, 2001, 2007), or the occupation of
working memory (Beilock, Rydell, & McConnell, 2007; Bonnot & Croizet, 2007;
Rydell, Rydell, & Boucher, 2010; Schmader & Johns, 2003).
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The literature on the effects of stereotype threat has been summarized
by five meta-analyses that covered heterogeneous subsets of studies (Nguyen
& Ryan, 2008; Picho et al., 2013; Stoet & Geary, 2012; Walton & Cohen, 2003;
Walton & Spencer, 2009). These broad-stroke meta-analyses estimated a small
to medium significant effect before moderators were taken into account, with
standardized mean differences ranging from 0.24 (Picho et al., 2013) to 0.48
(Walton & Spencer, 2009). These findings seemed to confirm that the effect is
rather stable, although most of these meta-analyses reported heterogeneity in
effect sizes (Picho et al., 2013; Stoet & Geary, 2012; Walton & Cohen, 2003). In
fact, the previous meta-analyses included diverse tests, settings, and stereotyped
goups, which makes it hard to pinpoint exactly why some studies show larger
effects than others. Although these large scale meta-analyses are interesting to
portray an overall picture, a more homogeneous subset of studies is preferred
when dealing with specific questions, like the degree to which the stereotype
threat related to gender also influences MSSS performance in schools. Thus, we
adressed this issue by selecting a specific stereotyped group and stereotype (i.e.,
women and their supposed inferior capacity of solving mathematical or spatial
tasks) and a specific age group (i.e., those younger than 18 years), which should
result in a less heterogenous set of effect sizes. These design elements enabled
us to describe the influence of stereotype threat on MSSS test performance for
females in critical periods of human development, namely childhood and adolescence.

2.1.2

Stereotype Threat and Children

Although the effects of stereotype threat on women was traditionally studied
within adult populations (S. J. Spencer et al., 1999), multiple studies over the
last 15 years have been carried out with children and adolescents as participants (e.g., Ambady, Shih, Kim, & Pittinsky, 2001; Keller & Dauenheimer, 2003).
Studies on children and adolescents in schools contribute to the literature for at
least three reasons: (1) to find out at which age the stereotype threat effect actually emerges, (2) to study the stereotype threat effect in the natural setting of
the classroom instead of the laboratory setting, and (3) to address the question
whether variables that moderate the stereotype threat effect in adult samples
similarly moderate the stereotype threat effect among children.
The primary research on stereotype threat with children as participants
(i.e., studies that we included in our meta-analysis) roughly shared a similar design, although the details of the designs varied somewhat. Typically, the studies
were conducted by means of an experiment or a quasi-experiment involving a
stereotype threat condition and a control condition as predictor variable, sometimes in combination with a third or fourth condition (Cherney & Campbell,
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2011; Picho & Stephens, 2012). These conditions were typically designed as a
between-subjects factor. Some variations exist in the implementation of the stereotype threat and control conditions. The stereotype threat manipulation was
administered either explicitly or implicitly. The explicit stereotype threat manipulation usually involved a written or verbal statement that informed participants
that the MSSS test they were about to complete produced gender differences,
whereas the implicit stereotype threat manipulations triggered the gender stereotype without explicitly mentioning the gender gap. Further examples of the
two types of stereotype threat manipulations are illustrated in Table 2.1.
Table 2.1

Types of stereotype threat manipulations.

Manipulation Manipulation
condition

Example

Examples of papers

Explicit

Verbal or written
statement that boys
are superior to girls on
the test

“It [the test] is comprised of a collection
of questions which have been shown to
produce gender differences in the past.
Male participants outperformed female
participants.”

Cherney & Campbell
(2011); Keller & Dauenheimer (2003)

Participants filling out
their gender

--

Stricker and Ward (2004)

Explicit
Implicit
Implicit
Implicit
Implicit

Verbal statement that
boys are really good in
the test
Visual depiction of a
stereotypical situation

“Boys are really good at this game.”

Showed pictures of male scientists/mathematicians

Cimpian, Mu, & Erickson
(2012)
Good, Woodzicka, &
Wingfield (2010); Muzzatti & Agnoli (2007)

Priming female identity The story described a girl using a number of Tomasetto, Alparone, &
traits that were stereotypically feminine in Cadinu (2011)
participants’ cultural context (e.g., long blond
hair, blue eyes, and colorful clothes).
Framing the question as -a geometric problem

Huguet & Régner (2007);
Huguet & Régner (2009)

The control condition was designed to either nullify or not nullify stereotype threat. In the nullified control condition the stereotype threat was actively
removed, generally by a written or verbal statement which informed participants
that the MSSS test they were about to complete did not produce gender differences, whereas in the non-nullified control condition no gender related information
was provided. Further examples of the two types of control conditions are illustrated in Table 2.2.
The outcome measure in studies of stereotype threat among schoolgirls to
date were MSSS tests; most studies involved a mathematical test properly adjusted to the age and ability level of the participants (e.g., Keller & Dauenheimer,
2003; Muzzatti & Agnoli, 2007). A few studies used the Mental Rotation Task
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Table 2.2

Types of control conditions.

Control
condition

Information

No Threat

No information given
-with regards to the
relationship between
gender and performance
on the test

Delgado & Prieto (2008);
Muzzatti & Agnoli (2007)

Verbal or written statement that girls and boys
perform equally well on
the test

‘‘In such tasks, boys and girls are equally
skilled. Both have an equal ability to imagine
how pictures and objects look when they
are rotated. Therefore, such tasks are exactly
equally difficult or easy for girls and boys.”

Neuburger et al. (2012)

“Marie was described as a successful student
in math”

Bagès & Martinot (2011)

Nullified

Nullified

Nullified

Nullified
Nullified

Verbal or written
statement that girls are
superior to boys on the
test

Education about the
stereotype threat effect

Written description of
a counter-stereotypical
situation
Visual depiction of a
counter-stereotypical
situation

Example

Examples of papers

“It is comprised of a collection of questions
Cherney & Campbell
which have been shown not to produce gender (2011)
differences in the past. The average achievement of male participants was equal to the
achievement of female participants.”

“Research has shown that men perform better Moè (2009)
than women in this test and obtain higher
scores. This superiority is caused by a gender
stereotype, i.e., by a common belief in male
superiority in spatial tasks, and has nothing to
do with lack of ability.”
“Participants were randomly assigned to one
of three experimental conditions by inviting
them to color a
picture, in which a girl correctly resolves the
calculation whereas a boy fails to respond”

Galdi et al. (2013)

(e.g., Moè & Pazzaglia, 2006; Neuburger, Jansen, Heil, & Quaiser-Pohl, 2012; Titze
et al., 2010) which measured children’s spatial abilities, a concept tightly linked
to mathematics and gender stereotypes. Remaining dependent variables were
the performance on a physics test (Marchand & Taasoobshirazi, 2013), a chemistry comprehension test (Good et al., 2010) or recall performance of a geometric figure (Huguet & Régner, 2009). These tests generally consisted of 10 to 40
questions.

2.1.3

Developmental aspects of Stereotype Threat

The onset and development of the effects of stereotype threat on girls in mathematics throughout development is an interesting issue; however, few solid
conclusions have been reached (Aronson & Good, 2003; Jordan & Lovett, 2007).
To explore possible theories on how age might influence stereotype threat, we
recollect the most important moderators that were identified in the research
on young adults and subsequently consider whether these could influence ste-
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reotype threat differently throughout the development of children. The most
important moderators among adults are gender identification, domain identification, stigma consciousness, and beliefs about intelligence (Aronson & Good,
2003). Thus, women who strongly identify with both the academic domain of
mathematics (Cadinu et al., 2003; Lesko & Corpus, 2006; Pronin et al., 2004; J.
R. Steinberg et al., 2012) and the female gender (Kiefer & Sekaquaptewa, 2007;
Rydell et al., 2009; Schmader, 2002; Wout et al., 2008) are expected to experience
stronger performance decrements compared to women who less strongly identify with those domains. Additionally, women who believe that the stereotypes
regarding women and mathematics are true (Schmader et al., 2004) and that
mathematical ability is a stable and fixed characteristic (Aronson & Good, 2003)
are purported to show stronger stereotype threat effects. The current knowledge about the development of these four traits can be used as guidance for the
expectations of the impact of stereotype threat throughout different age groups
(Aronson & Good, 2003).
Gender identification
Gender identification is present at an early age. At the age of 3 years, a majority
of children are able to correctly label themselves to their gender (Katz & Kofkin,
1997). A study on 3- to 5-year-olds (C. L. Martin & Little, 1990) showed that these
children are not only able to correctly label their gender and distinguish men
from women but also prefer sex-typed toys that correspond to their gender (i.e.,
boys preferring masculine sex-typed toys and girls preferring feminine sex-typed
toys). When children reach the age of 6 to 7 years, they master the concept of
gender constancy; and so understand that gender is stable over time and consistent (Bussey & Bandura, 1999). Based on these studies one could argue that
because gender identity is already stable at a young age, even young children are
potentially vulnerable to performance decrements caused by stereotype threat.
However, Aronson and Good (2003) proclaimed that although children are already aware of their gender from an early age on, they do not form a coherent
sense of the self until adolescence, which lowers younger children’s vulnerability
to stereotype threat.

Stigma consciousness
The studies on development of awareness of the stereotype (stigma consciousness) have showed mixed results. Various studies showed that children believe
that boys are either better in mathematics or are identified more strongly with
the field of mathematics compared to girls, for ages 6 to 11 (Cvencek, Meltzoff, &
Greenwald, 2011; Eccles, Wigfield, Harold, & Blumenfeld, 1993; Lummis & Stevenson, 1990) and ages 14 and 22 (Steffens & Jelenec, 2011). In Steffens and
Jelenec (2011), older participants endorsed the stereotypes more strongly than
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the younger participants. A meta-analysis on affects and attitudes concerning mathematics showed that adolescents and young adults from different age
groups (11 to 25 years old) all see mathematics more as a male domain (Hyde et
al., 1990). These gender stereotypes are also present in the classroom; teachers
tend to see boys as more competent in mathematics (Q. Li, 1999), they expect
mathematics to be more difficult for girls (Tiedemann, 2000), and they expect
that failure in mathematics for girls more likely originates from a lack of ability,
whereas failure for boys originates from a lack of effort (Fennema, Peterson, Carpenter, & Lubinski, 1990; Tiedemann, 2000). However, counterintuitive evidence
regarding stigma consciousness has also been found more recently: some studies
failed to find convincing evidence that children explicitly believe in the traditional stereotype (Ambady et al., 2001; Kurtz-Costes, Rowley, Harris-Britt, & Woods,
2008), other studies found that children believe in non-traditional stereotypes
(Martinot, Bagès, & Désert, 2012; Martinot & Désert, 2007), and another study
found that teachers do not hold stereotypical beliefs (Leedy, LaLonde, & Runk,
2003). Additionally a more recent study found that when it comes to overall academic competency 6- to 10-year-olds hold the stereotype that girls outperform
boys (Hartley & Sutton, 2013), and these children actually believe that adults
hold those stereotypes as well. A stereotype threat manipulation addressing this
stereotype actually negatively influenced the performance of boys on a test that
included different domains, including mathematics. Moreover, a longitudinal
study showed that over different grades, teachers either rated the girls in their
classes significantly higher in mathematical ability than boys, or rated girls and
boys as roughly equivalent in mathematical ability, even when there was a significant gender gap in performance on a mathematics test favoring males (Robinson & Lubienski, 2011). Some argue that this evidence against the stereotype
regarding mathematics and gender in recent studies might indicate that the gender stereotype as we know it is outdated (Martinot et al., 2012). Also, relatively
little research has addressed whether gender stereotypes are comparable over
time (e.g., during the 1980s vs. during the 2010s) or across different countries or
smaller cultural units (as we addressed in the section Moderators).
Domain identification
Few studies have been conducted on the development of academic identification,
or domain identification, in children (Aronson & Good, 2003). A study by Keller
(2007) on 15-year-olds indicated that domain identification moderated the effect of stereotype threat on math performance. Specifically, girls in a stereotype
threat condition who considered themselves as low identifiers in the mathematical domain performed better on difficult math items, whereas girls who considered themselves as high identifiers in the mathematical domain performed
worse on difficult math items. Although little attention has been given to domain
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identification in the context of stereotype threat and development, research on
affect and attitude of girls towards mathematics over different age groups could
provide information on how domain identification might fluctuate. For instance,
the gender gap of positive attitudes towards and self-confidence in mathematics
is virtually non-existent for children between the ages of 5 to 10 years but grows
wider in older age groups, with boys being more positive and self-confident than
girls (Hyde et al., 1990). Thus, it seems that, generally, adolescent girls have less
confidence in and fewer positive attitudes towards mathematics compared to
boys of their age, which might be an indication that older girls also identify themselves less with the mathematical domain. In the context of stereotype threat,
this pattern of findings would lead us to expect that adolescent girls are actually
less vulnerable to the effects of stereotype threat compared to pre-teenage girls.

Beliefs about intelligence
The literature on beliefs about intelligence and academic ability describes rather
straightforwardly how those beliefs change throughout the development of children. Children younger than 7 years do not yet comprehend that intelligence and
ability are personal traits that are stable over time and that the role of effort in academic performance is limited (Droege & Stipek, 1993; Stipek & Daniels, 1990).
At this age, children confuse intelligence and ability with social-moral qualities:
a good or nice person equals a smart person and vice versa (Droege & Stipek,
1993; Heyman, Dweck, & Cain, 1992). Because young children do not yet see academic abilities as fixed traits, they tend to be overly optimistic about their performances and overestimate their position on academic performances relative
to their classmates (Nicholls, 1979). When children reach the age of 7 or 8, their
theories seem to shift, in such a way that older children believe in more temporal
constant abilities (Kinlaw & Kurtz-Costes, 2003). At this age, the children predict
more stable levels of intelligence (Dweck, 2002; Wigfield et al., 1997), and they
believe less in the role of effort (Stipek & Daniels, 1990). Additionally, they are
better able to distinguish ability from social or moral abilities (Droege & Stipek,
1993; Heyman et al., 1992; Stipek & Daniels, 1990). As a consequence, beginning
at approximately age 7 to 8 years, children are less optimistic and more realistic
about their future academic performances and their position within the classroom compared to their peers (Eccles et al., 1989; Nicholls, 1979). These findings
imply that stereotype threat would only have an effect on children who are at
least 7 to 8 years old. If indeed these notions about abilities are crucial for stereotype threat, younger children most likely do not even see mathematical ability
as a fixed trait; hence, there would be little reason for them to feel threatened
by stereotypes regarding mathematical competency. In contrast, older children
would have the capacity to understand that effort will not necessarily compensate for a lack of ability and hence be susceptible to stereotype threat.
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Although studies on the development of gender identity, stigma consciousness, and beliefs about intelligence seem to imply that children below the age of
8 or 10 will probably not be influenced by stereotype threat, the line of evidence
concerning these potential age-related moderating variables we discussed here is
indirect. That is, it is unclear whether moderators that were found to be relevant
for stereotype threat among young adults also are relevant among schoolgirls.
In addition, the conclusion that children below the age of 8 or 10 will probably
not be influenced by stereotype threat is in contrast with the theory on domain
identification, which would actually predict the opposite. It is therefore important to collate all the evidence that speaks to the ages at which stereotype threat
effects among schoolgirls actually emerge. In our meta-analysis, we therefore
(a) explored whether age is a moderator of the stereotype threat effect among
schoolgirls and (b) studied the moderators (at the level of studies) that are implicated in stereotype theory as being relevant for stereotype threat.

2.1.4

Moderators of stereotype threat

Test difficulty
In our meta-analyses we considered, in addition to the exploratory moderator
of age, four confirmatory moderators on the basis of theory and previous results
(Nguyen & Ryan, 2008; Picho et al., 2013; Steele, 2010). The first moderator we
hypothesized to have an influence on the effect of stereotype threat is test difficulty. Studies on the adult population showed that test difficulty is an important
moderator (e.g., Nguyen & Ryan, 2008; Spencer et al., 1999). The moderation
of test difficulty on the stereotype threat effect is often explained in terms of
arousal (Ben-zeev et al., 2005), although psychometric reasons may also play a
role (Wicherts et al., 2005). Studies showed that the stereotype threat effect appears to be mediated by arousal or anxiety (Ben-zeev et al., 2005; Delgado &
Prieto, 2008; Gerstenberg et al., 2012; Osborne, 2001); thus, the more anxious
or aroused participants are, the worse they will perform on a mathematical test.
Relatively difficult items are more threatening than easy items; therefore, they
lead to a higher state of arousal, which in turn will result in a larger gender gap
in mathematical test performance (Delgado & Prieto, 2008; O’Brien & Crandall,
2003). These findings corresponded to traditional findings of social facilitation,
which showed that arousal leads to diminished performance on a difficult task,
whereas arousal leads to enhanced performance when the task is well learned
(Markus, 1978; Zajonc, 1965). The moderating role of test anxiety might be
explained by the fact that solving difficult questions requires a larger working
memory capacity than solving easy questions (Beilock et al., 2007). When worrying thoughts provoked by stereotype threat occupy part of the working memory,
solving a difficult question becomes problematic, whereas easy questions are still
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solvable because they do not require a large working memory capacity (Eysenck
& Calvo, 1992). This mechanism leads to score reduction for difficult tests but not
for easy tests. With the former in mind, we expected that the effect of stereotype
threat would be stronger in studies that use a relatively difficult test compared
to studies that use a relatively easy test. We defined difficulty here as the degree
to which those in the sample answer items in the test correctly. Psychometrically
advanced analyses that formally model the item difficulties are beyond the scope
of this meta-analysis because they require the raw data (see Chapter 5).

2

Presence of boys
The second variable that we predicted to moderate the stereotype threat effect
among schoolgirls is the absence or presence of boys during test-taking. Several
studies showed that female students tend to underperform on negatively stereotyped tasks in the presence of male students who are working on the same task
(Gneezy et al., 2003; Inzlicht & Ben-zeev, 2000; Inzlicht & Ben-Zeev, 2003; Picho
et al., 2013; Sekaquaptewa & Thompson, 2003). This effect might be explained
by the salience of gender identity; gender becomes more salient for women
who hold the minority in a group than for women who are in a same-sex group
(Cota & Dion, 1986; Mcguire, Mcguire, & Winton, 1979). In turn, the heightened
salience of gender identity might lead to stronger effects of stereotype threat.
People who hold a minority or token status within a group tend to suffer from
cognitive deficits (C. G. Lord & Saenz, 1985), a phenomenon that is even registered when women simply watch a gender unbalanced video of a conference in a
mathematical domain (Murphy, Steele, & Gross, 2007). The combination of both
the activation of gender identity and reduced cognitive performance due to social pressure caused by a minority status then leads to worse performance for
women confronted with stereotype threat in a mixed-gender setting. Thus, we
predicted the stereotype threat effect among schoolgirls to be stronger in studies
in which boys were present during test administration, compared to studies in
which no boys were present during test administration.
Cross-cultural gender equality
The third moderator we studied was cross-cultural gender equality, or the degree in which women are deemed equal to men in the several nations where
the selected stereotype threat studies took place. Recent studies showed marked
cross-cultural differences in the gender gap in mathematical performance across
countries (Else-Quest, Hyde, & Linn, 2010; Mullis, Martin, Foy, & Arora, 2012;
Organisation for Economic Co-operation and Development [OECD], 2010). In the
cross-cultural study on 15-year-old students carried out by OECD (i.e., the Programme for International Student Assessment or PISA) within 65 countries boys
significantly outperformed girls on the mathematical test in 54% of the countries,
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whereas in 8% of the countries girls outperformed boys. In 38% of the countries,
no significant difference between the two sex groups were found. Comparable
are the Trends in International Mathematics and Science Study (TIMSS) studies (Mullis et al., 2012) on fourth graders (ages 9 to 10) within 50 countries,
in which boys outperformed girls in 40% of the countries, girls outperformed
boys in 8% of the countries, and no significant differences were found in 52%
of the countries. However, the results of the TIMSS studies for eighth graders in
42 countries were different: in 31% of the countries, girls outperformed boys,
while in only 17% of the countries, boys outperformed girls, and in 52% of the
countries no significant differences emerged. Overall, the sex differences for the
majority of countries were quite small. The differences between countries concerning the gender gap in mathematics were proposed to be associated with the
gender equality and amount of stereotyping within countries (Else-Quest et al.,
2010; Guiso, Monte, & Sapienza, 2008; Nosek et al., 2009). Some studies showed
that gender equality is associated with the gender gap in mathematics for school
aged children (Else-Quest et al., 2010; Guiso et al., 2008). Gender equality also
has as a negative relation with anxiety, and a positive relation with girls’ self-concept and self-efficacy concerning the mathematical domain (Else-Quest et al.,
2010). In addition, the gender gap in mathematical test performance could be
predicted by cross-national differences in Implicit Association Test-scores on the
gender-science relation (Nosek et al., 2009). Based on these results, we expected
that the stereotype threat effect among schoolgirls would be stronger for studies
conducted in countries with low levels of gender equality compared to countries
with high levels of gender equality. To operationalize this variable, we used the
Gender Gap Index (Hausmann, Tyson, & Zahidi, 2012), which is an index that
incorporates economic participation, educational attainment, political empowerment, and health and survival of women relative to men. Higher scores on the
GGI indicate a higher degree of gender equality. Geographical regions have been
used before as moderator variable in the meta-analysis on stereotype threat and
mathematical performance by Picho et al. (2012); however, they only studied
regions within the United States of America.

Type of control condition
The last moderator we studied concerned the type of control condition participants were assigned to. Stereotype threat experiments involve the use of two
or more conditions that differ in stereotype threat, such that conditions can be
ranked by severity of stereotype threat. The condition that supposedly ranks
lowest on stereotype threat severity is the control condition, which exists either
of a situation where participants do not receive any gender related information
(e.g., Delgado & Prieto, 2008; Muzzatti & Agnoli, 2007), or a so-called nullified
control condition. This nullified control condition is designed to actively re-
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move the stereotype threat, usually by informing test-takers that girls perform
equally well as boys or even that girls outperform boys on the mathematical test
(Cherney & Campbell, 2011; Neuburger et al., 2012). There are indications that
test-takers who are assigned to a nullified control condition outperform those
who are assigned to a condition in which no additional information has been given (Campbell & Collaer, 2009; Smith & White, 2002; Walton & Cohen, 2003; Walton & Spencer, 2009). This effect is explained by the fact that whenever women
are confronted with a MSSS test their gender identity already becomes salient by
the well-known stereotype (Smith & White, 2002); giving no additional information would thus entail a form of implicit threat activation. Therefore, we expected
the effect of stereotype threat among schoolgirls to be stronger in studies that
involved a nullified control condition compared to studies that involved a control
condition without additional information.

2.1.5

Publication Bias and p-Hacking

Although the existence of the stereotype threat effect seems widely accepted, there are some reasons to doubt whether the effect is as solid as it is often
claimed to be. Based on recent published and unpublished studies that failed
to replicate the effects of stereotype threat, Ganley et al. (2013) suggested that
the literature on the stereotype threat effect in children might suffer from publication bias, a claim that had also been made for the wider stereotype threat
literature involving females and mathematics (Stoet & Geary, 2012). Publication
bias refers to the practice of primarily publishing articles in which significant
results are shown, thus leaving the so-called null results in the file drawer (Ioannidis, 2005; Rosenthal, 1979; Sterling, 1959), a practice that can lead to serious
inflations of estimated effect-sizes in meta-analyses (Bakker et al., 2012; Sutton,
Duval, Tweedie, Abrams, & Jones, 2000).
According to Ioannidis (2005) a research field is particularly vulnerable to
publication bias if the field (1) features studies with small sample sizes; (2) concerns small effect sizes; (3) focuses on a large number of relations; (4) involves
studies with a large flexibility in design, definitions, and outcomes; (5) is popular
and so features many studies, and (6) deals with topics relevant to financial or
political interest. The field of stereotype threat is susceptible to publication bias,
because all six characteristics are present to some extent in stereotype threat research. For instance, most studies (39 out of the 47 studies) included in our current meta-analysis had a total sample size smaller than 100; the averaged effect
sizes found in the recent meta-analyses lie between 0.24 (Picho et al., 2013) and
0.45 (Walton & Spencer, 2009), which are classified as small to medium effect
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sizes1 (J. Cohen, 1992); and the use of multiple dependent variables and covariates is common practice (Stoet & Geary, 2012), despite problems associated with
covariate corrections (Wicherts, 2005). Furthermore, the design is often flexible
with different kinds of manipulations, control conditions, and moderators. Moreover, the number of published studies attests to the popularity of the topic, and
several stereotype threat researchers called for affirmitive action based on their
research (e.g., by means of a policy paper [Walton, Spencer, & Erman, 2013] or
the Amicus Brief of Experimental Psychologists, 2012, for the case of Fisher vs.
the University). With the former in mind, we expected to find indications of publication bias in our meta-analytic data set.
If we want to draw conclusions based on the outcomes of a meta-analysis,
we assume that the outcomes of the included studies are unbiased. Unfortunately the outcomes of some studies might be distorted due to questionable research
practices (QRPs) in collection of data, analysis of data , and reporting of results.
The term QRPs defines a broad set of decisions made by researchers that might
positively influence the outcome of their studies. Four examples of frequently
used QRPs are (1) failing to report all the dependent variables, (2) collecting extra data when the test statistic is not significant yet, (3) excluding data when it
lowers the p-value of the test statistic, and (4) rounding down p-values (John et
al., 2012). The practice to use these QRPs with the purpose of obtaining a statistically significant effect is referred to as “p-hacking” (Simonsohn et al., 2013).
P-hacking can seriously distort the the scientific literature because it enlarges
the chance of a Type I error (Simmons et al., 2011), and it leads to inflated effect
sizes in meta-analyses (Bakker et al., 2012). If many researchers who work within the same field invoke p-hacking, then an effect that does not exist at the population level might become established. Simonsohn et al. (2013) have developed
the p-curve: a tool aimed to distinguish whether a field is infected by selective
reporting, or whether results are truthfully reported. When most researchers
within a field truthfully reported correct p-values, a distribution of statistical significant p-values should be right skewed (provided there is an actual effect in the
population), whereas the distribution of p-values for a field in which researchers
p-hack will be left skewed.

1

Although widely used, Cohen’s rules of thumb for small, medium, and large effects may not be entirely appropriate here. Set against the typical effect sizes for gender differences in mathematics (e.g., d = 0.16, Hedges &
Nowell, 1995), even a d of 0.1 for the stereotype threat effect among schoolgirls could be substantial in the sense
that it may then explain a substantial part of the gender gap, all other things being equal. When considered in
light of earlier meta-analyses of the stereotype threat effect the same effect size estimate of d = 0.1 could be
seen as small. The core issue for understanding the potential effect of publication bias is that stereotype threat
effects are small in relation to the sample sizes typical for psychological research (Bakker et al., 2012), leading
to underpowered studies.
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2.2 Method

2

Search strategies
A literature search was conducted using the databases ABI/INFORM, PsycINFO,
ProQuest, Web of Science (searched in March 2013), and ERIC (searched in January 2014). Combined, these five databases cover the majority of the psychological and educational literature. The keywords that we used in the literature search
(in conjunction with the phrase “stereotype threat”, which needed to be present in the abstract) were “gender,” “math,” “performance,” or “mental rotation,”
and “children,” “girls,” “women,” or “high school.” This search strategy resulted
in several search strings that were connected by the search term “AND,” such as
“ab("stereotype threat") AND children AND gender.” In addition two cited-reference searches on Web of Science were conducted; we targeted the oldest paper
that we obtained from the first part of our literature search (Ambady et al., 2001)
and the classical paper on stereotype threat and gender by Spencer et al. (1999).
Additionally, we performed a more informal search on Google Scholar for which
we used the same keywords as our other database searches. With this strategy,
we obtained two extra articles.
An important part of a meta-analysis is the search for unpublished studies
or data (i.e., grey literature). We automatically searched parts of the grey literature by our search on Google Scholar and using databases PsycINFO, ERIC, and
ProQuest; they do not only contain published papers but also dissertations and
conference proceedings. Moreover, in order to find unpublished studies, we used
three additional strategies. First, we e-mailed the first authors of the included
published papers with the question whether they possessed any unpublished
data or were familiar with unpublished studies by other researchers. Second, we
screened the abstracts of poster presentations held at the last 10 conferences
of the Society for Personality and Social Psychology (SPSP), selected those abstracts that mentioned stereotype threat and children, and e-mailed the first author that worked on the project in question. Finally, we posted an open call for
data on both the SPSP forum (www.spsp.org) and the Social Psychology Network
forum (www.socialpsychology.org). We did not receive any papers through the
second and third strategies; however, we obtained seven responses through the
first strategy, which provided us with five additional studies. Five authors indicated that they had no unpublished works. Ultimately, we included five effect sizes (11%) in the meta-analysis that were a product of unpublished studies. In our
literature search, we obtained one Italian study (Tomasetto, Matteucci, & Pansu,
2010) that was translated by the first author.

Meta-analysis on stereotype threat

37

Inclusion criteria
We included study samples based on five criteria. First, we selected only those
studies in which schoolgirls were included in the sample and where the gender
stereotype threat was manipulated. We excluded studies that focused on only
boys or studies that concerned another negatively stereotyped group (e.g., ethnic
minorities in other ability domains). Second, because we focused on studies with
children and adolescents, we disregarded those studies for which the average
age within the sample was above 18. Third, we used experiments in which students were randomly assigned2 to the stereotype threat condition or control condition. This constraint meant that we included neither correlational studies nor
studies that failed to administer a viable stereotype threat. A viable threat was
either accomplished using explicit cues that address the ramifications of the gender stereotype (e.g., “Women perform worse on this mathematical test”) or using
implicit cues that are supposed to activate gender stereotypes (e.g., instructions
to circle gender on a test form). Fourth, we included only studies for which the
stereotype threat manipulation was treated as a between-subjects factor and
thus excluded studies in which this variable was treated as a within-subjects factor. Fifth, the dependent variable had to be the score on a MSSS test. We coded the
selected variables using the procedures described in the next section.

Coding Procedures
The selection and coding of the independent and dependent variables was carried
out following a number of rules. In some studies participants were assigned not
only to a stereotype threat or control condition but also to an additional crossed
factor. We treated the groups formed by the additional factor as different populations when this factor was a between-subjects factor.3 Whenever the additional factor was a within-subjects factor, we took only the level of the factor that,
based on the existing theories of stereotype threat, would be expected to have the
strongest effect. For instance, we selected a difficult over an easy test in one study
2

To correct for random assignment on the cluster level instead of the individual level, we used cluster correction
for equal cluster sizes (Hedges, 2007), which was applied to five studies. Both corrected and uncorrected effect
sizes are reported in Table 3. We based the adjustment of the effect size on the following formula:

 Y T − Y••C
d T 2 =  ••
 ST

3


2(n − 1)ρ
 1 −
.
N −2


The decision to use an intra-class correlation of ρ = .2 was guided by the paper of Hedges and Hedberg (2007),
in which calculations of the intra-class correlation for a large sample of schools showed an average of ρ = .220.
This number was rather stable across grades (kindergarten through the 12th grade); thus, we felt confident to
round this number down and use it in our analysis.
In the experiment by Keller (2007), the factor domain identification was obtained by a median split based on the
continuous variable domain identification that we were unable to duplicate. Therefore, we chose to calculate the effect
size over the entire sample pooled together, ignoring the variable domain identification.
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(Neuville & Croizet, 2007). The control condition consisted of either a nullified
control condition or a control condition in which no information had been given
regarding gender and performance. For studies that involved multiple types of
control groups, we selected the control group in the following order: (1) a nullified control condition which described that no differences in performance on
the mathematical test have been found, (2) a nullified control condition which
described that girls perform better on the mathematical test condition, (3) a nullified control condition in which test-takers were informed that the sex differences
in performance on the mathematical test are due to stereotype threat, (4) a nullified control condition that entailed a description or visualization of a stereotype
inconsistent situation, and (5) a control condition in which no additional information had been given. In selecting the dependent variable performance on a MSSS
test we used the following rules: we first selected a test administered after the
threat manipulation over a test administered before the threat manipulation, subsequently we selected published cognitive tests over self-constructed cognitive
tests, and finally we selected math tests over other tests (i.e., spatial tests, physics
tests, geometrical recall tests, or chemistry tests). We coded performance on a
MSSS test via the official scorings rule for the test; if this rule was not reported, we
used the reported percentage of correct answers or alternatively the average sum
score (i.e., the raw mean number of correct answers per condition).
In addition to the independent and the dependent variable, six other variables were coded. Test difficulty was coded by 1 minus the proportion of correct
answers within the control group of girls in the study sample; thus, a more difficult test resulted in a higher score on this moderator variable. We calculated test
difficulty using the data from the control group of girls only instead of the entire
sample because some (but not all) studies included boys in their samples and the
test difficulty needed to be comparable across samples. Additionally, we did not
use the data of girls in the experimental group because the effect of stereotype
threat would probably distort the actual difficulty. Presence of boys was coded
with yes when boys were present during test administration or alternatively with
no when boys were not present. The type of control group was coded with nullified
whenever the control condition consisted of an active threat removal, whereas a
control condition without such an active threat removal was coded as no information. Cross-cultural gender equality in the country where the study took place was
coded by the country’s score on the Gender Gap Index (Hausmann et al., 2012).
The exploratory variable type of manipulation was coded by either explicit or implicit as indicated in Table 2.1. Age was coded by using the mean age in the entire
sample; however for papers that only reported an age range we took the midpoint
of this range. Test difficulty, age, and cross-cultural gender equality were included as continuous moderators in the analysis, whereas presence of boys, type of
control group, and type of manipulation were included as categorical moderators.
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Whenever the papers provided insufficient information, we requested additional information from the authors via email. We sent the authors one reminder when they failed to respond. When we failed to obtain all information needed
to calculate the effect size, we excluded the paper from that particular analysis.
Missing pieces of information on moderator variables were treated as missing
values, which were excluded pairwise from the analysis.
To assure the coding procedure would be as objective as possible, we developed a coding sheet.4 The coding process was first carried out by the first author. To assess inter-rater agreement, five variables (type of control condition,
presence of boys, cross-cultural gender equality, age, and type of manipulation)
were rescored by two independent raters for all studies except for unpublished
studies that were not reported in paper form (k = 43). The inter-rater agreement was assessed by calculating Fleiss’ exact kappa (Conger, 1980; Fleiss, 1971)
for categorical variables and the two-way, agreement, unit-measures intraclass
correlation (Hallgren, 2012; Shrout & Fleiss, 1979) for continuous variables using the R-package irr (Matthias Gamer, Lemon, Fellows, & Singh, 2012). Those
measures reached satisfactory levels of agreement for the nominal variables type
of control condition (Fleiss’ exact κ = .76) and presence of boys (Fleiss’ exact κ
= .68) as well as for continuous variables cross-cultural gender equality (ICC =
1.00) and age (ICC = .96). Only the agreement for the variable type of manipulation was lower (Fleiss’ exact κ = .10), indicating only slight agreement among the
three coders. However, as the type of manipulation was used as an exploratory
variable in this study and was, therefore, not our main focus; low agreement on
this variable is not overly problematic. Disagreements in scoring were solved by
selecting the modal response. The dependent variable “performance on a MSSS
test” and the moderator variable “test difficulty” were not retrieved by multiple
coders because for these variables too much information was not reported in the
original articles and needed to be retrieved by e-mailing the authors.

Statistical Methods
We used Hedges’ g (Hedges, 1981) as effect size estimator, which was calculated by
means of the following formula:
Hedges' g =


Y••exp erimental − Y••control 
3
.
× 1 −
S pooled
 4(n1 + n2 ) − 9 

Spooled is given by the following formula: S
pooled =
4

(n1 − 1) × s12 + (n2 − 1) × s 22
n1 + n 2 −2

. Thus,

A list of excluded studies and the coding sheet are available upon request, and available on OSF (https://osf.io/tlutg/).
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study samples with negative effect sizes denote the expected performance decrement due to stereotype threat, whereas positive effect sizes contradict our expectations. The model fitted to the data was the random effects model (for the
analyses without moderators) and the mixed effects model (for the analyses with
moderators) because we wanted both to explain systematic variance by adding
multiple moderators as well as to generalize to the entire population of studies
(Viechtbauer, 2010). A characteristic of these two methods is that effect sizes are
automatically weighted by the inverse of the study’s sampling variance. We have
not weighted the effect sizes with regards to other quality indicators. We estimated
these models with the R-package metafor (Viechtbauer, 2010) in R version 3.0.2.
When fitting the random effects model, we automatically assume that the
population level effect sizes values vary and are normally distributed. In this
case, it is considered good practice (Hunter & Schmidt, 2004; Whitener, 1990) to
calculate a credibility interval around the average effect size (g ) in addition to
the more familiar confidence interval. We calculated the 95% credibility interval,
which is an estimation of the boundaries in which 95% of values in the effect
size distribution are expected to fall (Hunter & Schmidt, 2004). The boundaries
of this interval are obtained using the standard deviation of the distribution of
effect sizes (SDES), or more specifically adding and subtracting 1.96 times the SDES
of g . In contrast, for the 95% confidence interval the standard error is used to
obtain the boundaries around a single value of g .The confidence interval gives
an indication of how the results can fluctuate due to sampling error, whereas
the credibility interval gives an indication of the amount of heterogeneity in the
distribution of effect sizes.
We estimated the amount of heterogeneity τ 2 with the restricted maximum
likelihood estimator, which is the default in metafor (Viechtbauer, 2010) and an
approximately unbiased estimator for the standardized mean difference (Viechtbauer, 2005). To address the issue of publication bias, we used several methods. First, we used three methods based on funnel plot asymmetry: the trim and
fill method (Duval & Tweedie, 2000; Rothstein, 2007), the rank correlation test
(Begg & Mazumdar, 1994), and Egger’s test (Sterne & Egger, 2005). A combination of the three methods is desirable to obtain robust results because both the
rank correlation test and Egger’s test have low power when the amount of studies in the analysis is small (Kepes, Banks, & Oh, 2012).To take tests into account
that are not based on the funnel plot, we conducted Ioannidis and Trikalinos’s exploratory test (2007), which compares the observed amount of significant studies and the expected amount of significant studies based on power calculations
(see also Francis, 2013, 2014). Finally, we created a p-curve to have an indication
of the practice of specific types of p-hacking within the field (Simonsohn et al.,

Meta-analysis on stereotype threat

41

2013).5 A p-curve consists of only statistically significant p-values within a set of
studies. So the p-curve analysis includes only the 15 studies for which the mean
scores of the experimental group and the control group signifcantly differed from
each other (based on a t-test and α = .05). If the p-curve resembles a right skewed
curve, this finding suggests that our set of findings has evidential value, whereas
a left skewed curve suggests that some researchers have invoked p-hacking (Simonsohn et al., 2013).
We pre-registered the hypotheses and inclusion criteria of our meta-analysis via the Open Science Framework (https://osf.io/bwupt/).

2.3 Results
Our literature search and the call for data yielded 972 papers that were further
screened. Based on the inclusion criteria, 26 papers (i.e., studies) or unpublished
reports were actually included in the meta-analysis, which resulted in 47 independent effect sizes (i.e., study samples). Additional information concerning the
screening process is listed in Figure 2.1. These 26 papers provided us with a wealth
of new information because only 3 of these papers (12%) were also included in
the most recent meta-analysis on this topic (Picho et al., 2013). The overlap with
the four older meta-analyses is equal to or smaller than 12%. The total sample,
obtained by simply adding all participants of the included studies, consisted of N
= 3760 girls, of which nST = 1926 girls were assigned to the experimental condition and nC = 1834 girls were assigned to the control condition. The most important characteristics of the included study samples are summarized in Table 2.3.

Overall Effect
To estimate the overall effect size, we used a random effects model in which samples in the papers are considered independent. In accordance with our hypothesis as well as the former literature, we found a small average standardized mean
difference, g = -0.22, z = -3.63, p < .001, CI95 = -0.34; -0.10, indicating that girls
who have been exposed to a stereotype threat on average score lower on the
MSSS tests compared to girls who have not been exposed to such a threat. Furthermore, we found a significant amount of heterogeneity using the restricted
5

Over the past years it turned out only specific QRPs (e.g., ad hoc outlier removal, sampling of participants until
a significant effect is reached, incorrect rounding of p-values) lead to a bump in the distribution of p-values
near the .05 cutoff (Hartgerink, van Aert, Nuijten, Wicherts, & van Assen, 2016; Van Aert et al., 2016), that can
be detected by techniques as p-curve or p-uniform (Simonsohn et al., 2014; Van Aert et al., 2016). Other QRPs
(e.g., selecting the smallest p-value when multiple conditions have been used) can actually lead to very small
p-values, and cannot be detected with the use of those techniques (Ulrich & Miller, 2015).
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maximum likelihood estimator, τˆ 2 = 0.10, Q(46) = 117.19, p < .001, CI95 = 0.04;
0.19, which indicates there is variability among the underlying population effect
sizes. This estimated heterogeneity accounts for a large share of the total variability, I2 = 61.75%. The 95% credibility interval, an estimation of the boundaries
in which 95% of the true effect sizes are expected to fall, lies between
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-0.85 and 0.41 (Viechtbauer, 2010). This range constitutes a wide interval.
The forest plot (Figure 2.2) depicts the effect sizes against the precision with
which each effect was estimated.
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The forest plot of included effect sizes.
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Moderator Analyses
We submitted the data to separate mixed effects meta-regressions for each of the
four moderators and used the REML estimator to obtain the residual τˆ 2 (i.e., unexplained variance in underlying effect sizes). The results of the simple meta-regression analyses for each moderator variable separately are presented in Table
2.4, where the variables presence of boys and control condition were treated as
categorical variables, and the remaining variables were treated as continuous
variables. None of the moderators were statistically significant. Additionally, the
results for the multiple meta-regression as given in Table 2.5, showed no statistically significant moderation, QM(4) = 2.68, p = .61, τˆ 2 = .11, QE (38) = 95.59, p
< .001. Additional exploratory analyses did not yield any statistically significant
explanation for differences between the effect sizes. The moderation of the exploratory variable age, QM(1) = 0.65, p = .42, τˆ 2 = .10 , QE(45) = 112.80, p < .001,
did not turn out be statistically significant, indicating that we found no evidence
for systematic variety in the magnitude of the effect sizes due to differences in
age. Additionally the exploratory variable type of manipulation, QM(1) = 3.16, p =
.08, τˆ 2 = .09, QE(45) = 103.87, p < .001, did not result in a statistically significant
moderation either.

Sensitivity Analyses
To verify the robustness of our results (notably the estimated effect size), we
ran several sensitivity analyses, as is recommended for meta-analyses (Greenhouse & Iyengar, 2009). Specifically, we verified the robustness of our results
with respect to the use of a different statistical meta-analytic model, an alternative heterogeneity estimator, re-analyses of the random effects model using different estimates of τ 2 , diagnostic tests, and different subsets of effect sizes. First,
in a fixed effects model, we also found a statistically significant mean effect size
of g = -0.16, z = -4.35, p < .001.6 Using the DerSimonian–Laird estimator yielded
a similar effect size estimate as the restricted maximum likelihood estimator, g
= -0.22, z = -3.66, p < .001, CI95 = -0.34; -0.10, with roughly the same amount of
estimated heterogeneity, τˆ 2 = 0.10, Q(46) = 117.19, p < .001, CI95= 0.04; 0.19. We
also reran the original analysis with three different amounts for τˆ 2 : the originally
estimated τˆ 2 the upper bound around τˆ 2 , and the lower bound of the confidence
interval around τˆ 2 . The results of these analyses are summarized in Table 3.6.
Although the estimated effect sizes varied slightly, they all were negative and differed significant from zero.

6

Although we report this analysis for the sake of robustness of the estimated effect size, we would not advocate
interpreting this result due to the heterogeneity we found amongst effect sizes.
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Table 2.4

Results of the univariate mixed effects meta-regression per moderator.

Variable k
GGI

N

Intercept Slope
coefficient

SE

z

p

95% CI

QE

τ2

QM

I2

R2

47 3760 -2.23

2.83

1.85 1.53 .13 -0.80 6.46 107.33* 0.09 2.34 60% .07

Difficulty 43 3556 -0.43

0.45

0.42 1.09 .28 -0.37 1.28 105.28* 0.10 1.18 63% .02

Boys
(factor)
Control
(factor)

47 3760 -0.28
47 3760 -0.23

0.08

0.15 0.54 .59 -0.21 0.36 117.08* 0.10 0.29 62% 0

0.03

0.13 0.25 .80 -0.22 0.29 115. 17* 0.10 0.06 62% 0

Note. *p < .001. GGI = Gender Gap Index. Variable Boys present is scored as present=1, not present =0.
Variable control condition is scored as nullified = 1, no information = 0.
Table 2.5

Results of the multivariate mixed effects meta-regression with four moderators included.

Variable

Slope coefficient

SE

z

p

95%

CI

Intercept

-2.07

1.52

-1.36

.17

-5.06

0.91

Difficulty

0.52

0.43

1.20

.23

-0.33

1.37

GGI

Boys (factor)

2.30

Control (factor)

-0.05
-0.03

2.10
0.18
0.14

1.09

.27

-0.27

.79

0.22

.83

-1.82
-0.39
-0.24

6.41
0.30
0.31

Note. GGI = Gender Gap Index. Variable Boys present is scored as present=1, not present =0. Variable
control condition is scored as nullified = 1, no information = 0.
Table 2.6

Sensitivity Analysis: estimating the effect using different amounts of heterogeneity.

� 𝟐𝟐𝟐𝟐

𝛕𝛕𝛕𝛕

g

SE

z

p

0.1940

-0.20
-0.24

0.05

-4.06

<.001

0.0447
0.1001

-0.22

0.06
0.08

-3.63
-3.10

<.001
.002

We also considered potential outliers, by inspecting the studentized residuals, and found that the second study of Cherney and Campbell (2011) displayed
a studentized residual larger than 2. Running the analysis without this study gave
an estimated effect size of g = -0.24, z = -4.05, p < .001, which indicates that the
estimated mean effect size is only slightly influenced by this study. Finally, we created different subsets to see whether the effect is stable over different categories.
We found a few differences between some subsets: the estimated effect size was
larger for samples with an implicit stereotype threat manipulation, g = -0.32, z =
-3.76, p < .001, k = 26, compared to samples with an explicit stereotype threat manipulation g = -0.10, z = -1.20, p = .23, k = 21, and samples gathered outside of the
United States of America showed a stronger stereotype threat effect, g = -0.30, z =
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-4.15, p < .001, k = 34, than samples gathered in the United States of America, g =
-0.05, z = -0.48, p = .63, k = 13. Additionally we created subsets of young (younger
than 13 years) and older (13 years or older) participants; the estimated effect size
was larger in samples with younger students, g = -0.25, z = -2.92, p = .004, k = 25,
than in samples with older students, g = -0.20, z = -2.19, p = .03, k = 22. Using an
alternative cut-off at the age of 10 yielded similar results (for younger students,
g = -0.24, z = -2.06, p = .04, k = 11, and for older students, g = -0.22, z = -3.07, p =
.002, k = 36). These subset analyses are exploratory analyses and should be interpreted as such; however, they might be an inspiration for future research.

0

Excess of Significance Results
We used several methods to test for the presence of publication bias. First, we ran
several tests on the funnel plot (see Figure 2.3) to assess funnel plot asymmetry.
According to the estimations of the trim and fill method (Duval & Tweedie,
2000), the funnel plot would be symmetric if 11 effect sizes would have been imputed on the right side of the funnel plot. Actual imputation of those missing effect
sizes (Duval & Tweedie, 2000) reduced the estimated effect size to g = -0.07, z =
-1.10, p = .27, CI95 = -0.21; 0.06. Because this altered effect size did not differ significantly from zero whereas our original effect size estimation of g = -0.22 did, this
p > .10
.10 > p > .05

0.116

.05 > p > .01
p < .01

0.462

0.347

0.231

Standard Error
Standard Error
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pattern is a first indication that our results might be distorted by publication bias.
Both Egger’s test (Sterne & Egger, 2005; z = -3.25, p = .001) and Begg and Mazumdar's (1994) rank correlation test, Kendall’s τ = -.27, p = .01, indicated funnel plot
asymmetry. This finding indicates that imprecise study samples (i.e., study samples
with a larger standard error) on average contribute to a more negative effect than
precise study samples. The relation between imprecise samples and the effect sizes is illustrated in Figure 2.4 using a cumulative meta-analysis sorted by the sampling variance of the samples (Borenstein, Hedges, Higgins, & Rothstein, 2009).
This cumulative process first carries out a “meta-analysis” on the sample
with the smallest sampling variance and proceeds adding the study with smallest
remaining sampling variance and re-analyzing until all samples are included in
the meta-analysis. The drifting trend of the estimated effect sizes visualizes the
effect that small imprecise study samples have on the estimations of the mean effect. We created subsets to estimate the effects of large study samples (N ≥ 60) and
small study samples (N < 60). We found a stronger effect in the subset of smaller
study samples, g = -0.34, z = -3.76, p < .001, CI95 = -0.52; -0.16, CrI95 = -0.96; 0.27, k
= 24, and a small and nonsignificant effect for the subset of larger study samples,
g = -0.13, z = -1.63, p = .10, CI95 = -0.29; 0.03, CrI95 = -0.75; 0.49, k = 23.
Finally, Ioannidis and Trikalinos’s exploratory test (Ioannidis & Trikalinos,
2007) showed that this meta-analysis contains more statistically significant effects than would be expected based on the cumulative power of all study samples, χ2(1) = 8.50, p = .004.7 The excess of statistically significant findings is another indicator of publication bias (Bakker et al., 2012; Francis, 2012). To check
the alternative explanation that the excess of statistically significant findings is
due to the practice of p-hacking we created a p-curve (Figure 2.5) as described
by Simonsohn et al. (2013). The p-curve depicts the theoretical distribution of
p-values when there is no effect present (solid line), the theoretical distribution
of p-values when an effect is present and the tests have 33% power (dotted line),
and the observed distribution of the significant p-values in our meta-analysis
(dashed line). The observed distribution was right-skewed, χ2(30) = 62.87, p <
.001, which indicated that there is an effect present that is not simply the result
of practices like p-hacking.8 However, p-curve might not be sensitive to several
types of p-hacking (Van Aert et al., 2016). Overall, most publication bias tests
indicate that the estimated effect size is likely to be inflated.
7

8

To calculate the cumulative power we used the estimated effect size obtained by the random effects model,
|g|= 0.2226. Although we detect a significant difference between the observed and expected significant study
samples based on this effect size, the test is rather sensitive. For an effect size of 0.27, the test is no longer statistically significant. Also note that this analysis assumes a common fixed effect size, which might affect the results
(see Francis, 2013).
The test for the left-skewed distribution is not statistically significant, χ2(30) = 18.24, p = .95.
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Cumulative meta-analysis sorted from smallest to largest sampling variance.
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2.4 Discussion
Analyzing 15 years of stereotype threat literature with children or adolescents
as test-takers, we found indications that girls underperform on MSSS tests due
to stereotype threat. Consistent with findings by Nguyen and Ryan (2008), Picho
et al. (2013), Walton and Cohen (2003), and Walton and Spencer (2009), we estimated a small effect of -0.22. The estimations of heterogeneity indicated that
there was a large share of heterogeneity among population effect sizes. We ran
multiple sensitivity analyses, and most of these tests indicated that the mean
effect size is rather robust against fluctuations due to alternative decisions regarding the analyses or the removal of influential studies. Yet our results failed
to corroborate predictions drawn from stereotype threat theory with regards to
the moderating variables. None of the four variables (difficulty, presence of boys,
type of control group, and cross-cultural gender equality) significantly moderated the effect of stereotype threat. Exploratory analyses with moderators as age
or type of manipulation did not yield significant moderation either. However, we
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did find some strong indications that publication bias is present in the field of
stereotype threat.
In future research, the exploratory moderators age and type of manipulation deserve more attention. With regards to the variable age, the effect of stereotype threat overall appears to be rather stable over different ages. However, surprisingly, the subset analyses indicated that the estimated effect size for samples
with children younger than 13 was slightly larger than the effect size for samples
with older children. An additional subset analysis on our data using only samples
with early grade school children (i.e., younger than 8 years old) shows a relatively large estimated mean effect size, g = -0.48, z = -4.30, p < .001, k = 7. This
outcome is rather counterintuitive, because three theories on stereotype threat
predict that very young children would not yet be sensitive to detrimental effects
of stereotypes: preadolescent children have not obtained a coherent sense of the
self yet (Aronson & Good, 2003), young children fail to understand that effort will
not necessarily compensate for a lack of mathematical abilities (e.g., Droege &
Stipek, 1993; Stipek & Daniels, 1990), and older children endorse gender stereotypes more strongly than younger children (Steffens & Jelenec, 2011). The variable type of manipulation also deserves extra attention. Although type of manipulation did not have a statistically significant effect on stereotype threat (p = .08),
the intercoder agreement for this variable was suboptimal, and most likely the
power for the test of this variable is low. In other words, the circumstances under
which we measured this variable were not ideal, and future inspection of it might
be valuable. Due to these issues, we conclude that the type of manipulation and
age are variables requiring more attention in the stereotype threat literature.
Unfortunately, the robustness of the stereotype threat effect can be questioned by the real likelihood of publication bias. All three tests based on funnel
plot asymmetry—trim and fill (Duval & Tweedie, 2000), Egger’s test (Sterne &
Egger, 2005), and Begg and Mazumdar's rank correlation test (Begg & Mazumdar,
1994) —indicated that publication bias was present. Additionally Ioannidis and
Trikalinos’s (2007) exploratory test highlighted an excess of significant findings,
which can be due to publication bias. These findings might not be entirely reliable when heterogeneity between effect sizes is present (Ioannidis & Trikalinos,
2007). However, this test is deemed appropriate (Francis, 2013) if the included
experiments, used methods, and selected populations are similar. Because the
methods of the selected studies only vary in details and the population is restricted to schoolgirls, we see no reason to disregard the results of Ioannidis and
Trikalinos’s exploratory test. Moreover, when we compared the subsets of large
study samples and small study samples, only the latter obtained a significant
mean effect. That result is striking because smaller studies are associated with
lower power to detect an effect and more sampling variability. Taking all aforementioned tests into account, we conclude that the stereotype threat literature
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among children and adolescents is subject to publication bias.
Currently, we have no good explanation for the large amount of heterogeneity
between study samples. None of the four confirmatory moderator variables did
explain a significant amount of variance; of those, the variable cross-cultural gender equality closest approached significance, with less equality being predictive
of stronger stereotype threat effects, B= 2.83, z = 1.53, p = .13. The difference in
estimated effects between subsets of study samples conducted inside and outside the United States also indicates that there are cross-cultural differences of
the estimated effects. This corresponds to the large cross-cultural gender gap
differences in mathematical performance (Else-Quest et al., 2010; Mullis et al.,
2012; OECD, 2010) technology, mathematics, and engineering, increasing research attention is being devoted to understanding gender differences in mathematics achievement, attitudes, and affect. The gender stratification hypothesis
maintains that such gender differences are closely related to cultural variations
in opportunity structures for girls and women. We meta-analyzed 2 major international data sets, the 2003 Trends in International Mathematics and Science
Study and the Programme for International Student Assessment, representing
493,495 students 14-16 years of age, to estimate the magnitude of gender differences in mathematics achievement, attitudes, and affect across 69 nations
throughout the world. Consistent with the gender similarities hypothesis, all of
the mean effect sizes in mathematics achievement were very small (d < 0.15.
A post hoc power analysis (Hedges & Pigott, 2004) for the omnibus test of this
simple meta-regression denotes that with a power of .44 the test for the moderator has quite low power.9 A lack of power thus might be an alternative explanation for the nonsignificant effects of this moderator. Unfortunately, power is
difficult to enforce when performing a meta-analysis, but it might be interesting
for researchers who are planning future stereotype threat meta-analyses using
adult samples to consider cross-cultural gender equality as moderator variable
because the studies in the adult population are more numerous and will lead to
more powerful meta-analyses.
A different explanation for the heterogeneity in our analysis is the presence
of moderator variables that we did not take into account. Domain identification
for instance appears to be an important moderator for the stereotype threat effect, which has been found in adult samples (Cadinu et al., 2003; Lesko & Corpus,
2006; Pronin et al., 2004; Steinberg et al., 2012) as well as in samples of children
(Keller, 2007a). The difficulty with this moderator variable is that few studies
report the degree to which students identify themselves with mathematics or the
9

We calculated the power using the method of Hedges and Pigott (2004) for the mixed-effects omnibus test, with
β = 3 and τˆ 2 = 0.6.
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like, which makes it problematic to take the variable into account.10 In addition,
publication bias could have played a role in our failure to find moderation of the
stereotype threat effect. Specifically, because the effects of publication bias are
directly proportional to the size of the underlying effect (cf. Bakker et al., 2012),
publication bias may obscure actual differences between these underlying effect
sizes.

2

Limitations
The amount of unexplained heterogeneity is the first of a few limitations concerning our meta-analysis. Due to this heterogeneity it is difficult to substantively interpret the stereotype threat effect and the degree to which publication bias
is a serious issue. Also, publication bias itself can have an effect on heterogeneity
of effects (Jackson, 2006). However, with the multiple sensitivity analyses and
different signs of publication bias, we are rather confident that publication bias
is at play in this literature. Another limitation of this study is the low power for
the tests of the moderators. This limitation is mainly due to the small sample
sizes within the studies (only seven studies had an N > 100 required to detect
with sufficient power a d of .50) and the limited amount of studies included in
the meta-analysis. Although it is unfortunate that the tests for the moderators are
underpowered, it does not affect the conclusion that publication bias is a serious
issue within this line of research. Finally, it would have been informative if the
data set contained more unpublished studies, especially because a subset analysis with a fair amount of unpublished studies could have been a good estimator
for the effect of stereotype threat that is not influenced by publication bias.11 Unfortunately an extensive grey literature search did not yield more than five effect
sizes, which corresponds to a percentage of 11% unpublished effect sizes in our
meta-analysis. However, such a low percentage of grey literature papers within
psychological meta-analyses seems rather common even in top journals (Ferguson & Brannick, 2012). The most important difficulties we encountered with the
grey literature search is that the amount of details in documents like conference
abstracts or even doctoral dissertations was insufficient to successfully include
the study in the meta-analysis and authors were often unreachable. We want to
stress that pre-registration of studies including contact information of the first
author is of vital importance for more reliable future meta-analyses.
10 Studies seldom indicated whether participants were specifically selected on this moderator variable. Moreover,
identification with the domain and gender roles are both variables that consist of individual differences that can
best be modeled at the individual level for which the raw data are needed.

11 The estimated effect of the unpublished subset was g = -0.07 (z = -0.29, p = .77), however this effect is based
only on k = 5 effect sizes.
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Conclusion
To conclude, we estimated a small average effect of stereotype threat on the
MSSS test-performance of school-aged girls; however, the studies show large
variation in outcomes, and it is likely that the mean effect is inflated due to publication bias. This finding leads us to conclude that we should be cautious when
interpreting the effects of stereotype threat on children and adolescents in the
STEM realm. To be more explicit, based on the small average effect size in our
meta-analysis, which is most likely inflated due to publication bias, we would
not feel confident to proclaim that stereotype threat manipulations will harm
mathematical performance of girls in a systematic way or lead women to stay
clear from occupations in the STEM domain. Of course, we do not challenge the
fact that stereotypes might strongly influence a person’s life under unfortunate
circumstances; however, we want to avoid the unjustifiable generalization that
stereotype threat, based on the evidence at hand (i.e., the average small effect
that stereotype threat manipulations have on instant test performance within
this meta-analysis), generally leads to lower math grades and women leaving the
STEM field. Due to the scientific and societal importance of the topic, we urge
that future research is needed to disentangle the effects of stereotype threat from
publication bias. As directions for future research we propose simple, large replication studies, preferably administered cross-culturally. In our opinion, only
studies with large sample sizes will contribute to acquiring an accurate picture
of the actual effect of stereotype threat among schoolgirls. A power calculation
for a one-tailed t-test indicated that, with an effect size of 0.223, roughly 250 participants are needed per condition to achieve a power of .80. In addition, these
studies should be appropriately registered (Wagenmakers et al., 2012) via the
Open Science Framework or the What Works Clearinghouse to avoid publication
bias and related biases introduced during the analyses of the data.
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Abstract

3

The effects of gender stereotype threat on mathematical test performance in
the classroom have been extensively studied in several cultural contexts. Theory predicts that stereotype threat lowers girls’ performance on mathematics
tests, while leaving boys’ math performance unaffected. We conducted a largescale stereotype threat experiment in Dutch high schools (N = 2,064) to study
the generalizability of the effect. Specifically, we set out to replicate the overall effect among female students and to study four core theoretical moderators,
namely domain identification, gender identification, math anxiety and test difficulty. Among the girls, we found neither an overall effect of stereotype threat
on math performance, nor any moderated stereotype threat effects. Most variance in math performance was explained by gender, domain identification, and
math identification. We discuss several theoretical and statistical explanations
for these findings.
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3.1 Introduction
Since the first studies on the negative effect of stereotype threat on women’s
math performance (Spencer, Steele, & Quinn, 1999), numerous studies have addressed both the generalizability of the effect and important theoretical moderators (Spencer, Logel, & Davies, 2016). Although several meta-analyses of
published studies highlighted relatively robust effects (Nguyen & Ryan, 2008;
Picho et al., 2013; Walton & Spencer, 2009), some researchers have voiced their
concern about the improper use of covariates that leads to inflated Type I error
rates in stereotype threat studies (Stoet & Geary, 2012; Wicherts, 2005), and the
potentially overestimated effects of stereotype threat due to publication bias and
related biasing factors regarding how researchers analyze their data and present
their results (Flore & Wicherts, 2015; Ganley et al., 2013). These problems can
impede our understanding of psychological phenomena like the effects of stereotype threat on test performance, and raise questions about the generalizability
of the effect across cultural settings and age groups. Such issues can be (partly)
resolved by pre-registration (see e.g., Wagenmakers et al., 2012) of large confirmatory stereotype threat studies.
Most of the research on gender stereotype threat in the math domain concerned college students, however it is clear that early effects of stereotype threat
on high school students could potentially have a negative long-term impact on
girl’s identification with mathematics and hence their later performance in this
domain and related domains (viz. Science, Technology, Engineering, and Mathematics or STEM fields). Several studies have addressed stereotype threat effects
among schoolgirls in diverse cultural contexts (see Flore & Wicherts, 2015 for
a review), and the results are somewhat mixed. It is clear that studies in actual class settings (instead of lab settings) among high school populations would
throw important light on the generalizability of gender stereotype threat effects
to mundane settings that are relevant for pupils’ later academic careers. Moreover, a large-scale study in a new cultural context adds to knowledge about the
generalizability of stereotype threat effects in classroom environments that have
hitherto been studied only in a limited number of countries.
In this registered report, we aimed to obtain a reliable and unbiased estimate of the effects of negative gender stereotypes on the mathematical test performance among Dutch high school students. Additionally we aimed to replicate
the moderating effects of variables domain identification (Keller, 2007a), gender
identification (Schmader, 2002), math anxiety (Delgado & Prieto, 2008) and test
difficulty (Keller, 2007a) in a large sample of Dutch high school students.
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3.1.1

3

Stereotype threat and underlying mechanisms

Stereotype threat theory predicts that members of a negatively stereotyped
group will underperform when that stereotype is made salient or relevant for
the task at hand. In their seminal paper on stereotype threat, Steele and Aronson
(1995) described how African Americans underperformed on cognitive ability
tests when reminded of the negative stereotype stating that African Americans
have lower intellectual abilities than European Americans. Similarly, when confronted with the negative stereotype concerning their in-group, women were
found to underperform on mathematics tests (e.g., O’Brien & Crandall, 2003;
Spencer, Steele, & Quinn, 1999) and driving tests (Yeung & von Hippel, 2008), elderly were found to underperform on memory tests and cognitive tests (Lamont,
Swift, & Abrams, 2015) and students from lower socio-economic backgrounds
were found to underperform on intelligence tests (Désert, Préaux, & Jund, 2009;
Spencer & Castano, 2007). Based on theory, members of positively stereotyped
groups (e.g., men or European Americans) are expected to remain uninfluenced
by stereotype threat manipulations. However, Walton and Cohen (2003) observed that members of positively stereotyped groups performed slightly better
on the stereotype relevant task when confronted with negative stereotypes about
an out-group, a phenomenon they named stereotype lift. However, this lift phenomenon is theoretically not as well developed as the stereotype threat effect,
leading most researchers to not have explicit predictions on the effect among
non-stereotyped groups in their studies.
Of the many negative stereotypes that have been studied in the context of stereotype threat, the stereotype that women are not as good in mathematics as men
(Spencer et al., 1999) is one of the most frequently studied. Multiple meta-analyses
on this topic have produced similar results: the estimated averaged effect size ranges
from small (d = 0.24) to medium (d = 0.48), indicating that women tend to underperform when they are exposed to explicit or implicit stereotype threats (Doyle &
Voyer, 2016; Nguyen & Ryan, 2008; Picho et al., 2013; Walton & Cohen, 2003; Walton & Spencer, 2009). The effect sizes within these meta-analyses show a considerable amount of heterogeneity, indicating that the magnitude of the effect sizes varies
across studies (Nguyen & Ryan, 2008; Picho et al., 2013), possibly due to moderators.

3.1.2

Moderators

Spencer, Logel and Davies (2016) and Inzlicht and Schmader (2012) reviewed the
main moderators of the effects of stereotype threat. Here, we focus on the three
most relevant individual characteristics of female test-takers that are thought
to moderate susceptibility to stereotype threat and consider test difficulty as an
important factor in determining whether tests are affected by stereotype threat.
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Domain identification
Theory predicts that members of negatively stereotyped groups will only underperform on stereotype relevant tasks if they are highly identified with the construct that the task is supposed to measure (Keller, 2007a; Steele, 1997; Steele &
Aronson, 1995). Notably, stereotype threat will only undermine mathematics test
performance for women who consider the subject of mathematics to be important to them. For women who are weakly identified with mathematics, the negative stereotype will not trigger anxiety or negative thoughts during test taking,
because they are probably less interested in good results in mathematics compared to women who strongly identify with mathematics. This theoretical prediction is supported by several studies showing that women with high domain
identification under threat average larger performance decrements than women
with low domain identification (Keller, 2007a; Lesko & Corpus, 2006; J. R. Steinberg et al., 2012). The meta-analytic evidence in favor of the moderating effect of
domain identification is somewhat mixed. Walton and Cohen (2003) found that
studies with samples consisting of highly identified participants in the stereotyped domain showed larger stereotype threat effects than studies that did not
select samples of highly domain-identified group members. Yet Nguyen and Ryan
(2008) found that samples of moderately math-identified women were more
strongly influenced by stereotype threats than highly math-identified women.
Gender identification
A second moderator that received attention in the stereotype threat literature
is group identification, i.e., the degree to which the test-takers consider membership of the stereotyped group to be an important part of their self-identity
(Schmader, 2002). The moderating effect of gender identification follows the
same logic as the moderating effect of domain identification: women who do not
strongly identify with their gender have little reason to feel threatened by the
negative female stereotype. Several studies have shown that indeed math performance is generally less affected by stereotype threat for women who believed
that gender was not an important part of their identity, compared to women for
whom gender was an important part of their identity (Schmader, 2002; Wout
et al., 2008). However, other studies failed to find moderating effects of gender
identification (Cadinu et al., 2003; Eriksson & Lindholm, 2007), or even found
women having lower levels of gender identification to be more strongly influenced by negative stereotypes compared to women who were more strongly gender identified (Kiefer & Sekaquaptewa, 2007).
Math anxiety
A third construct implicated as both a moderator and a mediator of stereotype
threat is math anxiety. First, the gender differences in mathematical test perfor-
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mance could be partly mediated by state anxiety (Osborne, 2001) and state anxiety is sometimes (albeit not always; Steele & Aronson, 1995; Schmader & Johns,
2003) found to mediate the stereotype threat effect: under stereotype threat
women not only scored lower on the mathematics tests compared to men and
women in the control condition, but they also showed higher scores on physiological anxiety measures like skin conductance, blood pressure and lower scores
on skin temperature (Osborne, 2007). Women in threat conditions tend to link
gender stereotypes to their own perception of anxiety more strongly than women in low threat conditions or men (Johns, Schmader, & Martens, 2005). Finally, state anxiety mediates the relationship between coping sense of humor and
mathematics test performance for women (Ford et al., 2004). Instead of studying state anxiety as mediator, trait math anxiety can be treated as a moderator
variable of the stereotype threat effect. Overall, there is a gender gap in reported math anxiety, with girls reporting a higher levels of math anxiety than boys
(Else-Quest et al., 2010). A study on Spanish high school students showed that
math anxiety moderated the stereotype threat effect, in the sense that higher
math anxiety scores were associated with stronger decrements under stereotype
threat (Delgado & Prieto, 2008).
Test difficulty
Finally, studies have shown that gender stereotype threat is moderated by math
test difficulty in both college samples (O’Brien & Crandall, 2003; Spencer et al.,
1999) and school samples (Keller, 2007a; Neuville & Croizet, 2007). In most of
these samples, stereotype threat effects were stronger for difficult tests than
for easier tests (Neuville & Croizet, 2007; Nguyen & Ryan, 2008; Spencer et al.,
1999). Use of easy tests can actually lead to improved scores for girls under stereotype threat, probably due to heightened motivation and lower threat posed
by such easier tests (O’Brien & Crandall, 2003; Spencer et al., 2016). Some researchers suspected that students who work on difficult tests might experience
more physiological arousal (Ben-zeev et al., 2005; O’Brien & Crandall, 2003), resulting in larger performance decrements under stereotype threat. A third explanation is that more difficult tests require more controlled attention as part of
working memory than easier tests. Because working memory can be occupied
by suppression of negative thoughts concerning the stereotypes or other situational pressures (Beilock & Decaro, 2007; Beilock et al., 2007; Schmader & Johns,
2003), test takers under threat might experience greater difficulty solving the
more difficult problems. This would result in larger performance decrements on
the more difficult tests.
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Stereotype threat in school aged children

Although the theory of stereotype threat has been well established based on lab
studies, the critique that these studies were limited in terms of generalizability
drove stereotype threat researchers into the classroom (Aronson & Dee, 2012;
Wax, 2009). A first study in the United States on stereotype threat in elementary
and middle schools showed that the salience of gender lowered mathematical test
performance of girls (Ambady et al., 2001). However, this finding was limited to
age groups of 5–7 and 11-13, and did not appear among students aged between 8
and 10. Ambady et al. argued that this might have been due to the higher degree
of chauvinism regarding gender in the latter age group, but this explanation has
received little attention in further studies on stereotype threat. Nonetheless, the
effects of stereotype threat for schoolgirls was also found in other countries, like
France (Bagès & Martinot, 2011), Germany (Keller, 2007a; Keller & Dauenheimer,
2003), Italy (Muzzatti & Agnoli, 2007), Spain (Delgado & Prieto, 2008), and Uganda (Picho & Stephens, 2012). However, in several similar experiments the null
hypothesis was not rejected (e.g., Agnoli, Altoè, & Muzzatti, n.d.; Cherney & Campbell, 2011; Ganley et al., 2013; Stricker & Ward, 2004). As with adult samples, the
results of the experiments on schoolgirls are mixed; the estimated effect sizes of
the simple effect (i.e., the standardized mean difference of girls in the stereotype
threat condition and girls in the control condition) ranged from a large effect in
the expected direction to a medium effect in the opposite direction. Combining
the information of all available stereotype threat experiments for school aged
girls yielded an average estimated effect size of 0.22 in the expected direction,
but also substantial heterogeneity in underlying effects (Flore & Wicherts, 2015).

3.1.4

Methodological considerations

Three methodological and statistical issues in the replicability debate (Asendorpf
et al., 2013) are particularly relevant for stereotype threat research: pre-registration, a priori power analyses and multi-level analysis. First, pre-registration has
received little attention in articles on stereotype threat (for exceptions see Finnigan and Corker, 2016, Gibson, Losee, and Vitiello, 2014, and Moon and Roeder,
2014). There are several upsides to pre-registered studies. Notably, when a study
is pre-registered it is easier to certify that statistically significant results were
actually based on a priori hypotheses and pre-specified analyses thereof. This
counters biases caused by hypothesizing after results are known (i.e., HARKing,
Kerr, 1998) and ad hoc analyses of the data that are focused on finding desirable
(usually significant) results (Wagenmakers et al., 2012; Wicherts et al., 2016).
Moreover, pre-registration ameliorates the effects of publication bias by assuring
publication of results regardless of the outcome.
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Second, it is crucial to conduct proper a priori power analyses. The samples of schoolchildren gathered in stereotype threat experiments are relatively
small and power analyses are not often reported (for exceptions, see Stricker and
Ward, 2004; Titze, Jansen, and Heil, 2010). Because the average effect sizes in the
field have consistently been shown to be small to medium, we suspect that many
stereotype threat studies reported in the past were underpowered, leading to
inaccurate effect size estimates without publication bias and inflated estimates
of effect sizes under various scenarios with publication bias. Prior power analyses enable informed decisions regarding the sample sizes needed for studying
relatively subtle effects.
Third, it is important to consider the clustered nature of data gathered in
schools in the analysis of the data from stereotype threat studies. An assumption
of common statistical techniques like AN(C)OVA or linear regression analysis is
the independence of observations. If students from the same classroom are included in the analysis, this assumption is likely violated. Positive dependencies
inflate Type I error rates if left uncorrected. Depending on the severity of the
violation, the effective sample size of the study will be lower than the observed
sample size (i.e., a larger intraclass correlation coefficient will lead to a smaller
effective sample size). Thus, the nested structure of the data requires a multilevel
analytic approach.
In the present study, we incorporated these three improvements. Our registered experiment is not designed to “prove” or “disprove” the general existence of the stereotype threat phenomenon, but rather to study the effects of a
common stereotype threat manipulation in the Dutch high school population in
actual classrooms. The Dutch are fairly regular in terms of gender stereotypes
(D. I. Miller, Eagly, & Linn, 2015) and studying stereotype threat in this context
contributes to much needed information about when and among which students
stereotype threat affects mathematics test performance. On top of that, we believe that the method we use (i.e., pre-registration, a priori power analysis, and
multilevel analysis when observations are dependent) could solve some existing
problems in the field if adopted in future stereotype threat studies.
In our registered study, we used materials and procedures that are commonly used in the stereotype threat literature. We used an experimental paradigm that involved both an explicit stereotype threat manipulation (Spencer et
al., 1999) and a control condition in which the negative stereotype was actively nullified (Smith & White, 2002). We selected a sample of high-achieving students, for which the effects of stereotype threat are expected to be strongest due
to higher levels of domain identification (Steele, 1997; J. R. Steinberg et al., 2012).
Moreover, in our study, boys and girls worked simultaneously on the mathematics test in regular classrooms. We did so because the presence of boys has been
found to yield larger decrements in girls’ mathematics test performance due to
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stereotype threat (Huguet & Régner, 2007). Our main hypothesis was to find an
interaction effect between stereotype condition and gender on the number of
correct questions on the math test. We expected a simple effect for girls, with
higher performance for girls in the safe control condition. Based on theory, we
had no specific expectation for the simple effects among boys.

3.2 Method
Participants
The participants were students attending the second year of Dutch high school
(typically 13 to 14 year olds), which is equivalent to the eighth grade in the USA
school system. We selected average to high achieving students by including classes from the second highest education level “Hoger Algemeen Voorgezet Onderwijs” (i.e., senior general secondary level, or HAVO) and highest education level
“Voorbereidend Wetenschappelijk Onderwijs” (i.e., pre-university secondary education, or VWO) in the Dutch high school system. In our pre-registered sampling
plan, we aimed to randomly select schools from a list of high schools offering
mixed classes of potential HAVO and VWO students in the Dutch provinces of
Noord-Brabant, Utrecht and Zuid-Holland. However, in practice we had to deviate from this plan, because a large portion of contacted schools (83.33%) declined to participate. After consultation, the editors and we agreed to use a convenience sample at the level of schools, instead of the random sample of schools
that we had hoped to select. Additionally, we included two schools outside of
our target provinces. Besides these two changes, our sampling plan followed the
pre-registration.
Principals of the schools were first contacted by e-mail. In cases where we
failed to receive a reply within a week, we contacted the schools by phone, followed by another email if needed. Whenever these three means of contacting
were unfruitful, we contacted other schools. Additionally, some schools were
contacted in a more informal manner, although we always asked for permission
of the principal. Once the principals of the schools agreed to participate, both
parents and students of HAVO/VWO classes in the school were asked a week in
advance to object if they did not want (their child) to participate. If the student
and/or the parents objected, that student was allowed to quietly work on his
or her schoolwork during data collection. Participating students were asked to
complete the entire set of materials during regular classes in regular classrooms.
We planned to sample schools until we had at least 946 girls in our sample (see
section Power for the specifics on this number). The ethics committee of Tilburg
School of Social and Behavioral Sciences approved our study (registration no.
EC-2015.53).
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Procedure
To heighten the chances of finding an effect, we chose an optimal implementation
of the experimental paradigm according to stereotype threat theory. Specifically,
we used an explicit threat manipulation, combined with a nullified threat control condition (Steele, 1997). Moreover, both boys and girls were present during
test-taking12 (Inzlicht & Ben-Zeev, 2000; Sekaquaptewa & Thompson, 2003)
and we selected classes consisting of average to high achieving students (Steele,
1997). Students received a bundle of materials in a closed envelope. The material
consisted of two parts: the first part contained the mathematics test including
an introduction in two versions that differed across conditions (an instruction
heightening stereotype threat in the experimental condition and a nullification
sentence in the control condition). The second part of the materials contained
background questions such as gender and age, the manipulation check, and several psychological scales. To assign students to conditions we used a within-cluster approach, i.e., students were individually randomly assigned to either the stereotype threat condition or the control condition within their class.
A female experiment leader13 who was blind to the condition the students
were in instructed students to first read the introduction carefully, to solve the
math problems and finally to fill out the questionnaire. We emphasized that it
was important that students would complete all questions in the bundle, but that
they could quit the experiment halfway by putting a mark on the first page. The
students were allowed 20 minutes to finish the test, and 10 minutes to finish
the questionnaire. The introduction started with the following piece of text [in
Dutch but translated here in English]: “With this mathematics test we want to
measure the ability level of high school students. This test has been used in the
past. It turned out that students with good grades on this test had on average
higher grades in high school and had a better chance to pass their final exam. We
would like to know how well high school students in the Netherlands perform
on this test.” In the stereotype threat condition the introduction continued with
“The most recent study carried out four years ago showed that boys and girls do
not perform equally well on this mathematics test. There was a difference in the
average grade on the test between boys and girls.” A similar explicit manipulation
has been successfully implemented in past studies (e.g., Delgado & Prieto, 2008;
Keller & Dauenheimer, 2003; Picho & Stephens, 2012). In the control condition
12 This was the case for the majority of classrooms. We encountered one classroom solely consisting of girls.

13 Although some studies suggest that math performance of women will deteriorate to a stronger degree when
male experiment leaders run the study (Marx & Roman, 2002), a recent meta-analysis showed that differences
in effect sizes between studies run by female experiment leaders and studies run by male experiment leaders
are negligible (Doyle & Voyer, 2016). Based on this finding we felt confident to have our study run by a female
experiment leader.
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the introduction continued with “The most recent study carried out four years
ago showed that boys and girls perform equally well on this mathematics test.
There was no difference in the average grade on the test between boys and girls.”
A similar nullified control condition has been successfully implemented in past
studies (e.g., Keller & Dauenheimer, 2003; Marchand & Taasoobshirazi, 2012;
Neuburger, Jansen, Heil, & Quaiser-Pohl, 2012). All instructions and materials
were in Dutch and are available on the OSF (https://osf.io/yt83j/).
To check whether the students read the introduction, we asked the students
to select among four options the correct year in which the mathematics test had
been studied before as written in the introduction of the test. The written instruction ended with a warning that students were not allowed to use a calculator. Additionally, students were informed that wrong answers would be punished
with a correction for guessing. This was done to induce a prevention focus, which
has been found to yield stronger stereotype threat effects (Keller, 2007b; Keller &
Bless, 2008; Ståhl, Van Laar, & Ellemers, 2012). Moreover, correction for guessing
was (until recently) routinely implemented in high stakes testing environments
like GRE testing (Educational Testing Service, 2016), and as such was expected to contribute to creating an atmosphere similar to real-life high-stakes testing. After all students finished reading the introduction and answered the check
question, the experiment leader gave them a sign to start working on the mathematics test. Students who finished the mathematics test early were instructed
to wait for a signal from the experiment leader, after which they were allowed
to continue with the second part of the study. In the second part of the study,
students first filled in their age, ethnicity (based on whether both parents were
born in the Netherlands or somewhere else), and gender. Subsequently they
were asked to answer the following question as a manipulation check: “Previously boys and girls performed equally on this mathematics test”, which was an item
in multiple-choice format that could be answered with either “yes, boys and girls
performed equally on this test”, “no, boys and girls did not perform equally on
this test” or “I don’t know”. This question was followed by the item “who do you
think usually performs better on mathematics tests like these? Boys or girls?”, on
which the students could answer by selecting one of the following options: “boys
get better grades on math tests”, “girls get better grades on math tests”, “boys and
girls get equal grades on math tests” and “I don’t know”. After answering these
manipulation checks, students finished the post-test questionnaire consisting of
four scales: gender identification, math anxiety and two scales of domain identification. After finishing those questionnaires, students were asked to hand in
their assessment enclosed in the envelope and to wait silently until everyone
was finished.
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Materials
The main dependent variable was the score on the mathematics test. We strived
to construct a mathematics test with desirable psychometric properties. Specifically, we included items with desirable item properties. To this end, we constructed a mathematics test consisting of 20 items selected from the 2003 TIMSS
study (M. O. Martin, Mullis, Gonzalez, & Chrostowski, 2004). This TIMSS study
involved large samples of eighth grade students from 48 countries, including the
Netherlands. We used reliably estimated item parameters based on this large international data set (M. O. Martin et al., 2004) to construct a test with items that
varied in difficulty and had relatively high discrimination parameters. The difficulty parameters of the selected items ranged from -0.174 to 1.157 in the overall
TIMSS sample. Our test consisted of 8 items in the content domain Geometry
and 12 items in the content domain Number. Because of the unavailability of the
2003 version (Annemiek Punter, Personal communication, September 14, 2015),
we asked two Dutch mathematics teachers with excellent English proficiency to
translate the items into Dutch. All items were multiple choice items with four or
five answer categories. To examine the moderating effect of test difficulty, we
split the mathematics test in an easy test consisting of the ten items with the
lowest item difficulty parameters, and a difficult test consisting of the ten items
with the highest item difficulty parameters (as estimated in the TIMSS sample).
In addition to this mathematics test participants filled out two scales assessing different dimensions of domain identification (12 items), a scale measuring
gender identification (4 items), and a scale measuring math anxiety (10 items).
These four constructs are considered as moderators of the stereotype threat effect among the girls. The first scale of domain identification measured the importance of mathematics according to the students (e.g., “I think mathematics will
help me in my daily life”). The second scale of domain identification measured
positive affect with regards to mathematics (e.g., “I enjoy learning mathematics”). Both scales were retrieved from the 2003 TIMSS study (M. O. Martin et al.,
2004). We slightly modified the gender identification scale used by Schmader
(2002) to fit the population of high-school students. The scale consisted of four
items (e.g., “being a girl/boy is an important part of my self-image”). Finally, we
used the Math Anxiety scale (Prieto & Delgado, 2007) to measure math anxiety
(e.g., “before taking a math exam I feel nausea”). Although this scale originally
contained 18 items, we created a shorter version to deal with time constraints
by selecting ten items with sufficient variance in the item difficulty parameters.
Answers to all scales were given on a five points Likert-scale ranging from does
not apply to me to does apply to me. The scales were translated into Dutch by the
first author, and those translations were checked for deviations from the original
by the third author.
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Pilot study
To ensure that the materials were appropriate for the targeted population we
conducted a pilot among 76 high school students from three classes of a school in
the province of Zuid-Holland (21 girls, 54 boys, 1 gender unknown). With these
pilot data, we checked whether floor or ceiling effects occurred, whether the
items had desirable psychometric properties, whether the time allotted for the
different parts of the study was sufficient, and whether instructions and manipulation checks were successful. For the pilot study we carried out the exact procedure as described above apart from three minor details.14 Scale analyses were
conducted using R packages “CTT” (Willse, 2014) and “Scale” (Giallousis, 2015).
The mean number of correct items on the math test was M = 12.41 out of 20
items (SD = 2.74), with individual scores ranging from 7 to 18. Of the 76 students,
96% answered the read check correctly and 74% answered the manipulation
check correctly. Scale reliability of the four psychological scales ranged from acceptable (Cronbach’s αtest anxiety= .68 and Cronbach’s αgender identification = .67) to good
(Cronbach’s αliking math= .82 and Cronbach’s αimportance math = .81). Three items of the
test anxiety scale showed item-rest correlations smaller than .30, and showed
Confirmatory Factor Analysis single factor loadings smaller than .30 (items 5,
7 and 8). We decided to replace the test anxiety scale with a math anxiety scale,
based on both psychometric arguments (i.e., reliability of the scale was somewhat low, some items showed low factor loadings) and theoretical arguments
(i.e., the math anxiety scale is more likely to moderate stereotype threat than
the test anxiety scale). The item-rest correlations for gender identification items
were all .30 or higher, as were the standardized factor loadings. Because the scale
analyses of the latter three scales showed satisfactory results we did not alter
these scales.
The times allotted for the mathematics test (20 minutes) and the questionnaire (10 minutes) were both sufficient. We experienced no problems with the
instructions in the pilot.

14 First, for the manipulation in the pilot we used the sentence “The most recent study carried out in 2012 showed
that boys and girls do not perform equally on this mathematics test”. To ensure the children read the manipulation carefully, we altered the manipulation for the main study to the sentence mentioned in the section Procedure. Second, we originally planned 25 minutes for the mathematics test, but most children were finished
before 20 minutes were up, and started to become restless. Therefore, we changed the amount of time for the
mathematics test to 20 minutes. Third, we used a test anxiety scale (Arvey, Strickland, Drauden, & Martin, 1990)
in our pilot as potential moderator, but replaced it with a math anxiety scale for the main study (Prieto & Delgado, 2007).
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Statistical analysis
Main analysis
In Figure 3.1 we present an overview of our planned analyses. For our main analysis, we first used an F-test to test for differences in mathematical performance
between the classes. If this F-test showed a p-value < .05 we planned to conduct a
multilevel analysis with the observed individual scores as first level and the class
level as the second level. Here we planned to use a random intercepts model,
with fixed slopes for the main effects and the interaction effect. We also planned
to include two second-level predictor variables: gender of the teacher (GT) and
class composition (CC), which was defined as the percentage of girls present in
the classroom. For individual i in classroom j, we defined the model as:

3

Level 1:
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 1: 𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚ℎ𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 + 𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � + 𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 �𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � + 𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 (𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 × 𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 ) + 𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 .

𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 + 𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖
�𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � +independent
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 �𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � +
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 (𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶the
𝐶𝐶𝐶𝐶 × 𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
1: 𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂
𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚
ℎ𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 =
2
𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 ) + 𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 .
We
assumed
that
the
scores
are
mutually
N(0,σ
). On
second
2
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 2: 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽00 + 𝛽𝛽𝛽𝛽01 �𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝑖𝑖𝑖𝑖 � + 𝛽𝛽𝛽𝛽02 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 � + 𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ,
𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ~𝑁𝑁𝑁𝑁(0, 𝜏𝜏𝜏𝜏𝜋𝜋𝜋𝜋0
)
level the model was defined as:
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽10
2
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽20𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 2: 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽00 + 𝛽𝛽𝛽𝛽01 �𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝑖𝑖𝑖𝑖 � + 𝛽𝛽𝛽𝛽02 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 � + 𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ,
𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ~𝑁𝑁𝑁𝑁(0, 𝜏𝜏𝜏𝜏𝜋𝜋𝜋𝜋0
)
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽30𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽10
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽20
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽30

run with the R-package lme4. In the case that the F-test
for the class effect would show a p-value > .05, we planned to ignore the nest𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶 𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚 =and
1 + to
𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶conduct
𝐾𝐾𝐾𝐾 − 1)
ed
structure,
a standard two-way ANOVA instead of a multilevel
𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾
analysis. As preregistered, all analyses were carried out thrice. First, we ran anal𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾 with the guess corrected score on the complete math test as the dependent
yses
|𝑋𝑋𝑋𝑋 − 𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
variable.
For the second analysis, we ran the analysis with the ten easiest ques> 2.24
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷
tions on the math test as dependent variable, and for the third analysis we used
|𝑋𝑋𝑋𝑋 − 𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
the
dependent
consisting of the ten most difficult questions. We used a
> variable
2.24
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷
𝜌𝜌𝜌𝜌�
guess correction based on formula scoring (Frary, 1988).
We expected a significant interaction between the stereotype threat con𝜌𝜌𝜌𝜌�
dition
and gender, with a smaller effect for the easy subtest than for the difficult
subtest. If this interaction was significant at α= .05 we planned to proceed to
an analysis of simple effects. We hypothesized that girls in the stereotype threat
condition would score lower on the mathematics test than girls in the control
condition, and planned to test this with a one-sided test at α= .05. We had no
hypothesis for the simple effects analysis for boys, thus we treated this analysis
as exploratory.
𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶 𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚
1 + 𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾 −were
1)
These=analyses
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Additionally, we registered to test multiple competing inequality and equality constrained hypotheses using the Bayes factor (Jeffreys, 1961; Kass & Raftery,
1995). Bayes factors have the advantages that they can be straightforwardly used
for simultaneously testing multiple (i.e., more than two) non-nested hypotheses
and that they allow one to quantify the evidence in the data in favor of a hypothesis (e.g., the null) relative to another hypothesis. These properties are not shared
by classical p-values. Table 3.1 presents our pre-registered competing hypotheses of interest.
Table 3.1
Name

Competing hypotheses Bayesian analysis.
Hypothesis

Description

No stereotype
H0: µthreat/girl = µcontrol/girl , µcontrol/boy = µthreat/boy Equality constraints on the means for conditions.
threat hypothesis
No constraints on the gender mean differences.

3

Stereotype threat H1: µthreat/girl < µcontrol/girl , µthreat/boy = µcontrol/boy For girls: mean in ST condition constrained to
hypothesis
be lower than in the control condition. For boys:
equality constraints on the means for conditions.
No constraints on the gender mean differences.

Stereotype threat H2: µthreat/girl < µcontrol/girl , µthreat/boy > µcontrol/boy For girls: mean in ST condition constrained to
and stereotype lift
be lower than in the control condition. For boys:
hypothesis
mean in ST condition constrained to be higher than
in the control condition. No constraints on the
gender mean differences.
Complement
hypothesis

Table 3.2

HC: Not H0, H1, or H2

The complement of the hypotheses described
above

Interpretation Bayes factors.

BFia

Evidence against Ha

1 to 3

Negligible

> 150

Very strong

3 to 20

20 to 150

Positive
Strong

Note. BFia = Bayes factor of inequality constrained hypotheses Hi against the null or complement
hypothesis Ha. Ha = null or complement hypothesis.

For the no stereotype threat hypothesis H0 we placed equality constraints on the
means for the conditions, while allowing the means on mathematical test scores
for boys and girls to differ. This no stereotype threat hypothesis could subsequently be compared to the stereotype threat hypothesis H1, and the stereotype threat
and stereotype lift hypothesis H2. Finally, we compared all of these hypotheses
with the complement hypothesis HC. To compare these hypotheses we used default
Bayes factor methodology of Mulder (2014), Gu, Mulder, Deković and Hoijtink
(2014), and Gu, Mulder, and Hoijtink (in press). In this methodology, the data
are implicitly split in a minimal fraction that is used for prior specification and a
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maximal fractional that is used for hypothesis testing (O’Hagan, 1995). Therefore
default Bayes factors can be used in an automatic fashion without needing to formulate prior distributions for the anticipated effects (Berger & Pericchi, 1996).
Our pre-registered interpretation of Bayes factors follows guidelines presented
in Kass and Raftery (1995) and is shown in Table 3.2.
Moderators
We considered two versions of domain identification, gender identification, and
math anxiety as potential moderators. The moderators were added separately to
the model tested in the section main analyses, which means we planned to test
three models. The moderator variable, the three-way interaction term (i.e., Condition x Gender x Moderator) and subsequent second order interaction terms
were added as first level predictors. All moderator variables were treated as continuous variables, and were grand-mean centered.
We pre-registered that a potential significant three-way interaction would
be followed by three analyses to inspect the interaction of condition and gender
on the number of correctly answered mathematics items separately for students
with low scores on the moderator (one standard deviation below the mean), average scores on the moderator (the mean), and high scores on the moderator
(one standard deviation above the mean). In cases of a significant Condition x
Gender interaction, we planned to proceed to simple effects to inspect the effect
of condition for girls and boys separately. Finally, if more than one moderator
variable would show a significant three-way interaction, we planned to run a
final model with all of those variables included.

Power
Because the main focus of this registered report is to replicate the stereotype
threat effect, we conducted a power analysis for the interaction effect and the
simple effect for girls. Moreover, we conducted a power analysis for the moderating variables. All power analyses were carried out with G*Power 3.1.3 and with
the goal to obtain a power of at least .80 for all analyses.
For the interaction effect we used the information from the largest stereotype threat study administered in high schools that we are familiar with (Stricker
& Ward, 2004). In this sample, the effect size η2interaction was larger than .05, but
smaller than .10. A power analysis with η2=.05 indicated that we would need
a total sample size of 152. Subsequently to find an effect size of d = 0.30 in the
analysis of simple effects (one-sided) for girls we would need 278 participants.
We selected this effect size because we took precautions to maximize the effect
(e.g., select average to high achieving participants, have members of the other sex
present, construct a difficult test), leading us to expect a somewhat larger effect
than the averaged effects of the meta-analyses.

3
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𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖++𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖
�𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
� +𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖
�𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
� +𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖
(𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿1:1:𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂
𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚
𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚
𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖
�𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖 �𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 +
�𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
(𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶
𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶××𝐺𝐺𝐺𝐺
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
ℎ𝑖𝑖𝑖𝑖ℎ𝑖𝑖𝑖𝑖 𝑖𝑖𝑖𝑖=
𝑖𝑖𝑖𝑖 =
𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 +
𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 �

Due to the nested structure of the data we expected the observations within
classes not to be completely𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
independent,
meant
that
these
analy2𝜏𝜏𝜏𝜏 2 )
𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖==𝛽𝛽𝛽𝛽00
𝛽𝛽𝛽𝛽00+which
+𝛽𝛽𝛽𝛽01
𝛽𝛽𝛽𝛽01
�𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺
� + 𝛽𝛽𝛽𝛽 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶
�𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶
� + 𝑂𝑂𝑂𝑂, , power
~𝑁𝑁𝑁𝑁(0,
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 2:2:𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖
�𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺
𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖
~𝑁𝑁𝑁𝑁(0,
𝜏𝜏𝜏𝜏𝜋𝜋𝜋𝜋0
)
𝜋𝜋𝜋𝜋0
𝑖𝑖𝑖𝑖 �𝑖𝑖𝑖𝑖 + 𝛽𝛽𝛽𝛽0202
𝑖𝑖𝑖𝑖 �𝑖𝑖𝑖𝑖 + 𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖0𝑖𝑖𝑖𝑖
ses are too liberal. We corrected
for
this
dependency
by
multiplying
the
needed
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖==𝛽𝛽𝛽𝛽10
𝛽𝛽𝛽𝛽10
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖
sample size under the assumption
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖==𝛽𝛽𝛽𝛽20
𝛽𝛽𝛽𝛽20of independent observations with the design
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖
effect. To calculate the design
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖=effect,
=𝛽𝛽𝛽𝛽30
𝛽𝛽𝛽𝛽30 we used the following formula in which K
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖
is the number of classes, is the number of children within class K and ρ is the
intraclass correlation (ICC).
𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚==1 1++𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶
𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶
𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚
−−1)1)
𝐾𝐾𝐾𝐾 𝐾𝐾𝐾𝐾

3

We assumed that ρ=.10 and𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾 =25. This will lead to a design effect of 3.4. Therefore, to obtain enough power for the simple effects analysis we multiplied the
calculated sample size (i.e. 278 girls) by 3.4, leading to a required sample of 946
𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
|𝑋𝑋𝑋𝑋|𝑋𝑋𝑋𝑋−−𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
girls. Because we did not expect
a difference
in mathematics scores between the
2.24
>>2.24
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷
experimental and control conditions for boys, there was no need to conduct a
power analysis for these simple effects. Hence, we simply sampled schools until
�
we obtained enough girls in𝜌𝜌𝜌𝜌� 𝜌𝜌𝜌𝜌our
sample, while also measuring boys because the
theory stipulates no effect for them, and because it is crucial to have boys present
during the testing of the girls.
We also calculated total required sample sizes (i.e., girls and boys together)
to test the three-way interactions by means of a F-test in the context of multiple
linear regression for the moderator variables domain identification and math
anxiety. A power analysis for the three-way interaction of moderator variable
domain identification (R2change = .05, retrieved from Steinberg et al., 2012) showed
that 152 students were required, whereas a power analysis for the three-way
interaction of moderator variable math anxiety (η2partial = .02 retrieved from Delgado & Prieto, 2008) showed that 387 students were required. Taking the nested
data into account, we found the need for a maximum of 1,316 students (i.e., 387
students times 3.4). Because we planned to sample schools until we acquired
946 girls in our sample, we expected to end up with a total sample size larger
than 1,316. This guaranteed adequate power for the tests of the three-way interaction for variables domain identification and math anxiety. For the variable
gender identification we could not find a useful effect size estimate of the threeway interaction in the literature, which rendered a well-informed power analysis
problematic. We assumed the effect size of the three-way interaction for gender
identification to not be much smaller than the three-way interactions of domain
identification and math anxiety, which meant the power of this particular test
would be sufficient with a sample consisting of 946 girls and a similar number of
boys. Taken together, this made our registered study the largest gender stereotype threat experiment in class settings to date.
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Handling missing data
As pre-registered, missing data were handled as follows. First, we removed participants list-wise who quit the experiment partway through, because those
missing values do not give us any information about the mathematics ability of
the participants. Second, we wanted to mirror a regular testing session, thus if
a participant failed to fill in a (few) item(s) on the mathematics test those items
would be classified as a wrong answer for that participant. Participants who
skipped more than 30% of the mathematics test were removed list-wise. If we
encountered missing values on the covariates we removed participants from the
analyses of that particular moderating variable. Moreover, we anticipated three
circumstances in which data from specific classes would be worthless. First, we
planned to drop classes in which the students were making noise during test
administration, based on an assessment that the majority of students in a class
were talking for more than 2 minutes during test administration. Second, we
planned to drop classes in which more than 50% of the students failed to com3
plete the entire set of materials,
because either the material was too difficult for
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 1: 𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚ℎ𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 + 𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑂𝑂𝑂𝑂𝐶𝐶𝐶𝐶𝑚𝑚𝑚𝑚𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � + 𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 �𝐺𝐺𝐺𝐺𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 � + 𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 (𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶
this class or the students collectively failed to make a serious effort to complete
the materials. Third, we planned not to take data into account of students who
2
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿
2: 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 =late,
𝛽𝛽𝛽𝛽00 +because
𝛽𝛽𝛽𝛽01 �𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝑖𝑖𝑖𝑖 � +they
𝛽𝛽𝛽𝛽02 �𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶
𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ,
𝑂𝑂𝑂𝑂0𝑖𝑖𝑖𝑖 ~𝑁𝑁𝑁𝑁(0,
)
entered the class more than five
minutes
then
need
to 𝜏𝜏𝜏𝜏𝜋𝜋𝜋𝜋0
𝑖𝑖𝑖𝑖 � +would
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 them
= 𝛽𝛽𝛽𝛽10 a disadvantage on the mathematics test.
rush through the material, giving
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽20
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽30

Handling outliers and sensitivity analyses
We planned to carry out a set of sensitivity analyses to be included in Appendix A.
First, we checked for robustness by removing outliers based on the Median Absolute Deviation (MAD)-median
rule (Wilcox, 2012). We subtracted the median
𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶 𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚 = 1 + 𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾 − 1)
score of all observations, to obtain the median of those new scores (MAD). The
MADN was then calculated by dividing the MAD by 0.6745. An observation then
𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾
was flagged as an outlier if it exceeded
the following cut-off rule:
|𝑋𝑋𝑋𝑋 − 𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
> 2.24
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

Observations flagged as outliers𝜌𝜌𝜌𝜌� were removed from the data set only for the sensitivity analyses. Because all of our important variables are based on sum scores
of scales we did not anticipate many outliers (Bakker & Wicherts, 2014).
In our second set of registered sensitivity analyses aimed at checking for
robustness, we removed all participants who incorrectly answered the manipulation check and/or the read check, and reanalyzed the remaining data.
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3.3 Results

3

Participants
Data were gathered between September 30, 2016 and March 28, 2017 at 21
Dutch high schools. The data were from 86 classes and included a total of 2,126
students, typically aged either 13 or 14 (M = 13.39, SD= 0.62). Due to a low response rate at the level of schools (16.67% of the original sample of schools
participated), we deviated from our registered sampling strategy and collected
a convenience sample. The schools we visited were situated in the provinces
of Zuid-Holland (4 schools), Noord-Brabant (12 schools), Utrecht (3 schools),
Gelderland (1 school) and Overijssel (1 school). We visited 35 VWO classes (the
highest level of education in the Netherlands), 41 HAVO classes, and 10 HAVO/
VWO mixed classes. Gathering of the data took six months instead of the planned
three months. These changes in sampling strategy were needed to obtain a sufficiently large data set. Changes were discussed and approved by the editor of
CRSP. In the discussion section, we will consider how these alterations in design
could have influenced the results.
As decided a priori, we removed students having more than 30% missing
data on the math test. This left us with data from N = 2,067 students. Three more
students were removed because they did not mark their gender, so our final data
set consisted of N = 2,064 students. Because students were usually quiet during
test administration and classes were never late, we did not need to remove entire
classes. Some classes were somewhat noisy or appeared less concentrated, and
some students appeared not to take the study seriously by looks of their booklets (e.g., showing very clear aberrant answering patterns on the math test like
aaaaa9aaaaaaaaaaaaaa, or making remarks in the comment section that implied
they did not take the test seriously). In the section exploratory analyses, we report results after removing data from these students and classes.
Descriptives
For boys and girls in both conditions, Table 3.3 provides the means, standard deviations and sample sizes for the main dependent variable guess corrected math
performance, and for sum scores on the moderators math anxiety (scale ranging
from 10-50), domain identification (scale ranging from 12-60) and gender identification (scale ranging from 4-20). Moreover, this table includes the number
correct, the number of items unanswered on the math test, and accuracy score
(the number correct divided by the number attempted) to give a complete overview of math test performance. Note that scores on the math anxiety scale were
low on average, and positively skewed. Scores on the domain identification scale
were below the midpoint of the scale as well.
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Table 3.3
Averages and standard deviations for math performance (scored in several ways), missing
values, and scales Math anxiety, Domain identification and Gender identification.
Guess
corrected

Number
correct

Accuracy

Missing

M.A.

N

Mean
(SD)

N

Mean
(SD)

N

Mean
(SD)

Girls-ST

9.10
(3.91)

510

11.41
(3.10)

510

0.60
(0.15)

510

0.87
(1.59)

510 19.45 505 33.90 493 12.73 494
(8.41)
(8.88)
(2.72)

Boys-ST

10.63
(3.99)

519

12.67
(3.13)

519

0.65
(0.16)

519

0.51
(1.21)

519 17.09 513 35.96 503 13.67 503
(7.82)
(8.86)
(2.93)

Boys-C

9.31
(3.93)
10.71
(3.97)

526
509

11.61
(3.12)
12.72
(3.13)

526

0.60
(0.15)

509

0.65
(0.15)

526
509

0.70
(1.45)

Mean
(SD)

N

Mean
(SD)

G.I.

Mean
(SD)

Girls-C

N

D.I.

N

Mean
(SD)

N

526 18.98 522 34.12 509 12.86 511
(8.27)
(8.50)
(2.80)

0.58
(1.28)

509 16.74 503 35.64 496 13.23 485
(7.73)
(9.24)
(2.91)

Note. ST = Stereotype Threat condition, C = Control condition, M.A. = Math anxiety, D.I. = Domain
identification, G.I. = Gender identification.

Table 3.4

3

Proportions of stereotypes held by boys and girls.
Which group usually performs better on math tests?

Group
Boys
Girls

Table 3.5

Cohen’s d
STgirls-Cgirls
(95% C.I.)
Cohen’s d
STboys-Cboys
(95% C.I.)
Cohen’s d
Girls-Boys
(95% C.I.)
Glb

Cronb. α

Skewness
Kurtosis

Boys are better

Girls are better

.32

Boys and girls are equally good

.27

.19

Don’t know/missing

.28

.32

.13

.34

.14

Cohen’s d, Cronbach’s α, greatest lower bound, skewness and kurtosis.
Guess
corrected

Number
correct

Accuracy

M.A.

D.I.

G.I.

-0.05
(-0.18;0,07)

-0.07
(-0.19;0.06)

-0.03
( -0.15; 0.09)

0.06
(-0.07; 0.18)

-0.03
(-0.15;0.10)

-0.05
(-0.17; 0.07)

-0.37
(-0.46;-0.28)

-0.38
(-0.48;-0.29)

-0.35
(-0.44;-0.35)

0.29
(0.20;0.37)

-0.20
(-0.29;-0.11)

-0.23
(-0.14; -0.32)

-

.59

.92

.86

-0.02
(-0.14; 0.10)

-

-0.19
2.58

-0.02
(-0.14;0.11)

.66

-0.19
2.55

-0.03
( -0.15; 0.09)

-

-0.24
2.61

0.05
(-0.08; 0.17)

.93

1.33
4.50

0.03
(-0.09;0.16)

.91

0.07
2.60

0.15
(0.02; 0.27)

.67
.55

-0.06
3.32

Note. M.A. = Math anxiety, D.I. = Domain identification, G.I. = Gender identification. The greatest lower
bound (glb) is calculated as the maximum value of three different estimation methods of the greatest
lower bound with package “psych” in R.
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However, the large scale TIMSS 2003 survey showed that such scores below the midpoints of the relevant scales are also common for Dutch students
in TIMMS (Martin, Gonzalez, & Chrostowski, 2003). As such, low scores on the
current domain identification scale are not out of the ordinary. Table 3.4 reports
the proportions of gender stereotypes held by boys and girls, pooled over experimental conditions. For boys, the option “boys are better” was most popular, but
the proportions for “girls are better” and “equally good” were selected almost as
often. For girls, the most popular statement was “equally good” closely followed
by “girls are better”, whereas a much smaller group of girls selected “boys are
better”. Cronbach’s alpha for all scales and the math test are reported in Table
3.5, together with effect size Cohen’s d to illustrate differences between groups.
Reliabilities for the scales were acceptable (gender identification) to high (domain identification, math anxiety). The lower reliability estimate of the scale gender
identification is probably due to the (short) length of the scale. Moreover, a considerable number of students indicated that they found the gender identification scale
somewhat confusing, so we will be cautious with the interpretation of results with
this scale. In Appendix A, we fitted a graded response model to the three psychological scales to assess the psychometric qualities of those scales in more detail. Reliability of the math test might be compromised due to the relative homogeneity of
the sample (as we tried to select a group of highly identified students).15 A more detailed study of the psychometric qualities of the math test is reported in Chapter 5.

3

Main analyses

Manipulation check
Overall, 91% of the students answered the read check correctly (“In what year
was this mathematics test studied before?”), indicating that a large majority of
the students read the introduction to the math test. Moreover, 84% of all students
answered the manipulation check correctly (“Did boys and girls perform equally
on the math test?”). The option “yes, there were differences between boys and
girls” was selected more often by students in the ST condition (N = 834) than
students in the control condition (N = 41), and the option “no, there were no differences between boys and girls” was selected more often by students in the conWe can calculate a disattenuated effect size taking this low reliability estimate of the test into account
15 We can calculate a disattenuated effect size taking this low reliability estimate of the test into account (Hedges
(Hedges & Olkin, 1985), comparing math performance of girls in the stereotype threat condition to
& Olkin, 1985), comparing math performance of girls in the stereotype threat condition to performance of girls
performance of girls in the control condition. This would lead to a disattenuated stereotype threat effect
in the control condition. This would lead to a disattenuated stereotype threat effect size of.

1

size of d =

d

ρ ( y , y ')

=

− 0.07
= −0.09 . This does not change our conclusion that the stereotype
. This does not change our conclusion that the stereotype threat effect in our
.59

very
small.is very small.
threat sample
effect inisour
sample
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𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 1: 𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝑂𝑂𝑂𝑂 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚ℎ𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 = 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖

trol condition (N = 898) than students in the ST condition (N = 72, χ2(1)=1,418.4,
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 2: 𝜋𝜋𝜋𝜋0𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽00 + 𝛽𝛽𝛽𝛽01 �𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝐺𝑖𝑖𝑖𝑖 � +
p < .001; students who answered “Don’t know” (N = 205) or failed to answer
𝜋𝜋𝜋𝜋1𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽10
this question (N =14) were excluded from this analysis). In the section
sensitivity
𝜋𝜋𝜋𝜋2𝑖𝑖𝑖𝑖 = 𝛽𝛽𝛽𝛽20
analyses we consider the influence on our main results after removing
𝜋𝜋𝜋𝜋3𝑖𝑖𝑖𝑖 =students
𝛽𝛽𝛽𝛽30
who incorrectly answered the read check and/or the manipulation check.

Frequentist approach
𝐷𝐷𝐷𝐷𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐷𝐷𝐷𝐷𝐶𝐶𝐶𝐶 𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝐿𝐿𝐿𝐿𝑒𝑒𝑒𝑒𝑚𝑚𝑚𝑚
A first analysis showed that there are significant differences between
class-= 1 + 𝜌𝜌𝜌𝜌(𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾 − 1)
es in guess corrected math performance (F(85, 1,978) = 6.847 , p < .001). Because
of these differences (and following our pre-registration) we used𝐶𝐶𝐶𝐶𝐾𝐾𝐾𝐾multi-level
analysis instead of a standard 2x2-ANOVA.
We carried out a sequential multilevel regression analysis, in which we
− 𝑀𝑀𝑀𝑀𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿|
added (clusters of) variables in a stepwise fashion. The model that|𝑋𝑋𝑋𝑋includes
all> 2.24
variables equals the model we pre-registered. The results are given in 𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷
Table 3.6.
The random intercept model highlights considerable variation due to differences
3
between classes, with a sizable intraclass correlation coefficient of 𝜌𝜌𝜌𝜌� = .192.
Adding gender as a predictor variable resulted in a better model compared to
the random intercept model, pointing to a significant gender gap with boys outscoring girls. Adding the main effect of stereotype threat (Model 2), the interaction effect
of gender and stereotype threat (Model 3), and the class level variables gender of
the present teacher and proportion of boys in the classroom (Model 4) did not result
in a significant improvement in model fit. Fit criteria AIC and BIC were lowest for
Model 2, thereby confirming that the model with only gender showed the best fit.
To see whether students performed differently on the difficult or easy
items, we ran the same models using the (guess corrected) easiest ten items, and
the most difficult ten items (guess corrected). We observed the same pattern of
results when we solely analyzed the easy items, and when we solely analyzed the
difficult items, i.e. Model 2 showed the best fit. The results of these analyses can
be found in Table B1 in Appendix B.
Bayesian approach
We calculated approximated adjusted fractional Bayes factors to quantify the evidence for the four competing hypotheses in Table 3.1. Parameters were estimated in R package “lme4”, taking the multilevel structure of the data into account.
No other variables were included in this model. Approximated adjusted fractional
Bayes factors were calculated in software package BaIn (Gu et al., in press), and
they are reported in Table 3.7. Note that BaIn provides Bayes factors for each of the
four hypotheses against an unconstrained (reference) hypothesis, denoted by Hu.
Subsequently using the transitivity property of the Bayes factor, these Bayes factors
were used to compute the Bayes factors between key hypotheses H0, H1, H2, and
Hc. We found most evidence for the specified null hypothesis H0 that a stereotype
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Table 3.6
Main analyses: Fit measures, deviance, unstandardized regression coefficients and variance components for models without moderators.
Fixed effect

M0

Intercept

M1

Intercept

M2

3

Gender

Intercept
Gender

M3

ST

Intercept
Gender
ST

M4

STxGender
Intercept
Gender
ST

STxGender

Prop. gender

Gender teacher.d1
Gender teacher.d2

Coefficient
(S.E.)

Random part

t

9.97
(0.20)

48.74

Level 2 variance

10.73
(0.22)

48.70

Level 2 variance

-1.52
(0.16)
10.76
(0.23)

45.96

-0.06
(0.16)

-0.39

Deviance
(Dp-Dc)
(df)
Var.
comp.

11312.1

11318.1 11335.0

3.07

11226.8
(85.3)*
(1)

11234.8 11257.4

11226.7
(0.1)
(1)

11236.7 11264.8

11226.4
(0.3)
(1)

11238.4 11272.2

11224.8
(1.6)
(3)

11242.8 11293.5

13.00

-9.33

Level 1 variance

12.45

-1.52
(0.16)

-9.34

Level 1 variance

12.45

10.80
(0.25)

43.63

Level 2 variance

3.07

-1.60
(0.23)
-0.14
(0.22)

-7.07

12.44

0.16
(0.31)

-0.64

Level 1 variance

0.51

3.07

10.10
(0.71)

14.18

Level 2 variance

3.01

-1.61
(0.23)
-0.14
(0.22)

-7.11

12.44

0.16
(0.31)

-0.64

Level 1 variance

0.51

0.92
(1.26)
0.38
(0.42)
0.95
(1.41)

BIC

3.04

Level 1 variance

Level 2 variance

AIC

0.73
0.90
0.68

Note. AIC = Akaike Information Criterium. BIC = Bayesian Information Criterium, ST = Stereotype
Threat, Var. comp. = Variance component, M0 = Model 0. Gender is dummy coded with males being
the reference group. ST is dummy coded with the control group being the reference group. Gender
of the teacher is dummy coded, with male teachers being the reference group, dummy 1 for female
teachers and dummy 2 for both female and male teachers. The difference in deviance between the
previous model (Dp) and the current model (Dc) is given in brackets, and is χ2distributed. Models are
fit with Maximum Likelihood estimation.
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Bayes factors for competing hypotheses.

H0
(No threat hypothesis)

Hu

H0

H1

H2

HC

BF(H0, Hu)=
563.080

-

BF(H0, H1) =
28.177

BF(H0, H2) =
1,144.472

BF(H0, HC) =
481.677

BF(H2, H1) =
0.025

-

H1
BF(H1, Hu)=
(Stereotype threat hypothesis) 19.984
H2
BF(H2, Hu)=
(Stereotype threat and stereo- 0.492
type lift hypothesis)
HC
(Complement hypothesis)

Note. BF = Bayes Factor.

BF(HC, Hu)=
1.169

BF(H1, H0) =
0.035

-

BF(HC, H0) =
0.002

BF(HC, H1) =
0.058

BF(H2, H0) =
0.001

BF(H1, H2) =
40.618

BF(H1, HC) =
17.095

BF(HC, H2) =
2.376

-

BF(H2, HC) =
0.421

threat does not exist. Comparing H0 to the competing hypotheses H1, H2, and Hc
showed clear support for the former hypothesis. There is strong evidence for H0
(i.e., the null hypothesis of no threat effect) against H1 (i.e., the stereotype threat hypothesis) and very strong evidence for H0 against H2 (i.e., the stereotype threat and
stereotype lift hypothesis) and for H0 against Hc (i.e., the complement hypothesis).
Assuming equal prior probabilities for the hypotheses (i.e., hypotheses
are equally likely a priori), we calculated posterior probabilities: P(H0|x) = .963,
P(H1|x) = .034, P(H2|x) = .001, and P(Hc|x) = .002, which can be interpreted as the
probabilities that a hypothesis is true after observing the data. Similarly, as with
the Bayes factors, the posterior probabilities show strong evidence in favor of the
null hypothesis of no stereotype threat effect in these data.

Moderators
For all three moderators (math anxiety, domain identification, and gender identification) we carried out a series of multilevel analyses, starting with a simple random intercept model, to which we added the following terms in a stepwise fashion: (Model1) the moderating variable, (Model2) gender, (Model3) experimental
condition, (Model4) two-way interaction effect ST x gender, (Model5) three-way
interaction ST x gender x moderator, including all possible two-way interactions,
(Model6) gender of the teacher and proportion of girls in the classroom. Table
3.8 provides model comparison and fit indices.
Table 3.8 shows that adding math anxiety to the model improved fit. Subsequently adding gender to the model improved fit as well. Adding more variables
such as the experimental condition or the interactions did not improve fit. In Table 3.9 we report regression parameters for the best fitting model per moderator
variable. We still see a negative effect of gender, indicating that (controlled for
math anxiety) girls performed worse on the math test than boys, and a negative
linear effect of math anxiety indicating that (controlled for gender) higher scores
on math anxiety were associated with lower scores on the math test. The same
pattern emerged for domain identification; adding domain identification to the
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Table 3.8
Main analyses: Fit statistics and model comparison for moderating variables and stereotype threat.
Math
Anxiety

Model 0
(random intercept)

p

-

-

89.07
(1)

Model 3
(ST condition)

0.03
(1)

Model 4
(STxGender)

3

χ2
(df)

Model 1
(moderator)
Model 2
(Gender)

Model 5
(STxGenderxmoderator)

70.00
(1)
0.49
(1)
3.60
(3)

Model 6
(class-level
predictors)

Domain
identification

2.18
(3)

AIC

BIC

11199 11216

Gender
identification

χ2
(df)

p

-

-

AIC

BIC

χ2
(df)

p

-

-

10953 10970

<.001 11112 11134 185.10 <.001 10770 10792 1.79
(1)
(1)

.18

AIC

BIC

10933 10950
10933 10956

<.001 11044 11072 66.28 <.001 10705 10733 82.00 <.001 10853 10881
(1)
(1)
.86

11046 11079

0.56
(1)

.45

10707 10740 0.01
(1)

.92

10855 10889

.31

11050 11106

5.66
(3)

.13

10709 10765 3.15
(3)

.37

10860 10916

.49

.54

11047 11086

11053 11126

0.36
(1)
1.29
(3)

.55

.73

10708 10748 0.12
(1)

.73

10714 10786 1.66
(3)

.64

10857 10896

10864 10937

Note. AIC = Akaike Information Criterium. BIC = Bayesian Information Criterium.
Table 3.9

Unstandardized regression coefficients for models with moderators estimated with ML.
Math
anxiety

Domain
ident.

Fixed
effect

Random
effect

Fixed
effect

t

Variance
comp

Coef.
(S.E.)

Intercept

10.63 48.55 Level 2
(0.22)

3.04

Gender

-1.36
(0.16)

Coef.
(S.E.)

Moder.

-0.09
(0.01)

-8.44 Level 1
-8.44

11.96

Gender
ident.
Random
effect

Fixed
effect

t

Variance
comp

Coef.
(S.E.)

10.63 50.11 Level 2
(0.21)

2.83

0.12 13.32 Level 1
(0.01)
-1.30 -8.21
(0.16)

11.30

Random
effect
t

Variance
comp

10.74 48.54 Level 2
(0.22)

3.05

0.01 -9.15 Level 1
(0.03)
-1.52
(0.17)

0.29

12.45

Note. Moder. = moderator, Coef. = unstandardized regression coefficient, Domain ident. = Domain
identification, Gender ident. = Gender Identification, Lvl =Level.

random intercept improved fit, and subsequently adding gender to the model
improved fit as well. In this model, gender continued to be a significant predictor,
indicating that (controlled for domain identification) girls performed worse on
the math test than boys, and a positive linear effect of domain identification indicating that (controlled for gender) higher scores on domain identification were
associated with lower scores on the math test. For the variable gender identification, the pattern was different: including gender identification did not improve
fit, whereas adding gender to the model did increase model fit.
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Because none of the interaction effects of the moderators with the experimental condition and gender were significant, this concludes the main analyses
as we described them in our pre-registration. In Appendix A, we present a final
model in which we included math anxiety, domain identification and gender and
their interaction terms as predictor variables. To ensure valid inferences from
this model, we checked and reported results on model assumptions as described
by Snijders and Bosker (2012) in Appendix A as well.
In sum, these moderator analyses offered no clear evidence that the effects
of stereotype threat were moderated by domain identification, math anxiety, or
gender identification.

Sensitivity analyses
In the first round of sensitivity analyses we removed all students who either
answered the read check or the manipulation check incorrectly. In total 1,596 students remained in this analysis. We re-analyzed the main analyses (i.e., fitting the
four models to test the overall effect of ST with all items analyzed), and the three
moderator analyses. The results of the main analysis were unchanged in this sensitivity analysis. Specifically, we still found a gender gap favoring males, and Model 2
turned out to fit the data the best. Results of this sensitivity analysis using this adjusted data set corroborated results from the regular moderator analyses for all three
moderators (Tables with model comparison statistics are included in Appendix B).
For the second set of sensitivity analyses we calculated outlying scores for all the
scales we used as moderator variables (i.e., math anxiety, domain identification and
gender identification) according to the MAD-Median rule as we pre-specified in the
methods section. We repeated the moderator analyses without outlying scores on
that particular moderator. Again, those analyses corroborated the results from the
main analyses (Tables with model comparison statistics are included in Appendix B).
In registered reports, researchers make decisions regarding the analyses a
priori, but unanticipated issues might emerge during the study. We explored the
influence of several variables we did not include in our pre-registration, and provide these results in Appendix A. Including these variables or altering variables
(e.g., education level, type of class, presence of the teacher, different scoring of the
domain identification scale, different scoring rules for the math test, linear effect of
time) did not yield novel important insights. Unsurprisingly, we found that education level of the class predicted math performance. Since these analyses capitalize
on chance, their results do not carry the same weight as those from the confirmatory analyses. We do believe these analyses are useful to demonstrate the robustness of the results. We shared all used scripts on OSF (https://osf.io/yt83j/).16
16 Because of privacy issues, we were not allowed to publish the full data. These data are available upon request.
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3.4 Discussion

3

In this high-powered stereotype threat study, we investigated whether a common stereotype threat manipulation influenced the mathematical test performance of girls and boys in Dutch high schools. Through a series of analyses, we
conclude that our data show no evidence of performance decrements due to the
stereotype threat manipulation. A series of sensitivity analyses supports the robustness of our findings. Based on approximated adjusted fractional Bayes factors we conclude that we find strong evidence in favor of the null hypothesis of
no stereotype threat when compared to the stereotype threat hypothesis, the
stereotype threat/stereotype lift hypothesis, and the complement hypothesis.
We found sizeable variation in performance between classes, partly due to the
fact that we tested classes from the highest educational level (VWO), the second
highest educational level (HAVO) and mixed educational levels (HAVO/VWO).
Furthermore, we found that variables domain identification and math anxiety
were all significant predictors of math ability. Additionally, we found a gender
gap on the on math test, with boys outperforming girls. A final model included
in Appendix A describes the interaction effects between the three predictors. Because we did not preregister this model, and the model goes beyond the scope
of this chapter (i.e., studying stereotype threat effects), we did not discuss it in
more detail. Although individual differences in domain identification, math anxiety, and gender identification were expected by theory to affect susceptibility
to stereotype threat, we failed to find evidence that these variables moderated
stereotype threat effects in the current data.
There are several potential explanations for the lack of a stereotype threat
effect in our sample. We now discuss several potential explanations for this,
based on whether effects generalize over units (participants), treatment variations, outcome measures, and settings (e.g., Shadish, Cook, & Campbell, 2002).
First, our current sample of high school students might not be representative of the wider population of high-performing high school students in the
Netherlands. Because circumstances forced us to use convenience sampling instead of random sampling, our sample might not be completely representative
of the population of students we wanted to study (we defined our original population as all HAVO/VWO students from schools with mixed HAVO/VWO classes
in the provinces Utrecht, Zuid-Holland and Noord-Brabant). For instance, 11 of
the schools were situated in villages, and only 10 were situated in (overall small
to medium sized) cities. Because large cities are underrepresented in our sample, and schools situated in cities probably educate students with more diverse
(ethnic) backgrounds, this might have led to selection bias. However, in gender
stereotype threat studies, students from a minority backgrounds are often removed from the analyses, using the argument that the gender gap in mathemat-
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ics appears only for Caucasian students (e.g., Johns et al., 2005). If anything, the
lack of diversity should boost a stereotype threat effect instead of suppressing it.
We sampled from a range of schools from different parts of the country. Given the
relative homogeneity of quality and curricula across schools in the Netherlands,
we used a reasonably broad sample that does attest to the generalizability of the
stereotype threat effect across the Netherlands.
Second, it is possible that the students in our sample lack characteristics
that are needed for stereotype threat to occur, including the belief in gender stereotypes or identification with the math domain. It might be that a large share
of students in our sample did not believe the stereotype that boys are typically
better in mathematics than girls. When we inquired whether boys or girls usually performed better on math tasks, only a small portion of the girls answered
that boys appeared to be better. However, re-analyzing the data for girls who believed that boys usually outperform girls did not change the results. Moreover,
past research showed that even in the absence of explicit stereotypical beliefs
amongst 13-year-old students, stereotype threat effects can be found (Muzzatti
& Agnoli, 2007). Steele (1997) remarked that students do not need to believe
the stereotype themselves for stereotype threat to occur. Additionally, although
we selected high-performing high school students, not all students might have
been highly identified with the math domain. Yet, when we added a three-way
interaction (gender x stereotype threat x domain identification) we found no evidence for a stronger stereotype threat effect for students that scored higher on
the domain identification scale. Moreover, re-analyzing a subset of students that
were highly math identified did not result in a stereotype threat effect either (see
Appendix A).
Third, our chosen manipulation of stereotype threat could have been ineffective. However, we used a manipulation that had been commonly (and successfully) used in previous stereotype threat studies (e.g., Keller & Dauenheimer,
2003; Picho & Stephens, 2012; Spencer et al., 1999). Our manipulation check
showed that most students read and remembered the description of the math
test, and when we removed students that answered the manipulation check incorrectly the results did not change substantively. As such, we have little reason
to doubt the effectiveness of the manipulation.
Fourth, there might be issues with outcome measure used in our study. It
could be that the selected math test did not elicit any threat, for instance because
the wrong types of items were used or because the test was too easy. However,
we selected math items from TIMSS 2003, which is a math test that has been
used before in stereotype threat testing in which stereotype threat effects were
found (Keller, 2007a; Keller & Dauenheimer, 2003). We carefully selected a set of
geometry items on purpose because women tend to underperform in this topic.
Group averages of the items answered correctly ranged between 57% (for girls
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in the stereotype threat condition) and 64% (for boys in the control condition),
which admittedly is not the most difficult test, but does reflect a realistic testing
situation. Moreover, we did not find a stereotype threat effect when we re-analyzed the data with a subtest of the ten most difficult items. With item analysis,
Item Response Theory modeling and Differential Item Functioning analyses we
could describe the influence of stereotype manipulation on an item level in more
detail, but these analytic techniques are beyond the scope of this chapter (see
Chapter 5). Finally, reliability of the math test was somewhat low, which might be
caused by the relative homogeneity of the sample (as we tried to select a group
of highly identified students). Controlling for disattenuation did not change our
conclusions with regards to the stereotype threat effect (see footnote 16).
Fifth, the setting could have been insufficiently threatening for stereotype
threat effects to occur, while the control condition might not have been sufficiently safe (i.e., devoid of threat) for girls to perform well. Specifically, if stereotype
threat is not sufficiently removed in the control condition, no differences in math
performance between the stereotype threat condition and the control condition
are expected because both groups will experience threat (Spencer et al., 2016).
To avoid this problem, we selected a control condition in which we clearly presented the mathematics test as gender fair: a safe condition that has been successfully implemented in the past (C. Good et al., 2008; Keller, 2007a; Keller &
Dauenheimer, 2003). We note that our manipulation check provided reassurance
that most students in the control condition recalled the test as gender fair, which
should have successfully alleviated the effects of negative gender stereotypes.
Furthermore, there is a possibility that students did not feel motivated to
perform well on the math test, because the stakes were not high enough for the
students. Because the math test was not graded as part of the regular curriculum,
students might not have tried as hard as they would on a regular math exam. Even
though this explanation might sound plausible, experimental stereotype threat
studies are rarely carried out in high stakes environments because of ethical implications and practical constraints (Sackett, 2003). A handful of studies tried
to study effects of stereotype threat in a high stakes testing context by placing a
fairly subtle manipulation before taking actual placement tests (Stricker & Ward,
2004), or by offering financial rewards for correctly answered items (Fryer et al.,
2008). In those studies stereotype threat effects were absent or negligible. Some
authors argued that stereotype threat effects did not occur in those settings, or
the effects in those settings were not as large compared to lab studies, because it
is (theoretically) impossible to create a stereotype threat safe condition on high
stakes tests. This might have caused all girls to underperform, regardless of condition (Aronson & Dee, 2012; Spencer et al., 2016; Steele, Spencer, & Aronson,
2002). Other authors responded it is just as plausible that women in stereotype
threat conditions might be less motivated to perform well on a low stakes test,
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whereas they are able to overcome this motivational effect on high stakes tests
(Sackett & Ryan, 2012). Because high stakes tests have not shown convincing
stereotype threat effects, and a substantial number of low stakes test did yield
evidence for stereotype threat effects, we are not convinced that the lack of a stereotype threat effect in our current study is caused by the absence of high stakes
attached to test performance.
Finally, it might be possible that the stereotype threat manipulation simply does not influence Dutch children. Even though stereotype threat effects
have been found among Dutch college students (Marx, Stapel, & Muller, 2005;
Wicherts, Dolan, & Hessen, 2005) and among students aged 12-16 in Italy,
France, Uganda, Spain and Germany (Delgado & Prieto, 2008; Huguet & Régner, 2007, 2009; Keller & Dauenheimer, 2003; Muzzatti & Agnoli, 2007; Picho &
Stephens, 2012), there is a possibility that our studied population is not sufficiently affected by stereotype threat. For the discrepancy with past results, we
can think of potential cross-cultural explanations (i.e., in Dutch society this gender stereotype has little influence on test performance), statistical explanations
(i.e., a Type II error occurring), generational explanations (i.e., this generation of
students is no longer sensitive to stereotype threat) or other yet unknown theoretical explanations that should be tested in later meta-analyses and randomized
experiments. Post hoc, it is difficult to judge which explanation is the right one.
We are convinced that we carried out a powerful and well-designed experiment.
Our experiment mirrors many of the past stereotype threat studies with positive
results in terms of setting, type of test, and stereotype threat manipulation, and
our study is clearly superior to those earlier studies in terms of statistical power.
Our findings are not surprising given diverging results of earlier studies of stereotype threat in classroom settings. Results of past studies have been
heterogeneous (see Flore & Wicherts, 2015 for an overview), with some studies
finding large effects for specific groups (e.g., Muzzatti & Agnoli, 2007) and others
finding no stereotype threat effect at all (e.g., Cherney & Campbell, 2011; Ganley
et al., 2013). Because the divergence in earlier findings is not readily explainable
in terms of theoretically driven moderators, but does match the pattern expected
from publication bias in meta-analyses (Flore & Wicherts, 2015), several authors
have suggested that publication bias and other related biases affect the literature on stereotype threat (Flore & Wicherts, 2015; Ganley et al., 2013; Stoet &
Geary, 2012). Because of the severity of biases due to the flexibility in analyzing
relatively small experiments (e.g., see Bakker et al., 2012) and a common failure
to report at least some experimental results, meta-analyses based on currently
available stereotype threat studies fail to paint an accurate picture of the generalizability of stereotype threat among schoolgirls.
Now that we have a rich theoretical background of stereotype threat
(Inzlicht & Schmader, 2012; Schmader, Johns, & Forbes, 2008; Spencer et al.,
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2016), it might be time to rigorously study effects of stereotype threat in future
confirmatory studies. Direct replications in several contexts, with proper prior
power analysis and a pre-registered methods section and analyses specified in
advance, will give us a better understanding of the actual influence of stereotype
threat on math performance. With registered reports and other pre-registered
studies we can systematically answer questions concerning the boundary conditions of stereotype threat: for what type of students do stereotype threat effects emerge, in which cultures, in which age groups, and on what topics do the
effects occur? Once the boundary conditions in those studies are clear (e.g., if
only extremely high domain identified women underperform on extremely difficult tests) we might wonder whether gender stereotype threat is as important as
previously claimed, and reconsider whether we should implement general interventions to counter it (Jordan & Lovett, 2007; Walton et al., 2013). Either way, the
current large-scale study does show that the effects of stereotype threat on math
test performance should not be overgeneralized.
With this study we started an effort to testing stereotype threat effects in
a confirmatory fashion using a meticulous design. Other efforts to improve the
replicability of stereotype threat studies, like high powered studies (Smeding,
Dumas, Loose, & Régner, 2013; Stricker & Ward, 2004), additional pre-registered
replication studies (Finnigan & Corker, 2016; Gibson, Losee, & Vitiello, 2014;
Moon & Roeder, 2014) are now starting to appear. We hope this trend will continue in the future, and might extend to other exciting formats like adversarial
collaborations to replicate some of the original stereotype threat findings. Not
only are collaborations useful to design studies with combined input of researchers with different kinds of expertise, they additionally simplify the work because
multiple parties need to gather data, sharing the burden of acquiring a large sample. The advantages of large multi-lab (replication) studies are numerous: results
are often more robust than results from a small study, power to find a significant stereotype threat is higher, and generalizability of stereotype threat effects
across labs and cultures can be studied systematically. Such efforts shed light
on the nature of stereotype threat and can help ameliorate its potential effects
on women’s academic performance in fields in which they are still faced with
negative stereotypes.
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Current and best practices in conducting
and reporting DIF analyses

This chapter will be submitted as Flore, P. C., Oberski, D. L., and Wicherts, J. M. Current and best
practices in conducting and reporting DIF analyses.
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Abstract

4

Testing Differential Item Functioning (DIF) with respect to (demographic)
groups is a common part of evaluations of psychometric properties of scales and
is widely considered crucial for fair use of these scales in clinical, educational,
and professional practice. To obtain meaningful assessments of (or the lack of)
DIF in scales, it is equally crucial that the DIF analyses are adequately executed,
well reported, and reproducible. We evaluated the extent to which these standards were met in the current literature by performing a systematic review of
current practices in DIF analysis and reporting. Coding a random sample of 200
articles from the empirical DIF literature on a large number of characteristics
revealed that, overall, analysis practices were adequate, and sample sizes were
mostly large enough for adequate power. Reporting practices, however, were
clearly suboptimal in a majority of studies, with many DIF studies failing to report details on statistical results, flagging rules, and DIF effect sizes. Based on
our findings, we provide guidelines to improve applied DIF researchers’ choice
of analysis methods and reporting.
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4.1 Introduction
Before comparing groups of people’s scores on psychological, educational, or
clinical scales, it is crucial to rule out the possibility that apparent, observed differences are simply caused by differences in measurement (American Educational Research Association, American Psychological Association, & National Council
on Measurement in Education, 2014). Scales that are measurement invariant
(Mellenbergh, 1989; Meredith, 1993; Steenkamp & Baumgartner, 1998) or measurement equivalent (Davidov, Meuleman, Cieciuch, Schmidt, & Billiet, 2014), do
not show bias over groups. With (dichotomous) item scores, MI/ME is typically
studied by using model-based tests of Differential Item Functioning (Holland &
Wainer, 1993). The term DIF may also refer to a suite of statistical practices that
aim to establish the presence or absence of item measurement differences across
demographic groups such as age, race, or gender or across groups based on diagnostic criteria (e.g., depressed vs. non-depressed adults). Because of its key role
in test fairness - especially in high-stakes testing – studying DIF when designing, refining, and validating psychological tests and questionnaires has become a
widespread practice.
To study DIF, a number of different statistical methods have been developed
(e.g., Holland & Wainer 1993; Davidov et al. 2014). Although all of these methods
aim to detect or remove potential DIF, their results might vary (Borsboom, 2006).
This divergence naturally leads researchers to question the best course of action
when analyzing scales. Should we use stratified chi-square (“Mantel-Haenzel”)
tests or latent variable models? Is purification of the scale (i.e., removing items
displaying DIF in subsequent tests of DIF on remaining items) important? What
is an adequate sample size to detect DIF with a given method? Which criteria do
we use to flag an item as showing DIF? Answers to such questions (respectively: “latent variable models”, “yes”, and twice “it depends”) can be found in the
large methodological literature around DIF (e.g., Clauser & Mazor, 1998; Guilera,
Gómez-Benito, Hidalgo, & Sánchez-Meca, 2013; Hambleton, 2006; Navas-Ara &
Gómez-Benito, 2002; Teresi & Fleishman, 2007; Tay et al., 2015). Whether these
recommendations on how to best perform DIF analyses are implemented in
practice is an important indicator of the quality of the DIF literature, and, consequently of the quality of scale comparisons in psychology and related fields.
Of further importance are the core scientific principles of reproducibility
(similar research findings from the same data set) and replicability (similar research findings from a new random sample; Asendorpf et al., 2013). If researchers fail to include enough information to ensure reproducibility of their study,
readers cannot check the validity of DIF analyses. Consequently the conclusions
based on those analyses could remain subject to debate among scientists and
practitioners using a particular scale. Similarly, without the option to replicate
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specific DIF results, readers can never verify by administering the same scale
to novel samples whether an earlier finding of (or a lack of) DIF in that scale
might be a potential false positive (“Type I error”) or false negative (“Type II error”). For example, if the research finding that a particular high stakes test lacks
DIF items is neither reproducible nor replicable, fairness of the test will remain
contentious. A second indicator of the quality of the DIF literature is the transparency and comprehensiveness of its reporting practices, because both reproducibility and replicability of DIF tests depend on transparency of data collection
procedures, clarity on (choices made in) the used statistical method(s) to test
DIF, and the specificity of DIF test results.
In spite of the clear importance of selecting sound DIF methods and detailed reporting of DIF methods and results, little is known about these practices
in the literature. This is problematic for several reasons. First, much of the psychological literature relies on scale scores and their (explicit or implicit) comparisons across groups. If suboptimal methods are being used to test scales for
DIF, the conclusions from psychological studies based on them may be at stake.
Second, a diversity of methods and the many choices therein create considerable “researcher degrees of freedom”. This freedom to choose between different methods and specifics of the analysis can unintentionally lead to incorrect
or debatable inferences, particularly when the meandering paths taken before
arriving at the study’s conclusions are obfuscated by inadequate reporting (Gelman & Loken, 2014). Third, reporting practices, aside from their importance to
reproducibility and replicability, affect the potential usefulness of DIF studies.
For example, if authors fail to report which items of a scale showed DIF, other researchers cannot use this information if they would like to use the same
scale in future research or develop a refined scale for a similar population. It is
therefore crucial to understand common practices in DIF methods and reporting.
Moreover, since DIF analyses are prone to Type I errors and Type II errors like
any other type of statistical analysis using the Null Hypothesis Statistical Testing
(NHST) framework, it is necessary that researchers report all characteristics of
their study that can influence the false positive and false negative rate (e.g., sample size, DIF effect sizes, number of items tested, alpha level).
To shed light on current DIF practices, we conducted a systematic review
of how researchers use and report DIF analyses in the peer-reviewed literature.
Specifically, we reviewed a large random sample of DIF studies to answer three
key questions concerning how DIF analyses are typically conducted and reported.
First, we documented the most popular types of statistical methods in the empirical DIF literature. Second, we determined whether methodological choices are
optimal for the chosen statistical method (e.g., do authors select enough participants; do they use effect sizes as cut-off scores in addition to significance tests; do
they use purification?). Third, we documented what relevant information authors
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reported, or failed to report in their DIF articles. Furthermore, we aid future research by providing improved guidelines for DIF analysis. In this chapter, we first
start with a discussion of relevant methodological literature on DIF analysis. We
use this existing body of methodological DIF literature to construct clear guidelines to improve future quality and reproducibility of DIF analyses. We report the
methods and results of our systematic review in the second half of this chapter.

4.1.1

Differential Item Functioning

An item’s measurement can be considered invariant when the expected value of
that item, controlled for a latent trait17 of interest, is equal over groups (Mellenbergh, 1989). Let X be the tested dichotomous item, θ the latent trait and G a
grouping variable. Mellenbergh (1989) defined measurement invariance formally and generally as:

f ( X | g ,θ ) = f ( X | θ ) for all g and θ,

(1)

in which f ( X | g ,θ ) gives the distribution of item X given g and θ, and f ( X | g ,θ )
the distribution of item X given θ, based on the “item response function” (IRF)
implicated in a psychometric model that relates θ to X. If an item lacks measurement invariance, it shows DIF. Thus, DIF occurs when items have different IRFs
for different groups (Holland & Wainer, 1993). DIF analyses might have a combination of differing goals:
1. To establish whether Equation 1 holds in a population (hypothesis testing);
2. If Equation 1 does not hold, to establish the size of differences in IRFs across
groups (item-level effect size estimation);
3. If Equation 1 does not hold, to establish the effect that cross-group differences in IRFs have on latent trait estimation (trait-level effect size estimation).
To accomplish these goals, participants are matched on their ability level, or a
proxy of it, the matching criterion. This matching criterion can be based on observed or unobserved variables (Millsap & Everson, 1993) and so either uses an
observed total score on the test under investigation or an estimation of the (unobserved) latent trait in a model-based manner (i.e., it is not required to estimate
the individuals’ latent scores). DIF analyses can vary in the number of groups
that are compared, the measurement level of the items, multidimensionality of
the data and the type of DIF they are able to uncover.
17 Depending on the field the term latent trait is sometimes substituted with the term latent ability, for instance in
educational research. In this chapter the terms are used interchangeably.
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It is useful to distinguish uniform and non-uniform DIF (Mellenbergh,
1982). Uniform DIF occurs when the probability of correctly answering an item
is not equal for the studied groups and constant over all scores of the latent or observed trait (Hanson, 1998; Mellenbergh, 1982). Non-uniform DIF occurs when
an interaction between the group variable and the latent or observed trait score
is needed to explain the data properly (Mellenbergh, 1982; Millsap & Everson,
1993). Figure 4.1 displays a hypothetical example of uniform and non-uniform
DIF with gender as grouping variable. In the situation of non-uniform DIF, the
IRFs for the studied groups are usually not parallel, however there are some situations in which uniform DIF occurs but DIF is not parallel and vice versa (Hanson, 1998), so the two terms are not interchangeable. Not all DIF methods are
equally good
at flagging
discuss
later.
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Methodological considerations in DIF studies

A DIF study involves many decisions that can be summarized in four categories;
the statistical methods used, the rules used to flag items as exhibiting DIF, the hypotheses used to test the items, and whether purification is used to prevent bias
on the matching criterion. Ultimately these decisions affect quality of DIF tests.
We now discuss these considerations as a foundation for our proposed guidelines.
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Statistical Method
Methods for testing DIF can be categorized into observed score methods and unobserved score methods (Millsap & Everson, 1993). For unobserved score methods a formal measurement model has been specified and thus a latent variable
is used to gauge the ability of the participants. Observed score methods lack a
formal model and typically use the total test score as a proxy of the participants’
ability. Due to the large number of statistical methods in DIF testing we limit
ourselves to methods and models used to analyze scales with dichotomous indicators. Most of these methods have extensions for polytomous indicators as well
(Tay et al., 2015). In the literature, continuous indicators are usually considered
in a structural equation modelling framework with latent variables, which is not
the focus of our review (see N. Schmitt and Kuljanin, (2008), Steenkamp and
Baumgartner (1998), and Vandenberg and Lance, (2000) for a review).
There are several reasons to select an unobserved score method over an
observed score method or vice versa. Many authors select observed score methods because they are relatively easy to implement, do not require model fit, and
offer clear guidelines for DIF effect size (Sireci & Rios, 2013). However, the use of
an observed score as proxy for ability can lead to biased results, especially with
scales shorter than 20 items (Millsap & Everson, 1993). The main advantage of
unobserved score methods, particularly for shorter scales, is that the matching
is more accurate because measurement error is taken into account in a model-based manner (Millsap & Everson, 1993; Woods, Oltmanns, & Turkheimer,
2009).
Observed Score Methods
Although a variety of observed score methods exist, three observed score methods that have received most attention in the literature are the MH test, logistic
regression, and SIBTEST (these and other DIF methods are described in more
detail in Appendix C). The MH test uses contingency tables to test for DIF, usually
with the observed total scores of the participants as matching criterion (Dorans
& Holland, 1993). With a χ2 test, items can be tested for significant DIF. The common odds ratio and the more popular counterpart MH D-DIF can be used as effect size measures for the MH method (Dorans, 1989). Although the MH method
was originally developed to detect uniform DIF, an extension has been developed
that can detect non-uniform DIF as well (Mazor, Clauser, & Hambleton, 1994).
Logistic regression analysis is another popular observed score method to test
for DIF (Swaminathan & Rogers, 1990). Significance tests for logistic regressions
can be operationalized by means of either the Wald test, likelihood ratio test or
the score test (Paek, 2012), although the Wald test is the most commonly used
(Swaminathan & Rogers, 1990). Either Nagelkerke R2 (Zumbo, 1999; Zumbo &
Thomas, 1997) or (delta) log odds ratio (Fidalgo, Alavi, & Amirian, 2014; Mo-
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nahan, McHorney, Stump, & Perkins, 2007) can be used as an effect size measure. Logistic regression has more power to detect non-uniform DIF than uniform DIF (Hidalgo & López-Pina, 2004). A third popular observed score method
is SIBTEST (Shealy & Stout, 1993). SIBTEST is a non-parametric technique that
statistically tests the weighted mean differences between groups for a separate
item or a bundle of items, corrected for differences in the ability distributions by
means of a regression correction. The parameter β̂UNI reflects DIF, can be tested
with a z-test, and can be used as a DIF effect size estimate. SIBTEST was originally designed to detect uniform DIF, but the development of CROSSING-DIF (Li &
Stout, 1996) also enabled tests of non-uniform DIF in SIBTEST.
Several other observed score methods to test for DIF exists, including; standardization (Dorans & Kulick, 1986), log-linear methods (Kok, Mellenbergh, &
Van Der Flier, 1985), the Breslow-Day and the combined decision rule method
(Penfield, 2003; Prieto-Marañón, Aguerri, Galibert, & Attorresi, 2012), the logistic regression lasso DIF method (Magis et al, 2014), and Angoff’s Delta Plot (Angoff & Ford, 1973; David Magis & Facon, 2012). Our review will document how
often observed score methods are used in the DIF literature.
Unobserved Score Methods
Unobserved score methods estimate DIF as part of a latent variable model. We
distinguish two types of unobserved score methods (Millsap & Everson, 1993);
unobserved score methods with categorical indicators (that we focus on in our
systematic review) and unobserved score methods with continuous indicators
(that have been reviewed in the literature on invariance; N. Schmitt & Kuljanin,
2008; Steenkamp & Baumgartner, 1998; Vandenberg & Lance, 2000). Often, unobserved score methods with categorical indicators are described within the
framework of item response theory (IRT) modeling. With the use of the Rasch
model18, the two-parameter logistic model (2-PL) or the three-parameter logistic
model (3-PL), tests can be implemented for testing DIF in dichotomous items.
A plethora of procedures are available to test for DIF in the IRT framework, but
three popular procedures are Lord’s χ2, IRT-LR-DIF and area measures (Millsap,
2011).
In Lord’s χ2 procedure, item parameters are estimated for the groups separately (F. M. Lord, 1980) using a linking procedure to ensure that both groups
are placed on the same metric (Kim & Cohen, 1995). With Lord’s χ2 the difficulty
item parameter b̂Fi and discrimination item parameter âFi for the first group can
18 Over the years some controversy arose between researchers who considered the Rasch model as a special case
of IRT modeling and researchers who considered the Rasch model as fundamentally different. For an overview
of this controversy, see Andrich (2004). We acknowledge the discussion, however from a simplicity perspective
we will discuss the Rasch model and the (other) IRT models simultaneously.
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be compared with the corresponding parameters for the second group. A second
widely used IRT method to test for DIF is IRT-LR-DIF (Thissen, Steinberg, & Wainer, 1993). This approach involves a likelihood ratio test of DIF based on the difference in fit between a compact model wherein item parameters for both groups
are constrained to be equal, and an augmented model wherein item parameters
are freely estimated. A third approach to DIF testing uses area measures of the
distance between IRFs in two groups (Raju, 1988). This approach uses integration to determine the area between the item response functions of both groups.
Area measures reflecting DIF can be considered as item-level effect size estimates in the context of IRT (Meade, 2010), which is especially useful in the 2-PL
or 3-PL model. Another effect size estimate is to simply interpret the difference
in difficulty estimates (uniform DIF) or discrimination parameters (non-uniform
DIF) between groups as an effect size (L. Steinberg & Thissen, 2006).
Other approaches to IRT DIF are available, such as loglinear IRT-LR (Kelderman, 1989), limited information IRT-LR (Muthén & Lehman, 1985), score
tests or Lagrange Multiplier tests (Glas, 1998), mixture models (Cohen & Bolt,
2005; De Ayala, Kim, Stapleton, & Dayton, 2002, Frederickx et al, 2010), logistic
mixed models/random item IRT models (Van den Noortgate & De Boeck, 2005;
De Boeck, 2008), Rasch Trees (Strobl, Kopf, & Zeileis, 2015), the IRT-C procedure (Tay, Vermunt, & Wang, 2013), ideal point models (e.g., Generalized Graded
Unfolding Model, Seybert, Stark, & Chernyshenko, 2013), and Langer-Improved
Wald tests (Woods, Cai & Wang, 2012).19 Although we only discuss unobserved
score methods with categorical indicators in an IRT framework, similar results
can be obtained using a confirmatory factor analysis (CFA) framework. Stark,
Chernyshenko, and Drasgow (2006), Glockner-Rist & Hoijtink (2003) and Tay,
Meade, and Cao (2015) discuss similarities and differences between the terminology and practices in both frameworks. A CFA approach would certainly
be appropriate when indicators are continuous and the underlying factors are
multi-dimensional. Well-known techniques are multi-group CFA (French & Finch,
2008; Meredith, 1993; Widaman & Reise, 1997), Restricted Factor Analysis (Barendse, Oort, & Garst, 2010), or analyses using the Multiple Indicators Multiple
Causes (MIMIC) model, with the MIMIC model being especially popular due to
its smaller sample size requirements (Woods, 2009). Originally MIMIC modeling
only allowed for uniform DIF testing, but recently methods have been extended
to include interaction terms, which enable researchers to test for non-uniform
DIF as well (Woods & Grimm, 2011).
19 Some hybrids of observed score methods and unobserved score methods are developed for DIF analyses as
well (e.g., ANOVA of estimated residuals based on the Rasch model, Andrich, Sheridan, & Luo, 2010), which we
classify as observed score method in our review.
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Most IRT-based DIF or observed score methods require unidimensionality
of the scale (Millsap, 2011). Unidimensionality holds when a scale measures only
one underlying latent trait. Violations of unidimensionality increase the Type I
error for DIF tests in several methods (Mazor, Hambleton, & Clauser, 1998; Millsap, 2011). Because unidimensional IRT models are relatively robust to minor
violations of unidimensionality (Drasgow & Parsons, 1983), it is more important that essential unidimensionality holds when an IRT approach is used for DIF
analysis (Tay et al., 2015), i.e., data with a general underlying dominant factor
that consists of small subfactors. Several extensions of unidimensional DIF methods have been developed to take intentional multidimensionality into account,
like MULTISIB (Stout, Li, Nandakumar, & Bolt, 1997) and multidimensional IRT
(Camilli, 1992). Methods based on CFA are generally flexible and can take multidimensionality readily into account. We recommend checking for essential
unidimensionality when a unidimensional approach is used. Moreover, IRT approaches usually require that the model fit adequately. It is therefore important
to report model fit indices as well (Tay et al., 2015). Once an appropriate method
is selected, it is important to consider when items will be flagged for DIF.
Flagging for DIF
There are several ways to flag an item for DIF. One can decide to test an item
based on significance testing, an effect size cut-off score, or both.

Issues with NHST
Null Hypothesis Significance Testing (NHST) is a dominant approach in flagging
DIF. Since DIF analyses usually entail multiple tests (e.g., a test for each item separately or when multiple group comparisons are made) many statistical methods
suffer from an inflated overall Type I error rate, which means that the chance of
finding at least one statistically significant DIF item in a scale when in fact no
real underlying DIF is present grows larger than the nominal error rate of 5%.
The familywise Type I error rate can be controlled by a multiple testing correction, like the Bonferroni correction (Bland & Altman, 1995), Holm’s procedure
(Holm, 1979), or by the Benjamini-Hochberg’s false discovery approach (Benjamini & Hochberg, 1995; Raykov, Marcoulides, Lee, & Chang, 2013). Observed
score methods seem to benefit most from the Benjamini-Hochberg correction
or Holm’s procedure (Kim & Oshima, 2012). Williams, Jones, and Tukey (1999)
showed that under most circumstances the Benjamini-Hochberg procedure has
more power to detect DIF than the Bonferroni correction, whereas both methods are successful in controlling the family-wise Type I error rate and the false
discovery rate when the family of comparisons is not too large. The other side of
the coin is that applying a multiple testing correction ultimately leads to a loss of
power to detect actual DIF (Kim & Oshima, 2012; Penfield, 2001). Under subopti-
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mal conditions (e.g., small sample sizes and small DIF effect sizes) the Bonferroni
correction can become conservative, leading to unacceptably low levels of power
to detect DIF (Kim & Oshima, 2012).
Solely focusing on statistical significance can be tricky, because a large
enough sample size will ultimately lead to flagging of items with negligible DIF
effect sizes, whereas a small sample size will lead to Type II errors (Hambleton,
2006). The challenge in testing DIF is to balance the costs and benefits of both
types of error. Some researchers advocate flagging items for DIF based on significance tests of multiple DIF methods (Hambleton, 2006; S. Kim & Cohen, 1995).
Depending on whether a conservative or liberal flagging criterion is used, this
practice tends to inflate either the Type I error rate or the Type II error rate,
especially when the sample size is small and groups have unequal ability distributions (Fidalgo, Ferreres, & Muñiz, 2004).
Power
Discussing the role of power is crucial in DIF testing, because some researchers
might be motivated to find as few items with statistically significant DIF as possible (Borsboom, 2006; Hambleton, 2006), which is facilitated by low-powered
DIF tests. Calculating the required sample sizes for a desired power rate is not
straightforward for DIF analyses, because power depends on many characteristics of the data (e.g., reliability of the scale, ability distributions of the groups, a
priori expected DIF effect size). Recently, power formulas have been developed
for several observed score methods (Li, 2014a, 2014b, 2015). Among other
things, power of DIF tests are strongly related to sample size, DIF effect size, the
length of the scale, and item reliability.
A meta-analysis of 3,774 simulation conditions of the MH procedure showed
that sample size is an important factor in power rates for the MH method (Guilera,
Gómez-Benito, Hidalgo, & Sánchez-Meca, 2013). The 124 simulation conditions
with sample sizes smaller than 500 averaged a power of .375, indicating that the
sample sizes should be quite large when using the MH test. Moreover, the tests
are most powerful when the sizes of the groups are balanced; unbalanced group
sizes reduce the power to detect DIF. Similarly, simulation studies showed that
observed score DIF methods like logistic regression and SIBTEST require sample
sizes of 250/300 per group (Lei & Li, 2013; Narayanan & Swaminathan, 1994) to
500 per group (Bolt & Gierl, 2006; Gierl, Gotzmann, & Boughton, 2004; Herrera
& Gómez, 2008; Narayanan & Swaminathan, 1996; Rogers & Swaminathan, 1993;
Swaminathan & Rogers, 1990), under the most favorable circumstances (e.g., balanced group sizes, equal ability distributions, balanced DIF, which means that
50% of DIF items favor one group and 50% of DIF items favor the other group),
whereas some researchers find that 300 participants per group does not lead to
sufficient power (Güler & Penfield, 2009).
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Overall, IRT methods are known to require large sample sizes compared to
observed score methods (Teresi, 2006a). However, DIF analyses under the Rasch
model can handle sample sizes as small as 200 to 300 subjects per group under
favorable circumstances (Paek & Wilson, 2011). Even the IRT-LR DIF method implemented with the 2PL model shows sufficient power with 100 participants in
the first group and 500 participants in the second group (Finch, 2005), although
a second study suggested 200 participants or more per group is a required minimum (Woods, 2009). These simulation studies showed that IRT methods do not
necessarily require much larger sample size than the observed score methods.
Under many circumstances the MIMIC model is as powerful as the observed
score methods (Finch, 2005), and equally or more powerful than IRT-LR DIF
(Woods, 2009). As such, a small sample size does not have to be the reason to
select an observed score method for a DIF analysis over an unobserved score
method. Multi-group CFA on dichotomous indicators does require large sample
sizes of over 500 participants per group (French & Finch, 2006).
Scale length seems to influence power for the MH procedure, with most
power found for either short (20 item) scales or long (40+ item) scales, although
the Type I error rate with MH was relatively high for short scales (Guilera et al.,
2013). In simulation studies, scale length hardly influenced the power of the test
in the context of IRT or logistic regression (Finch, 2005; Frederickx, Tuerlinckx,
De Boeck, & Magis, 2010; J. Kim & Oshima, 2012; Rogers & Swaminathan, 1993;
Swaminathan & Rogers, 1990) and SIBTEST (Klockars & Lee, 2008). We note that
in most of those simulation studies the shortest scales usually consisted of 20
items. If scales shorter than 20 items are used, which is not uncommon in psychological testing (Tay et al., 2015), those scales might be less reliable than their
longer counterparts, and lower reliability is expected to lower the power. For
some techniques authors explicitly call for a minimum scale length, for instance
the MH test and SIBTEST require a matching criterion of 20 items or larger (Millsap & Everson, 1993; Shealy & Stout, 1993). For IRT methods scales are recommended to contain at least 10 items (Tay et al., 2015).
When NHST is used as (part of) the flagging rule for DIF, authors need to
consider whether the selected number of participants and items lead to sufficiently powered tests. A disadvantage of the focus on NHST in DIF testing is that
smaller sample sizes will lead to a higher probability of making Type II errors
whereas a large sample size can lead to flagged DIF items with negligible effect
sizes and therefore negligible practical significance (Hambleton, 2006). In our
review of empirical DIF studies, we documented the number of items and sample
sizes in order to check whether DIF tests were sufficiently powerful.
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Effect sizes and cut-off scores
Estimates of DIF effect sizes are useful for three reasons (L. Steinberg & Thissen,
2006). First, effect sizes can be used as input for future power analysis. Second,
effect sizes are necessary for researchers who want to carry out meta-analyses
summarizing DIF results or who want to compare DIF across different samples
(e.g., original vs. replication). Third, effect sizes are an important part of reporting, as they allow readers not only to inspect statistical significance, but practical
significance as well.
To avoid flagging items with trivial DIF effect sizes, various authors recommended using a minimal effect size as (part of) the DIF flagging rule (Hambleton, 2006; Monahan et al., 2007; Sireci & Rios, 2013; Teresi & Fleishman, 2007).
Effect size cut-off scores have been proposed for several statistical methods. For
instance, in the context of the MH test the ETS guidelines consider MH D-DIF cutoffs at 1.0 and 1.5 (Dorans & Holland, 1993; Zieky, 1993), and in the context of
SIBTEST a β̂ UNI > .059 has been proposed as the cut-off value (Roussos & Stout,
1996). In the context of logistic regression a ∆R 2 > .13 has been proposed as the
cut-off value for DIF (Zumbo, 1999) and later a less conservative one of ∆R 2 >
.035 (Jodoin & Gierl, 2001). Alternatively, when using the log odds correlation
coefficient in the context of logistic regression, cut-off values of β̂ > 0.426 have
been suggested (Fidalgo et al., 2014; Monahan et al., 2007).
There is less agreement on the best guidelines for effect sizes in IRT or CFA
(Sireci & Rios, 2013). In IRT, some psychometricians recommend using the difference in item difficulty parameters for both groups as the effect size estimate
(L. Steinberg & Thissen, 2006), whereas others advocated the use of one of the
proposed area measures (Meade, 2010) based on various cut-off scores to avoid
flagging DIF items with a negligible DIF effect size (Raju, 1995). When authors
flag for DIF using the difference between parameter estimates as the effect size
measure, the cut-off scores vary usually between 0.25 and 1.00 logits (amongst
others, Kahler, Strong, Read, Palfai, & Wood, 2004; McAlinden, Pesudovs, &
Moore, 2010; Srisurapanont et al., 2012; Weinstock, Strong, Uebelacker, & Miller,
2009), with a cut-off score of .50 being slightly more popular than other values
(e.g., Lai, Cella, Chang, Bode, & Heinemann, 2003; Strong, Kahler, Greene, & Schinka, 2005; Winke, 2011). DeMars (2011) and Meade (2010) reviewed DIF effect
sizes. In the context of the MIMIC model the effect size estimate MIMIC-ES can
be used (Jin, Myers, Ahn, & Penfield, 2012). Although the reporting of effect sizes
is encouraged in both the IRT and CFA contexts by several researchers (DeMars,
2011; French & Maller, 2007; Meade, 2010; Millsap, 2011; Tay, Meade, & Cao,
2015), few suggestions have been made as a gold standard effect size estimate
to use or which cut-off to use as (part of) a flagging rule. Millsap rightly noted
that one-size fits all cut-off scores are not always useful across fields, and their
usefulness in IRT is further limited (Millsap, 2011).
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Several authors argued that while the use of effect sizes can safeguard
against flagging too many items with trivial DIF effect sizes as DIF items, it often
comes at the cost of unacceptable power rates (French & Maller, 2007; Jodoin
& Gierl, 2001; Zwick, 2012). Especially the use of ∆R 2 in the flagging rule using
the popular cut-off score of .13 appears to be an overly conservative approach
(French & Maller, 2007; Hidalgo & López-Pina, 2004; Jodoin & Gierl, 2001). On
the other hand several authors advocate that effect sizes should be used because
a statistically significant DIF does not necessarily imply practical significance
(Hidalgo, Gómez-Benito, & Zumbo, 2014; Meade, 2010). Preferably researchers
should not rigidly follow rules of thumb, but either carefully select a cut-off score
for effect sizes appropriate for their type of research (e.g., based on the costs of
a practically insignificant DIF item over a Type II error in the field) or simply
report effect sizes for descriptive purposes. Gold standard cut-off scores for DIF
effect sizes can be problematic, for instance because items with equal DIF effect size will have a larger impact on short scales than on longer scales (Millsap,
2011). Instead of solely using DIF effect sizes, some authors propose to check the
impact of a DIF item on the entire scale (Borsboom, 2006) or to investigate the
effect of the DIF item on selection accuracy (Millsap & Kwok, 2004), to get an indication how the DIF item influences conclusions or decision making. In general,
we recommend that authors report effect sizes for all items (e.g., MH-D-DIF, ∆R 2 ,
β̂ , item parameters for both groups, area measures), and that authors use effect
sizes as part of their flagging rule. In our review, we studied whether authors
report effect sizes, and whether they base their flagging rule on significance tests
and/or on effect size estimates.

Hypotheses and generalizability
The use of NHST implicates the use of hypotheses. In DIF testing, it would be
useful if researchers had clear hypotheses on which items are expected to show
DIF. Specific hypotheses concerning DIF are rarely tested (for an exception, see
Scheuneman, 1987). Many researchers use DIF testing in a more exploratory
way, for instance as a tool to screen scales and clear them of DIF. Given the nature
of DIF testing (i.e., often comparing naturally occurring groups instead of groups
randomly assigned to an experimental condition), and the typical purpose of DIF
testing (i.e., to clear scales of DIF) it is hardly surprising that many DIF studies
lack clear a priori hypotheses. Potential hypotheses are sometimes formulated
post hoc, a practice known as HARKing (Kerr, 1998). This is problematic because
DIF analysis often involves a large number of significance tests, which will lead
to Type I errors. Whereas in other types of research these Type I errors could be
detected by replication studies in novel samples or by practices like cross-validation (Hambleton, 2006; Teresi & Fleishman, 2007), in DIF testing these items
often get removed from scales right away without much replication or cross-val-
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idation. This common approach impedes obtaining generalizable knowledge of
DIF for specific scales, items or groups. Simply throwing away items does not
help us understand why DIF occurred. Instead, it would be useful to cross-validate DIF results in fresh parts of the data (if sample sizes allow this; Hambleton,
2006) or to replicate them in novel samples (Sireci & Rios, 2013).
Using these strategies, we will be more confident that scales actually improve by the removal of DIF items, and sound theory concerning DIF can be built.
We recommend either formulating theory based a priori hypotheses, or supplying cross validation or replication studies. In our review of DIF studies, we
checked whether authors (a) reported a priori hypotheses, and (b) mentioned
cross validation or replication.

Purification
The idea underlying purification is that the matching criterion used for testing
DIF might itself display DIF; if participants are ordered by ability based on a scale
in which some items might be biased, we expect bias in the total score as well,
thereby creating a circularity problem (Dorans & Holland, 1993; Navas-Ara & Gómez-Benito, 2002). Purification is a mechanism developed to avoid such biased
matching criteria. Several procedures have been developed to purify the matching criterion, or in IRT terminology to empirically select the anchor (described
in Appendix C).
In many instances scale purification seems to be beneficial to the power
rates of IRT methods (Navas-Ara & Gómez-Benito, 2002), MH (e.g., Clauser et
al., 1993; Fidalgo, Mellenbergh, & Muñiz, 2000; Guilera et al., 2013; Wang & Su,
2004), and logistic regression (Navas-Ara & Gómez-Benito, 2002), with the clearest benefits from purification with larger effect sizes of DIF and more items showing DIF (M. D. Miller & Oshima, 1992). However some authors argued that gains
by purification in terms of power are so slim that it might not be worth the extra
effort (in the context of logistic regression; French & Maller, 2007), or that purification strategies are even counterproductive (Magis & Facon, 2012). Purification also reduces Type I error rates in IRT methods (González-Betanzos & Abad,
2012; Navas-Ara & Gómez-Benito, 2002), MH (Clauser et al., 1993; Fidalgo et al.,
2000; Guilera et al., 2013), and logistic regression (Navas-Ara & Gómez-Benito,
2002), although some simulation studies found purification strategies to inflate
Type I error rates (French & Maller, 2007; Kopf et al., 2015a). Although technically the MIMIC approach does not require a purification technique (Jones, 2006;
Teresi, 2006a), results of a simulation studies suggested that the use of a purified
anchor does improve the performance of that method (Wang et al., 2009).
Even though the usefulness of purification methods have been challenged
by some studies, overall there seems to be ample evidence that in many circumstances purification is either beneficial to DIF detection methods, or at least not
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harmful to DIF detection methods. Especially for observed score methods we
recommend the use of purification. We attempted to give an overview of purification practices in the empirical DIF literature, however it turned out this was
difficult to code reliably (see Results section).

4.1.3

4

Guidelines

Our preceding review of the methodological literature on the type of DIF method,
flagging rules, power, effect sizes, hypotheses and generalizability, and purification,
highlights the many decisions researchers need to make when carrying out a DIF
analysis. Opinions regarding what constitutes good practice considering statistical
DIF methods might differ depending on the authors, characteristics of the data and
the chosen type of DIF analysis. However, we offer ten basic guidelines that will
improve reproducibility and replicability for all types of DIF analyses. Table 4.1
provides an overview of the most popular DIF methods and their requirements.
Based on the existing methodological literature and reviews on DIF, we provide a general checklist consisting of ten guidelines (GL) that ensure good practice and sufficient reporting of DIF analyses.
GL1. Determine the mean group differences on the latent trait (Sireci &
Rios, 2013), because the very existence of group differences is often
the key rationale for studying DIF and they can affect Type I and Type
II error rates (DIF tests for groups with unequal ability distributions
show inflated Type I errors (Guilera et al., 2013) and lower power
rates (Jodoin & Gierl, 2001; Li, 2014)).
GL2. Preferably, use an unobserved score method (Millsap & Everson,
1993). Especially when scales are shorter than 20 items, observed
score methods can give biased estimates of ability (Millsap & Everson, 1993; Teresi & Fleishman, 2007; Tay et al, 2015).
GL3. Check the appropriateness of the selected model by assessing model fit (Teresi & Fleishman, 2007; Tay et al, 2015). When using unidimensional approaches, assess essential unidimensionality of the
scale for each group separately (Teresi & Fleishman, 2007; Sireci &
Rios, 2013; Tay et al, 2015) to avoid enhanced Type I error rates. Violations of essential unidimensionality or poor model fit could be due
to misspecification of the model (e.g., lack of second factor, selection
of 1PL when 3PL is needed), and in this case the use of the selected
model might not be justified.
GL4. Ensure a sufficiently large sample for the selected method and test
(See Table 4.1). With larger sample sizes, estimation accuracy will increase (Tay et al, 2015) and power of the DIF analysis will rise (Hambleton, 2006).

Reporting DIF analyses 107

GL5. Construct and report a reproducible flagging rule based on both a
significance test (preferably with FDR correction; Thissen, Steinberg,
and Kuang, 2002) and an effect size cut-off score (Hambleton, 2006;
Monahan et al., 2007; Sireci & Rios, 2013; Teresi & Fleishman, 2007).
This practice ensures that the Type I error rate will not be inflated
due to multiple comparisons and that items with negligible DIF effect sizes will not be flagged.
GL6. Deal with issues of NHST by explicating DIF hypotheses to strengthen
inferences, by using cross validation (Hambleton, 2006), or by carrying
out a replication in a new sample (Sireci & Rios, 2013). All of these strategies attempt to control erroneous decisions based on a single DIF test.
GL7. Use a purification procedure appropriate for the selected method
(Teresi & Fleishman, 2007; Sireci & Rios, 2013; Hambleton, 2006;
Zwick, 2012). Purification can help to avoid bias in the matching criterion. Report the type of implemented purification procedure.
GL8. Report the results of significance tests and effect size estimates for
all items. This adds to the reproducibility of DIF analyses and is essential for assessing practical significance of DIF and for future meta-analyses and reviews of results of multiple DIF studies.
GL9. Report psychometric characteristics of the scale, like the number of
items, estimated item parameters, and estimated reliability coefficient
(CTT), person separation index, or test information (IRT). This adds to
reproducibility and helps to get a sense of the power of the DIF tests.
GL10. Investigate and report the impact of DIF on the (latent) group ability
scores (Borsboom, 2006; Sireci & Rios, 2013; Tay et al., 2015; Teresi & Fleishman, 2007; Oberski 2014), because the influence of the
flagged DIF items could be trivial or large, leading to completely different implications for practice and for our understanding of group
differences and the role of DIF therein.

4.1.4

A review of current practice

Although the advantages and disadvantages of different statistical methods and procedures have been studied extensively through simulation studies, and the methodological literature provides several guidelines on DIF analyses, we have limited
knowledge whether researchers follow these best practices. In a systematic review
of 51 DIF studies in organizational research, Tay et al. (2015) found that overall sample sizes were appropriate for IRT DIF analyses, that the median number of items
tested was 27 for cognitive scales and 10 for psychological scales, and that the majority of researchers failed to discuss model fit. In another review of 17 studies for the
literature on disabled students (Buzick & Stone, 2011), the majority of analyses were
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(Li, 2014)
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(Li, 2015)
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(Shealy & Stout,
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z-test  ˆ 
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( Park & Lautenschlager, 1990)

N.A.

N.A.
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(Li, 2014)

Likelihood ratio test Barely
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(Paek, 2012)
(French & Maller, (Li, 2014)
2007)
Score test
N.A.
N.A.
(Paek, 2012)

Wald test
(Swaminathan &
Rogers, 1990)

Unobserved score methods
IRT
Lord’s χ2
(Lord, 1980)
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Logistic
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Observed score methods
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MH- χ2
(Dorans & Holland,
1993)

Sig test

Popular DIF methods for dichotomous items.

500 per group
(Allan S Cohen & Kim, 1993)

250 per group
(Lei & Li, 2013)
300 per group
(Narayanan & Swaminathan,
1994)
500 per group
(Penfield, 2003)

N.A.

500 per group
(French & Maller, 2007)
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(Tay et al, 2015)

20
(Millsap & Everson,
1993)
20
(Millsap & Everson,
1993)
20
(Shealy & Stout,
1993)

ES cut-off

(Shealy & Stout, 1993)

β̂

β̂ >.088
(Roussos & Stout, 1996)

β̂ >.059
Large DIF:

Medium DIF:

Medium DIF
MH D-DIF > 1.0
Large DIF
MH D-DIF > 1.5
(Dorans & Holland, 1993)
(delta) log odds
Log odds > 0.426
(Fidalgo et al, 2014; Mona- (Fidalgo et al., 2014;
han et al, 2007), or
Monahan et al., 2007),
Nagelkerke R2
or
(Zumbo, 1999; Zumbo & R2 > .13
Thomas, 1997)
(Zumbo, 1999)
R2 > .035
(Jodoin & Gierl, 2001)

20
MH D-DIF
(Millsap & Everson, (Dorans, 1989)
1993; Millsap, 2011)

Minimal number of ES
items

500 per group
20
(Herrera & Gómez, 2008;
(Millsap & Everson,
Narayanan & Swaminathan,
1993)
1996; Rogers & Swaminathan,
1993; Penfield, 2003)

> 250 per group
(Guilera et al, 2013)

Minimal sample size
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Purification
beneficial

Power
formula

Yes
(Khalid & Glas,
2014)

N.A.

Yes
(Wang et al.,
2009)

Likelihood ratio test N.A.
(Woods et al., 2009)

Wald test
N.A.

N.A.

Significance test for Yes
N.A.
area measures
(Oshima & Morris,
(Raju, 1988; Raju, van 2008)
der Linden, & Fleer,
1995)

Score test
(Glas, 1998)

500 (ref) – 200 (focal)
(Woods, 2009)

500 (ref) – 100 (focal)
(Finch, 2005)

500 (ref) – 200 (focal)
(2PL)
(Woods, 2009)
500 per group
(Tay et al, 2015)
400 per group
(Khalid & Glas, 2014)
(2PL/3PL)
(Khalid & Glas, 2014)
>200 per group
(1PL)
>500 per group (2PL)
>1000 per group
(3PL)
(Oshima & Morris, 2008)

500 (ref) – 100 (focal)
(2PL/3PL)
(Finch, 2005)

200-300
(1PL)
(Paek & Wilson, 2011)

Minimal sample size

E.g.,
NCDIF, CDIF
((Raju, van der Linden, &
Fleer, 1995)
Regression coefficients
(Woods et al., 2009)
/proportional odds
(Yang & Jones, 2007)
MIMIC-ES
(Jin, Myers, Ahn, & Penfield, 2012)

10
(Tay et al, 2015)
10
(Tay et al, 2015)

ES cut-off

0.3 (small DIF)
0.5 (medium DIF)
0.7 (large DIF)
(Jin, Myers, Ahn, & Penfield, 2012)

Proportional odds > 2.0
or < .05
(Yang & Jones, 2007)

NCDIF & CDIF < .006
(Raju, van der Linden, &
Fleer, 1995)

Difference between param- N.A.
eter estimates
(Steinberg & Thissen,
2006)

10
(Tay et al, 2015)

20
(Khalid & Glas, 2014)

10
(Tay et al, 2015)

Minimal number of ES
items

Note. MH= Mantel-Haenszel test. LR = Logistic Regression. IRT = Item Response Theory. MIMIC= Multiple Indicators Multiple Causes Model. ES= Effect Size.
Minimal Sample Size = the minimal sample size per group. N.A. = Not applicable, because we are unaware of literature relating to this information, or because
the information is not necessary for the particular method. Ref = Reference group. Focal = Focal group.

MIMIC

Sig test

Method

Likelihood ratio test
N.A.
(IRT-LR-DIF)
Yes
(Thissen, Steinberg, ( Finch, 2005;
& Wainer, 1993)
González-Betanzos & Abad, 2012)
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carried out with observed score methods like MH, logistic regression or SIBTEST, and
showed a relatively low percentage of DIF items per study (i.e., most studies showed
15% DIF items or less). We note that both earlier reviews only covered a relatively
small number of DIF studies from a limited section of the wider literature on DIF.
We reviewed articles from all scientific fields that use DIF analysis, to provide a clear and generalizable overview of current practices and decisions made
in DIF testing. We randomly selected 200 articles reporting DIF tests and coded
whether seven of the proposed guidelines (i.e., GL1, GL2, GL4, GL5, GL6, GL8,
GL9) were followed in this large sample from the DIF literature. We selected
these guidelines because they are applicable to both observed score methods
and unobserved score methods (unlike GL3), and can be readily coded (unlike
GL7 and GL10, as discussed in the section on intercoder reliability). In addition
to these coded guidelines, we retrieved several relevant characteristics of DIF
studies, including the number of items studied and the number of flagged DIF
items. The information gained from these variables not only gives an overview of
the decisions made when researchers carry out DIF analyses and an overview of
the amount of DIF items flagged in the empirical DIF literature, but can also be
used as input for future simulation studies or power estimates.

4.2 Method

Selecting DIF articles
To create a pool of DIF articles we first performed cited reference searches of influential methodological DIF publications in ISI Web of Science20, as described in
Figure 4.2. These seminal publications concern both observed and unobserved
DIF methods, and were used to define the population of subsequent DIF articles
listed in ISI’s database. The pooled list of 2,137 citations yielded 1,212 unique
articles. Subsequently, we used the following inclusion criteria: (1) the articles
needed to contain the phrase “differential item functioning” or “item bias”, (2) the
articles had to contain empirical data from a human population, and (3) the article
needed to contain a corresponding DIF analysis on that empirical data set. During
a screening based on title we discarded articles that failed to meet our selection
criteria, like reviews, discussion articles, meta-analyses or simulation studies. Of
the 825 remaining articles, we selected a random sample of 200 articles to include
in our review. Articles in the sample that did not meet our selection criteria were
replaced by randomly drawn articles. Several selected articles featured multiple
DIF comparisons from the same data (e.g., for different types of groups, or for
different scales). In those articles, we selected only one DIF comparison (i.e., one
20 Literature search was conducted between March 30th and April 15th 2014.

Flowchart of literature search.

Kim et al.
(1995):
21 papers

Penfield
(2001):
20 papers

Raju
(1990):
67 papers

Figure 4.2

Thissen et al.
(1993)
189 papers

Swaminathan &
Rogers
(1990)
277 papers

Holland & Thayer
(1988)
325 papers

825
potentially
relevant papers

1212
potentially
relevant papers

2137
potentially
relevant papers

Thissen et al.
(1986):
134 papers

Stealy & Stout
(1993):
189 papers
Holland & Wainer
(1993):
647 papers

Muthen & Lehman
(1985):
54 papers

Finch
(2005):
57 papers

Removing papers:
(screening by title)
(-387)

Removing papers:
(double papers)
(-925)

Penfield
(2003):
17 papers

Angoff & Ford
(1973):
48 papers

Dorans & Kullick
(1986):
92 papers
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type of group, for one type of scale) based on several selection rules as detailed in
Appendix D, and coded the papers for that chosen comparison.

4

Coding
We were interested in various characteristics of DIF analyses: (1) the type of DIF
method, (2) the type of test used to flag items, (3) whether authors reported statistics at the item level, (4) the grouping variable against which DIF was tested, (5)
reporting of the decision rule for deciding whether items are influenced by DIF, (6)
the sample size, (7) the number of items studied for DIF, (8) the number of items
flagged for DIF per method, (9) the significance level (Alpha) used, (10) reporting of the DIF effect size, (11) reporting and magnitude of the effect size of ability,
(12) reporting of the hypothesis regarding DIF, (13) whether the issue of power
of the test was discussed, (14) the actual power of the test, (15) purification techniques, (16) reporting of reliability of the scale, (17) whether authors displayed DIF
through Item Characteristic Curves or Test Characteristic Curves (ICC/TCC), and
(18) whether authors visually displayed test information. Finally, we coded whether Cross-validation (19) and Replication (20) were mentioned in the articles.
Table 4.2

Categories for variables.

Variable

Categories

Method used

Unobs. con. invar. model
(UCIM):
Cat./ord. indicators

Continuous indicators

Obs. con. invar. model (OCIM):
Mantel-Haenszel test
Log./ord. regression
Test

SIBTEST

Number of items
Hypothesis

e.g., CFA techniques, MIMIC model with continuous indicators

e.g., ANOVA of Rasch residuals (software package RUMM)

Fit indices

Authors used fit indices to decide whether items displayed DIF

Significance test
Effect size

None

Sample size

e.g., IRT-LR-DIF, MIMIC model with categorical indicators,
GRM, PCM

Other

Statistics reported Complete

Dec. rule

Description

Partial
Yes
No

Continuous
Continuous
Yes
No

Authors used NHST to decide whether items displayed DIF

Authors used effect size estimates to decide whether items
displayed DIF

Authors reported significance tests and effect size estimates
for all items
Authors did not report any significance tests or effect size
estimates

Authors did report some test statistics or effect size estimates,
Authors did describe a decision rule

Authors did not describe a decision rule
Number of participants in DIF analysis

Number of items studied in DIF analysis

Authors did specify a hypothesis a priori

Authors did not specify a hypothesis a priori
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Continued

Variable

Categories

Description

Mult. test. cor.

Yes

e.g., Bonferroni correction or Benjamini-Hochberg correction

Observed

Authors reported an ability effect size based on observed
scores

Effect size ability

Effect size DIF
ICC/TCC

Power (under)
Power (over)
Purification
Reliability
Test inf.

No

Unobserved
No

Unobserved
Observed
No

Yes
No

Yes
No

Yes
No

Yes
No

Cronbach’s alpha
Other

No reliability
Yes
No

No multiple testing correction used

Authors reported an ability effect size based on latent scores
Authors did not report an ability effect size

Authors reported a DIF effect size retrieved from an UCIV

Authors reported a DIF effect size retrieved from an OCIV
Authors did not report a DIF effect size
Authors included an ICC or TCC

Authors did not include an ICC or TCC

Authors mention study was underpowered/small sample size
might have influenced results

Authors did not mention study was underpowered or that the
small sample size might have influenced the results
Authors mention study was overpowered/large sample size
might have influenced results
Authors did not mention study is overpowered or that the
large sample size might have influenced the results
Authors did use purification techniques

Authors did not use purification techniques
Authors reported Cronbach’s alpha

Authors reported another reliability coefficient

Authors did not report any reliability coefficient

Authors displayed a visual test information function

Authors did not display a visual test information function

Note. UCIM = Unobserved Conditional Invariance Model, OCIM = Unobserved Conditional Invariance
Model, ICC = Item Characteric Curve, TCC = Test Characteristic Curve, GRM = Graded Response Model,
PCM = Partial Credit Model, Mult. test. cor. = Multiple testing correction, Dec. rule = Decision rule, Test
inf. = Test Information.

The majority of these variables are categorical. Table 4.2 summarizes the
categories used. For the variable method we selected the category that described
the statistical method used in the article. When multiple statistical methods were
used to assess DIF we coded all of them, with a maximum of 5 methods. With the
variable test we addressed whether authors used significance tests, effect sizes or
fit indices as a flagging rule (as coded separately for each method in a given DIF
article). The variable statistics reported indicated whether the authors reported
significance tests and effect sizes for all items in the DIF analysis. We also coded
sample size of the groups included in the selected DIF analysis, excluding participants who had missing values for the selected DIF analysis. To document the decision rule for items we registered whether the researchers mentioned the criteria
on which they decide whether an item or a bundle of items is influenced by DIF. We
coded the number of items that were studied for DIF and the number of items that
were flagged for DIF. We coded whether a DIF effect size was reported in the article,
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and whether this effect size was based on an observed or an unobserved conditional variance method. If authors reported separate item parameters for both DIF
groups, we counted this as DIF effect size present. Additionally, we computed the
effect size (Cohen’s d) of the difference between groups in ability based on the reported difference between the two groups on the total scale (i.e., observed ability)
or the latent ability (actual ability). We also coded whether authors themselves
reported (an observed or an unobserved) effect size and retrieved the value of that
effect size. When an effect size other than Cohen’s d was reported, we transformed
that effect size to Cohen’s d. For the variable hypothesis we scored whether the
researchers had an a priori expectation regarding the DIF effect for specific variables. Moreover, we coded variables Replication and Cross-validation by checking
via text search whether the articles contained either the word “replication” or “replicate(d)”, and whether they contained the term “Cross-validation”.21
We considered power by coding whether the authors discussed if the DIF
test (1) had little power or too small sample sizes, and (2) had enough power or
such large power that items with trivial DIF effect sizes could be flagged. We also
retrieved any estimates of the power from the articles. We also coded whether the
researchers used purification to acquire a criterion with as little bias as possible. We
also retrieved the reported reliability coefficient for the relevant scale. Moreover, we
coded whether the researchers provided the test information function graphically,
and whether they provided item characteristic curves or test characteristic curves.
The entire sample was coded by the first author on the basis of a coding
sheet, available on the Open Science Framework (https://osf.io/ty496/). Additionally, the list of 200 selected DIF articles is available through this link. To assess inter-coder agreement, we drew a random sample of the 200 DIF articles
and had the second and third authors independently code 14 articles each. Seven
articles were both coded by the second and third author, and subsequently the
second and third author each coded seven unique articles, which led to a sample of 21 randomly drawn articles. In this way we could calculate the inter-rater
agreement over all three coders simultaneously and over pairs of coders.

4.3 Results

Inter-coder reliability
We used Krippendorff’s α as a reliability measure, because it can deal with nominal as well as interval variables, multiple coders, and missing data. Additionally, we
21 Obviously it is possible that authors used cross-validation or replication studies, but phrased it differently. Note
that these variables were coded only by the first authors after the main round of coding. Therefore, this variable
was not featured in the analyses of inter-coder reliabilities.
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calculated pairwise Fleiss’ Kappa coefficients (for nominal variables) or two-way
agreement single-measures Intraclass Correlation Coefficient (ICC, for continuous
variables), and pairwise simple agreement. All coefficients were calculated with
R-package IRR (Gamer et al., 2012). The reliability coefficients are reported in Table 4.3. For several coded variables, reliabilities ranged from acceptable (hypothesis testing, alpha, method, test information, DIF items, items tested, sample size)
to excellent (decision rule bundle testing, multiple testing correction). For other
variables the reliabilities were relatively low (statistics reported, test, decision
rule item, ability category, influence DIF, underpowered, overpowered, name effect size, purification, reliability, ICC). We removed the variables “influence DIF on
theta” and “purification” from our results because inter-coder reliability was too
low and it was difficult to reach agreement on the coding of these variables. For
some variables there was little variance in the coded categories, which is referred
to as the prevalence problem (Hallgren, 2012). Skewed marginal distributions
can lead to underestimations of the true reliability by coefficients such as Krippendorf’s alpha and Fleiss’ kappa (Hallgren, 2012; Lacy, Watson, Riffe, & Lovejoy, 2015; Lombard, Snyder-Duch, & Bracken, 2002). The reliability coefficients of
variables “decision rule item”. “underpowered”, “overpowered”, “hypothesis”, and
“test information” might be affected due to this problem, as those variables have
little variance in the coded categories, show relatively low reliability coefficients
but high simple agreement. The disagreement for the remaining variables, “statistics reported”, and “decision rule item”, were readily solved after discussion. Even
though intercoder reliability was low for some variables, we like to point out that
part of the disagreement arose due to ambiguous reporting in the DIF articles.
Moreover, we note that previous DIF reviews refrained from reporting intercoder
reliability (e.g., Buzick & Stone, 2011; Tay et al., 2015).
For three variables (i.e., Alpha, DIF effect size, and Test information), we decided to refine the scoring protocol, and the first author recoded the values of
these variables.22

22 For the variable “Alpha reported” the original scoring rule was too strict (i.e., first author originally only coded
Alpha’s that were explicitly mentioned in relation to the DIF tests). In a second round of coding, if there was a
significance level mentioned for any of the statistical tests in the paper, we assumed authors used that significance level for all tests. For the variable “DIF effect size” the first author coded too strictly, excluding mean effect
sizes, categorized effect sizes and effect sizes that were visually displayed. In the second round this variable was
recoded, including these types of effect sizes. For the variable “Test information” the first author was strict, by
only counting visually depicted test information but not visually depicted standard errors. As the relationship of
test information and standard errors is 1:1 all authors agreed plotted standard errors could also count as visually plotted test information. In a second round of coding visually depicted standard errors were also included
in the variable Test information.
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Table 4.3

Intercoder reliability.

Variable

Krippen-dorf’s
alpha
(k = 3)

Kappa/ICC
Rater 1Rater 2
(k = 2)

Kappa/ICC
Rater 1Rater 3
(k = 2)

Kappa/ICC
Rater 2Rater 3
(k = 2)

Simple
agreement
Rater
1-Rater 2
(k = 2)

Simple
agreement
Rater
1-Rater 3
(k = 2)

Simple
agreement
Rater
2-Rater 3
(k = 2)

Methods
(nominal)

.65
(n = 22)

.50
(n = 15)

.80
(n = 15)

.12
(n = 8)

.73
(n = 15)

.87
(n = 15)

.63
(n = 8)

Statistics reported
(nominal)

.46
(n = 21)

.56
(n = 14)

.30
(n = 14)

.75
(n = 7)

.71
(n = 14)

.50
(n = 14)

.86
(n = 7)

Test
(nominal)

Decision rule item
(nominal)

.34
(n = 22)
.54
(n = 21)

Decision rule bundle 1.00
(nominal)
(n = 21)
Multiple testing
correction
(nominal)

1.00
(n = 21)

Sample size
(count)

.79
(n = 21)

Alpha
(nominal)

4

Items tested
(count)

Items flagged
(count)

Ability category
(nominal)

Influence theta hat
(nominal)
Hypothesis
(nominal)

Underpowered
(nominal)
Overpowered
(nominal)

.73
(n = 21)
.75
(n = 21)
.94
(n = 22)
.59
(n = 21)
.35
(n = 21)
.73
(n = 21)
.44
(n = 21)
-.02
(n = 21)

Name DIF effect size .48
(nominal)
(n = 21)
Purification
(nominal)

.47
(n = 21)

Test information
(nominal)

.73
(n = 21)

Reliability
(nominal)
ICC
(nominal)

.51
(n = 21)
.53
(n = 21)

.66
(n = 15)
.43
(n = 14)
NA

1.00
(n = 14)
.65
(n = 14)
.98
(n = 14)
.92
(n = 14)
.98
(n = 14)
.48
(n = 14)
1.00
(n = 14)
1.00
(n = 14)
.63
(n = 14)
-.08
(n = 14)
.45
(n = 14)
.65
(n = 14)
.49
(n = 14)
.58
(n = 14)
.31
(n = 14)

.14
(n = 15)
.76
(n = 14)
NA

1.00
(n = 14)
.78
(n = 14)
.80
(n = 13)
.45
(n = 13)
.91
(n = 13)
.54
(n = 14)
.04
(n = 14)
-.04
(n = 14)
.27
(n = 14)
NA

.46
(n = 14)
.27
(n = 14)
.44
(n = 14)
1.00
(n = 14)
.47
(n = 14)

.33
(n = 8)
1.00
(n = 7)
NA

1.00
(n = 7)
1.00
(n = 7)
.12
(n = 7)
.98
(n = 7)
.97
(n = 8)
1.00
(n = 7)
-.10
(n = 7)
-.08
(n = 7)
.58
(n = 7)
-.27
(n = 7)
.33
(n = 7)
.24
(n = 7)
.45
(n = 7)
.30
(n = 7)
.42
(n = 7)

.87
(n = 15)
.79
(n = 14)
1.00
(n = 14)
1.00
(n = 14)
.79
(n = 14)
.71
(n = 14)
.79
(n = 14)
.79
(n = 14)
.71
(n = 14)
1.00
(n = 14)
1.00
(n = 14)
.93
(n = 14)
.86
(n = 14)
.71
(n = 14)
.86
(n = 14)
.71
(n = 14)
.86
(n = 14)
.79
(n = 14)

.53
(n = 15)
.93
(n = 14)
1.00
(n = 14)
1.00
(n = 14)
.86
(n = 14)
.69
(n = 13)
.36
(n = 13)
.69
(n = 13)
.71
(n = 14)
.43
(n = 14)
.93
(n = 14)
.79
(n = 14)
1.00
(n = 14)
.64
(n = 14)
.57
(n = 14)
.71
(n = 14)
1.00
(n = 14)
.71
(n = 14)

.75
(n = 8)
1.00
(n = 7)
1.00
(n = 7)
1.00
(n = 7)
1.00
(n = 7)
.43
(n = 7)
.714
(n = 7)
.88
(n = 8)
1.00
(n = 7)
.43
(n = 7)
.86
(n = 7)
.86
(n = 7)
.71
(n = 7)
.57
(n = 7)
.57
(n = 7)
.71
(n = 7)
.71
(n = 7)
.71
(n = 7)

Note. Missing values of Kappa are introduced due to a lack of variation in categories. In case of nominal variables Fleiss’s κ is reported, in case of continuous two-way agreement single-measures intraclass correlation coefficient (ICC) is reported. k = amount of coders, n = amount of articles, NA = not
available.
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Results related to guidelines
In Table 4.4 we present the results of the systematic review of the variables related to the guidelines we described above. Although we selected 200 articles in our
review, in 11 % of those articles the authors used multiple statistical methods
which resulted in a total of 239 DIF analyses scored on all variables.
Table 4.4

Practice of guidelines in the field.

Variable

N

Mean group differences: effect size

200

Reported (latent)

Reported (observed)

Not reported

Method used

Unobserved: cat/ord indicators

Unobserved: continuous indicators
Observed: Mantel-Haenszel test

Observed: Logistic/ordinal regression
Observed: SIBTEST
Other

Not specified

Sample size

Reported

Not reported

Flagging rule
Test

Significance test
Effect size

Significance + Effect size

Significance + Fit Indices

Significance + Effect size + Fit Indices

Other

Not specified

Multiple testing correction
Alpha

Yes
No

α < 0.01

0.01 ≤ α < 0.05
α = 0.05
α > 0.05

Not specified

Report flagging rule in detail
Yes
No

28
56

116
239
119
6

20
38
13
42
1

238
233
5

239

%
14.0
28.0
58.0
50.0
2.5
8.4

15.9
5.4

17.6
0.4

97.9
2.1

130

54.4

10

4.2

27
55
1
1

16

200
54

147
200
10
29

126
4

31

200
146
54

11.3
23.0
0.4
0.4
6.7

26.5
73.5
5.0

14.5
63.0
2.0

15.5
73.0
27.0
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Table 4.4

Continued

Variable

N

%

Yes

22

11.0

Statistics reported

200

Hypothesis reported
No

Report results of DIF tests
Yes

Partial
No

Effect size DIF

Unobserved
Observed
Both
No

DIF display: ICC/TCC
Yes
No

ICC/TCC, but no DIF display

Reliability

4

Cronbach’s alpha

Other
(e.g., TIF, person separation index)
No reliability

178
54

110
36

200
70
37
1

92

200
42

134
24

200
85
51
64

89.0
27.0
55.0
18.0
35.0
18.5
0.5

46.0
21.0
67.0
12.0
42.5
25.5
32.0

Note. ICC = Item Characteristic curve, TCC = Test Characteristic Curve, TIF = Test Information Function.

Notwithstanding the relevance of knowing the size of the group differences
in test scores for theoretical and statistical reasons (e.g., power), less than half
of the articles (N = 84; 42%) reported how much the groups differed in ability or
trait, by either reporting an effect size for the groups (e.g., Cohen’s d, regression
coefficient) or reporting enough information to calculate those effect sizes. Absolute values of latent and observed mean differences on the tests (in Cohen’s d)
are shown in Figure 4.3. Overall, the reported mean differences between groups
in terms of effect sizes were small to medium. However a minority of DIF articles
actually reported such effects, so it is unclear whether this number is a correct
estimation of group differences in the overall DIF literature.
One hundred and twenty-five of the 239 DIF analyses (52.3%) involved unobserved score methods in a frequentist framework. Observed score methods
like logistic regression, SIBTEST and the MH test were relatively popular, together accounting for 29.7% of the reported methods. The category “other” entails
analyses that did not fit aforementioned categories, e.g. other non-parametric
techniques (N=3), analysis of variance of Rasch residuals (with software RUMM,
N = 24), or a Bayesian unobserved score method (N =1). Our finding that unob-
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served score methods are most popular corresponds with earlier reviews (Tay
et al., 2015). Figure 4.4 displays the distribution of the sample sizes used across
the 200 DIF articles. As indicated in several simulation studies (e.g., Guilera et al.,
2013; Paek & Wilson, 2011; Penfield, 2003; Woods, 2009), DIF analyses require
at least 500 to 1000 participants (i.e., 250-500 participants per group). Overall
the reported sample sizes seemed sufficiently powerful for DIF analyses; the median sample size equaled 1,042. Thus, in line with results by Tay et al. (2015),
most DIF studies use adequate sample sizes.
The majority of analyses (N = 130; 54.4%) relied solely on significance testing when deciding whether an item displayed DIF, while in more than a tenth of
the DIF analyses authors used only effect size estimates for flagging DIF. Similarly, 112 of the 200 articles (56.0%) solely depended on significance testing or
on a combination of significance testing and the use of fit indices. In 10 articles
(5.0%), it remained unclear how the authors tested for DIF. In about a quarter of
the 239 reported analyses, authors combined significance testing with the use of
effect sizes or fit indices to flag an item for DIF. A little over a quarter of the articles involved the use of multiple testing corrections (e.g., Bonferroni, Benjamini-Hochberg) when testing for DIF. The majority of articles (N = 126; 63%) used
a significance level of .05. In 35 of the 39 instances in which the significance level
was smaller than .05 authors failed to use an explicit correction for multiple testing. One could argue this practice can be viewed as an alternative way to control
for inflated familywise Type I errors when the overall alpha is set at .05. In most
articles (N = 111; 55.5%) the authors neither lowered the nominal significance
level nor corrected for multiple testing. In 144 articles (73%) a decision rule was
reported in such detail that we could replicate this part of their method, whereas
in the remaining articles (N = 56) we were unable to glean what decision rule had
been used. So in a sizeable portion of DIF articles, the decision rules remained
unclear. Additionally, only 22 articles (11%) reported a hypothesis concerning
DIF. In the majority of articles, authors did not mention replication studies (N =
152, 76%) or cross validation (N = 184; 92%). Upon closer inspection of the 48
articles (24%) that did mention replication, we found that only six DIF articles
featured a replication (3% of total sample). Closer inspection of the 16 articles
that did mention cross validation showed that only six articles involved a cross
validation (3% of the total sample). Thus, the common use of significance testing
in DIF assessments is seldom associated with checks for generalizability, specification of specific hypotheses related to DIF, or corrections for multiple testing.
In 27% of the articles, authors reported both effect sizes and some indicator of statistical significance for all items included in the DIF analysis. Preferably
authors would report a test statistic with degrees of freedom and subsequent
p-value. However, many authors solely reported p-values, asterisks or a clear description in the text of the items that did or did not display significant DIF, which
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Figure 4.3

Histogram of the latent and observed mean group differences.
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we also accepted as indicators of statistical significance. Almost a fifth of the articles (N = 36) reported neither an effect size nor an indicator of significance for
any of the items. Although many researchers in the field of DIF advocated the use
of DIF effect sizes (Hambleton, 2006; Hidalgo et al., 2014; Meade, 2010), almost
half of the articles reported no DIF effect sizes. Of the 108 articles that did report effect sizes, 34.3% reported effect sizes based on observed score methods,
64.8% reported effect sizes based on observed score methods and one article reported both. Of the 92 articles that failed to report any numerical DIF effect sizes,
12 articles displayed DIF effect sizes visually by means of an Item Characteristic
Curve or on a test level with a Test Characteristic Curve. In 80 articles (40%)
neither exact effect sizes nor visually displayed effect sizes were reported. So
generally, reporting of effect sizes is not uncommon, but there is still a large share
of DIF articles that did not report effect sizes and results from significance tests.
A reliability coefficient of the scale was reported in more than two thirds of
the articles, with the majority reporting at least the traditional reliability estimate
Cronbach’s alpha. In the remaining 25.5% of the cases the authors reported another reliability estimate like the person separation index or a test information func-

4

122 Chapter 4

Reported reliability coefficients

15 20
10 15
5 10
0

0 5

Frequency
Frequency

20 25

25

Reported reliability coefficients

4

Figure 4.5

0.0

0.2

0.0

0.2

0.4

0.6

0.4
0.6
Reliability coefficient

0.8

1.0

0.8

1.0

Reliability
coefficient
Histogram of the reported reliability
coefficients
(Cronbach’s alpha).

tion. Some authors did not clearly specify which kind of reliability they reported.
The distribution of reported values of Cronbach’s alpha are plotted in Figure 4.5.
Overall, reported reliabilities were high: 71.8% of the reported Cronbach’s
α were equal to or higher than .80. This finding corresponds to the results of a review on reliability and shortened test scales (Kruyen, Emons, & Sijtsma, 2013), in
which 71.5% of reported unaltered scales showed reliability estimates above .80.
Other findings
Figure 4.6 displays the distribution of the number of items that were checked for
DIF in the 200 DIF articles. The average number of items tested for DIF was 19.82,
while the median number of items was 14.50. In 134 of the articles (67.0%) the
authors checked 20 or fewer items. Of the 239 DIF analyses that were reported,
we could calculate the percentage of DIF items for 214 analyses. This percentage
consists of the number of items that were flagged for DIF divided by the number
of items that were tested for DIF. We calculated the percentages of DIF items per
analysis and display the distribution in Figure 4.7.
The average percentage of tested items showing DIF was 23.15, and the
median was 15.59. In 23.0% of the DIF analyses no items were flagged for DIF.
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Table 4.5

Convergence of multiple methods: the number of reported DIF items.

Article

Number of
items tested

Method 1

Method 2

Maller (2000)

30

0

0

Crane et al (2004)

41

1

2

Chuah et al (2006)
Earlywine (2006)

Teresi et al (2000)
Ellis et al (2000)

Cooke et al (2001)

Behuniak et al (1996)
Escorial et al (2007)

Kalaycioglu et al (2011)
Martiniello (2008)
Gierl et al (1999)

Cook et al (2007)

Taylor et al (2012)

Waller et al (2005)
Acar et al (2011)

4

11
22
15
11
13
20

N.A.
30
39
50
23
30
21
25

0
1
0
0
0
2
3
0
2
6
4

10
15
17

Method 3

Method 4

Method 5

1

1

2

3

4

4

7

6

10

1

2

1

2

1
4
5
4
6

10
17
12
19
20

20

2

3

21

A few analyses showed very high percentages of DIF items, with 2 analyses even
reaching 100%.23 Thus, most scales scrutinized for DIF indeed contained items
displaying DIF, thereby highlighting the importance of testing for DIF. In 22 articles (11%) authors reported more than one method to analyze DIF. Of those
22 articles, 16 actually reported results for these multiple methods, as reported
in Table 4.5. Of those articles only one found an identical amount of DIF items
across methods. For some of the other articles, the number of items flagged for
DIF deviated slightly depending on the method (e.g., one DIF item extra in one
method Earlywine, 2006). For other articles, different DIF methods failed to converge leading to different assessments of DIF for a large number of items (e.g., 13
items for Cook et al, 2007).
Of the 200 articles in this review, 24.5% discussed the concept of power
or the accuracy of the statistical method with the selected sample size. In total,
15.5% authors mentioned that their study might be underpowered, or that the
sample size was too small for reliable results. The median sample size of these
studies was 583, which indeed might be too small to reliably detect DIF with
most methods. On the other hand, in 9% of the articles the authors indicated that
23 These DIF analyses were carried out on a bundle level, such that only a small number of bundles were tested,
or carried out on only a small number of items for which the criterion entailed a larger number of items. If we
remove the analyses that tested less items/bundles than were included in the criterion, the average (21.9) and
median (14.29) percentage of DIF items for these analyses slightly change, and the percentage of analyses in
which no items were flagged for DIF remains the same (i.e., 23.0%).
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their studies were too powerful, leading to items with trivial DIF being flagged
due to the large sample size. These articles showed a median sample size of
5,646. In most articles the actual power of the DIF analysis was not computed,
although in four articles authors claimed that the power of the DIF analysis was
.80. These results highlight that the majority of DIF studies, despite using NHST,
fail to adequately address the key issue of power.

4.4 Discussion
We reviewed the statistical methods, common practices, and reporting practices
of DIF analyses in the literature. In our opinion the reporting practices of DIF
analyses are suboptimal. The majority of DIF articles did not report DIF effect
sizes and test statistics for all tested items. Moreover, a substantial number of
articles did not report any statistics, thereby preventing readers from fully comprehending the results, learning from the outcomes, and checking for potential
errors. Especially the common lack of reporting of DIF effect sizes is problematic,
because it is impossible to judge the influence of a DIF item solely based on a
p-value. Moreover, in several articles it was unclear how the authors tested for
DIF, and which significance level they used. Numerous articles failed to report
the reliability of the scale tested for DIF. Furthermore, a minority of articles reported the use of a multiple testing corrections. For over half of the DIF articles,
it was difficult to judge whether the authors used any corrections for multiple
testing, or whether they just failed to report such corrections. To judge the quality of DIF analyses we believe it is necessary to report the statistical methods in
more detail than is currently common: the flagging rule should be formulated
such that readers can reproduce and replicate the statistical analyses. Even if the
DIF analysis is not the main subject of the article and the number of pages in the
main article is limited, in this day and age there is little reason not to include the
results of statistical tests in an Appendix or supplemental material on the journal’s website or on data repositories such as Dataverse, Figshare, Open Science
Framework, or Dryad.
Authors studying DIF rely heavily on significance testing; in more than half
of the DIF analyses the flagging rule was solely based on significance testing. Significance testing always depends on sample size, meaning that trivial DIF will
be significant when sample sizes are large enough, while substantial DIF will be
missed if sample sizes are too small (Hambleton, 2006). Effect sizes are important in our understanding and assessments of DIF (Hambleton, 2006; Hidalgo et
al., 2014; Meade, 2010; Stark, Chernyshenko, & Drasgow, 2004; Tay et al., 2015;
Teresi & Fleishman, 2007) and so future DIF studies should always attempt to
report them. Ideally, researchers should investigate the influence of DIF items
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on a scale level as well, especially if the goal of the article is to compare group
means. A different solution to the problem that sample sizes pose in significance
testing could come from DIF analyses carried out in a Bayesian framework. Several analyses have been proposed in which Bayesian statistics play a role (Soares,
Gonçalves, & Gamerman, 2009; Zwick, Thayer, & Lewis, 1999; Muthen & Asparouhov 2013); to date they are not often used, however. Another advantage of the
Bayesian framework is that the null hypothesis (i.e., no DIF for certain items) can
be accepted, which is not possible in the frequentist framework of significance
testing. Because the goal of many DIF analyses is actually to arrive at scales that
are free of DIF, null hypothesis significance testing alone often does not do the
job. Relatedly, because most DIF analyses involve multiple testing issues, it is important to always consider effect sizes alongside other statistical results, and it
would be valuable to focus more on cross-validation and replication in assessments of DIF (Hambleton, 2006).
A third problem we observed is the diversity of results when multiple DIF
methods were used (see also Borsboom, 2006). For a few studies these differences are substantial. Only one of the 22 articles in which multiple methods were
used showed convergence in terms of the number of items showing DIF. This
outcome is not completely surprising; other studies have shown that DIF analyses on the same data set by different authors led to different results (Borsboom,
2006; Millsap, 2006), and DIF analyses on the same data set with three different
IRT software packages led to different results as well (Ong, Kim, Cohen, & Cramer, 2015). This variation in results complicates the interpretation of DIF analyses
and further stresses the need for reproducible and replicable assessments of DIF.
Because the number of statistical methods to detect DIF is growing, it becomes
more and more difficult for applied researchers to select the method that will
give the most valid and reliable results for the type of data they want to analyze.
It may be time for DIF statisticians and methodologists to focus on comparing
existing DIF methods in a systematic way under different circumstances. In the
current statistical DIF literature, authors often compare new methods to one or
two existing methods. This makes it difficult to judge which statistical method
will be most reliable in particular circumstances over all existing DIF methods.
Fortunately, we can make several positive remarks about the current practice in DIF testing as well. In our sample (based on a population of studies citing
seminal DIF publications) many researchers selected unobserved score methods
to carry out DIF analyses instead of observed score methods. The majority of
reported sample sizes were sufficient to large, indicating that the problems of
statistical power that have been discussed at length in the debate on replication
(Hambleton, 2006) at first sight do not apply to assessments of DIF. Power of DIF
tests is of course also dependent on other characteristics, like test length, difference in ability distributions between groups, type of multiple testing correction
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used, and DIF effect size. Even though sample sizes are large, this is no guarantee
the DIF test has sufficient power. When reliability estimates (based on CTT) of
the scales were reported, they were generally high.
We also note some limitations of our review. First, some DIF methods
were a little more difficult to categorize because they share characteristics of
both observed and unobserved score methods, like SIBTEST (13 out of 239 DIF
methods) or ANOVA of estimated residuals of a Rasch model (24 out of 239 DIF
methods). We chose to classify these methods as observed score methods, but
the classification is not entirely clear-cut. Conclusions would have been altered
somewhat if we decided to classify these methods as unobserved score methods. Second, because we focused on DIF in both our literature search and our
selection criteria, we probably included relatively few studies that were analyzed
within the measurement invariance framework that is popular with continuous
indicators (see Schmitt and Kuljanin, 2008 and Vandenberg and Lance, 2000 for
a review). Ignoring this field means that we cannot generalize outside the context
of differential item functioning. For an overview, some reviews on measurement
invariance testing have been carried out in the past (Schmitt & Kuljanin, 2008;
Vandenberg & Lance, 2000). Third, our population of DIF articles was defined by
using a cited reference search to seminal publications and hence limited in that
regard. Hence, we cannot generalize to other DIF studies that were not indexed
in ISI Web of Science or were indexed there but failed to refer to these particular
(high quality) DIF publications. Although future reviews could study practices
in DIF assessments in other populations, we do consider our large, broad, and
random sample to reflect quite well how DIF analyses are typically conducted in
the wider literature. Fourth, for some items the inter-coder reliability was not as
high as we would have liked. Therefore we should especially be careful to interpret variables “statistics reported” and “name effect size estimate”. Although the
issue of low intercoder-reliability of several variables can be attributed to various causes (e.g., simple disagreement, inconsistent coding), some of these coding
problems arose from insufficient or ambiguous reporting in the articles themselves, thereby reflecting the problem of ambiguity in reporting of DIF analyses.
We discarded some items because they proved to be difficult code (e.g., whether
authors reported if DIF had an impact on the (latent) ability scores of the groups,
whether authors used purification). Finally, we stressed the importance of DIF
flagging rules, and as such a dichotomous cut-off for DIF items (i.e., DIF is present
versus DIF is absent), because we believe many authors use DIF analyses purely
to distinguish DIF items from non-DIF items, often to remove biased items. If authors view DIF as a continuous phenomenon (De Boeck, 2008), DIF flagging rules
are less important. However, several of the variables we addressed, like reporting
of effect sizes, is important even if DIF is considered a continuous event.
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To conclude, we return to the three questions we wanted to answer by
means of this systematic review. The most popular statistical methods to test
for DIF, at least in our population of articles, are unobserved score methods, although the type of unobserved score method varies quite a bit (with IRT-LR DIF
being the dominant approach). Second, we see that in several regards the typical
practice in DIF studies is quite good in that the majority of studies are sufficiently powerful and use scales with sufficient to good reliability. Third, at the same
time, our review highlighted several very common suboptimal practices in DIF
assessments, such as an overly strong focus on significance testing without much
attention for issues of replication, cross-validation, or corrections for multiple
testing. Also, many DIF studies failed to report effect sizes and information needed for reproducibility and replicability. Thus, the reporting practices of DIF analyses are in need of improvement, and the guidelines we proposed on the basis
of the methodological literature could certainly add in that effort to improve the
quality of assessments of DIF in future research.
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Chapter 5
The psychometrics of stereotype threat

This chapter will be submitted as Flore, P. C., and Wicherts, J. M. The psychometrics of stereotype
threat.
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Abstract

5

Whereas the literature on stereotype threat is rich in theoretical insights and
empirical results concerning mean effects, it has little attention for the psychometric qualities of the tests used to assess the typical performance decrements
caused by an environment of stereotype threat. With item-level analyses we
can study the hypothesis that more difficult items will show larger stereotype
threat effects because such items are more threatening and demand more cognitive resources that might be partly taken up by having to deal with increased
worries about performance. In our first study, we computed item-level statistics
based on classical test theory (CTT), to study the amount of missing responses,
item-level means, item-rest correlations, and reliability coefficients on datasets
retrieved from ten previously published stereotype threat articles about the performance of females and girls on math or spatial tests. We found prevalent missing responses, especially in data sets showing large stereotype threat effects.
Comparing item means across conditions differing in stereotype threat did not
show systematic patterns in which effects were moderated by item difficulty. In
the second study, we used a formal test of Differential Item Functioning (DIF)
with respect to stereotype threat conditions using a large stereotype threat data
set from a registered study at Dutch high schools. We did not find evidence for
systematic DIF that would indicate that stereotype threat on math performance
is moderated by item difficulty. However, in a simulation, power rates for these
DIF analyses were found to be fairly low.
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5.1 Introduction
After more than two decades of stereotype threat research, many hypotheses
regarding the negative influence of gender stereotype threat on the performance
on math or spatial tests have been tested in studies involving college students (S.
J. Spencer et al., 1999), and school aged children (Ambady et al., 2001). Various
studies have identified important moderators and mediators of this debilitating
effect among negatively stereotyped female test-takers, like domain identification, math anxiety, and test difficulty (see S. J. Spencer et al., 2016 for a review).
The effect of negative stereotypes concerning women’s ability in various quantitative domains has been studied using various types of ability tests, including
math tests, spatial ability tests, chemistry tests, engineering exams, and physics
tests (see Doyle and Voyer, 2016 for a recent meta-analysis). In contrast to the
many different variables that have been included in stereotype threat research,
and the relatively well developed theory (e.g., Inzlicht & Schmader, 2012) about
what strengthens or weakens stereotype threat effects, the statistical tools used
to study stereotype threat effects are rather limited. Typically, researchers used
standard analysis of (co) variance (AN(C)OVA) or regression analyses to compare groups on these performance variables to see whether the mean effects
or specific moderations of the effect align with stereotype threat theory (e.g.,
C. Good et al., 2008; Keller, 2007a; Schmader, 2002). For instance, Delgado and
Prieto (2008) studied the effects of stereotype threat on the performance of a
math test, and used an ANCOVA to show that the stereotype threat effect was
particularly clear for women reporting higher levels of math anxiety. Similarly,
Spencer et al, (1999) and O’Brien and Crandall (2003) used ANOVA to show that
the effects of stereotype threat were only apparent on the more difficult math
items, but not on easier math items. Despite the availability of many psychometric tools to study stereotype threat data, and the added information obtained by
the use of such tools, very little is known about how stereotype threat works at
the psychometric level.
Whereas studying main effects and interactions provide us with some interesting information, extending analyses to model effects at the item-level is valuable for two reasons. First, item-level analyses provide a more detailed picture of
the effects of stereotype threat: they show which items are difficult or easy (e.g.,
as indexed by item means or difficulty parameters) and how well items discriminate between different levels of the underlying math ability (e.g., by reporting the
item-rest correlation or estimated discrimination parameters), they provide an
approximation of the reliability of the test (e.g., by reporting a lower bound estimate of reliability like Cronbach’s alpha or a model based reliability index), and
they might offer insight into whether the time limit used in test administration
might have been too strict (e.g., by noticing many skipped items at the end of the
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test). All this information is lost when one simply focuses on differences in group
means based on the number of correctly answered items (sum score). Therefore,
we currently know little about the quality of the math and spatial tests used in
stereotype threat literature. Second, with item-level statistics we can test which
items show stereotype threat effects, and whether stereotype threat somehow
alters the measurement properties of math or spatial skills tests. For instance,
psychometric techniques allow us to study whether women under stereotype
threat show larger performance decrements for difficult items and smaller or no
performance decrements on easy items. Such item-specific effects are not readily
visible by considering only sum scores and are expected to lead to Differential
Item Functioning (DIF; Holland & Wainer, 1993) in stereotype threat data sets
(Wicherts et al., 2005).
In the context of stereotype threat, it is quite possible that particular items
are more difficult or discriminate less for female students who experience stereotype threat, compared to students who do not experience stereotype threat
(Millsap, 2011; Wicherts et al., 2005). Consequently, and because stereotype
threat effects are generally seen as a measurement problem (e.g., Walton & Spencer, 2009), tests are not expected to be measurement invariant between groups
of women who do or do not experience stereotype threat. So stereotype threat
might well cause DIF. With Item Response Theory (IRT) models we can test for
measurement invariance by means of DIF analyses, and see whether DIF patterns follow theoretical predictions derived from stereotype threat theory. As
this theory suggests that women (but not men) might underperform on highstakes test due to threat effects (Aronson & Dee, 2012), stereotype threat might
also explain DIF with respect to gender that is commonly found in high-stake
testing. For instance, stereotype threat might explain why women underperform
on word problems (Doolittle & Cleary, 1987; Kalaycioglu & Berberoglu, 2011;
Ryan & Chiu, 2001), spatial ability items (Gierl et al., 2003) or geometry items
(Doolittle & Cleary, 2017; Gamer & Engelhard, 1999; Harris & Carlton, 1993; Li,
Cohen, & Ibarra, 2004; Ryan & Chiu, 2001; Taylor & Lee, 2012). As such, stereotype threat can be seen as a nuisance variable that creates DIF, which could potentially explain at least part of the gender gap in mathematics and spatial skills
tests. If DIF is (consistently) present in stereotype threat data, we would be able
to compare DIF patterns with gender DIF in high stakes mathematics tests. Specifically, we could check whether the patterns of DIF caused by stereotype threat
as studied in low stakes settings (often psychological labs) are also evident in
high-stakes settings wherein experiments are problematic for logistical and ethical reasons. Thus, if stereotype threat causes certain patterns of DIF, DIF analyses should enable us to study generalizability of the stereotype threat effect in
real-life tests. In addition, knowing which types of items are most susceptible to
stereotype threat effects, could aid the development of tests that are less affected
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by the performance impediments caused by stereotype threat.
In this chapter, we studied the psychometric quality of ability tests used in stereotype threat experiments and used several ways to study item-level hypotheses concerning stereotype threat effects. In the first study we re-analyzed experimental stereotype threat data with techniques from Classical Test Theory
(CTT; F. M. Lord & Novick, 1968). In the second study, we illustrated the use of
unidimensional IRT models and DIF analysis (Holland & Wainer, 1993) on an experimental stereotype threat data set gathered at Dutch high schools. Finally we
use simulated data to study power and Type I error rates of DIF analyses given
the characteristics of our data set.

5.1.1

Stereotype threat

Stereotype threat occurs when a member of a negatively stereotyped group is
afraid to be judged according to that stereotype, which causes performance disruptions in the stereotyped domain (Steele, 1997). In the case of mathematics,
theory states that girls (or women) who fear to confirm the stereotype that girls
are less capable in mathematics than boys (or men) will actually perform worse
on tests than their ability allows. Such a situational pressure can be a validity
threat to mathematical testing, because girls’ (or women’s) ability will be structurally underestimated (Delgado & Prieto, 2008). Studies of stereotype threat
have been mostly carried out in the lab in samples of college students (e.g.,
Brown & Josephs, 1999; Johns, Schmader, & Martens, 2005), but also in middle
school aged children and high school aged children (e.g., Delgado & Prieto, 2008;
Ganley et al., 2013; Keller & Dauenheimer, 2003; Muzzatti & Agnoli, 2007; Picho
& Stephens, 2012), and occasionally in high stakes testing contexts (Stricker
& Ward, 2004). On average, these experiments show that girls assigned to stereotype threat conditions perform worse than girls in the control conditions in
which stereotype threat is usually nullified or removed (e.g., by stating that the
test is not diagnostic for math ability or by stressing that the test is gender fair)
(Nguyen & Ryan, 2008; Picho et al., 2013; Walton & Cohen, 2003). The influence
of stereotype threat on test performance operates through a complex interaction
of motivational, cognitive, affective, and physiological processes (Schmader et al.,
2008), which include variables like a physiological stress response to the threat
and deteriorated working memory efficiency.
The effects of stereotype threat should be most prominent when difficult
tests are used (Keller, 2007a; S. J. Spencer et al., 1999). If tests are easy, girls
might actually become more motivated in a stereotype threat condition and obtain higher scores than girls in a control condition (O’Brien & Crandall, 2003).
In contrast, difficult tests will trigger worries or arousal when girls experience
stereotype threat, which will strain working memory. Working memory is a re-
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quirement for successful performance on (difficult) math problems. As a result,
compromised working memory triggered by difficult tests will lead to larger performance decrements in situations where students experience stereotype threat.
Another proposed mechanism is the mere effort account. This theory finds its
roots in social facilitation theory (Zajonc, 1965), which suggests that the presence of an audience facilitates well-learned (or mastered) task, while it impairs
novel (or not yet mastered) tasks. Although girls (or women) experiencing stereotype threat will be motivated to disconfirm the negative stereotype, the situational threat is expected to trigger a pre-potent (i.e., dominant) response. This
means that girls will most likely perform well on well-learned or easy tests or
items wherein such dominant responses are often correct, whereas their performance will decrease for the not yet mastered, difficult tests or items for which
the dominant response is incorrect (Jamieson & Harkins, 2009; S. J. Spencer et
al., 2016).
In practice, items in high stakes math tests, exams or selection tests will not
all be equally difficult. Tests need to be suited for the population of students that
are tested. A test will be most informative when on average students score 50%
of the items correctly. Item means should ideally not be too high or too low (e.g.,
larger than 0.30 and smaller than .70; Mellenbergh, 2011), item-rest correlations should be larger than 0 and the test should be reliable. In tests with these
properties, it would make sense that girls who experience stereotype threat will
mostly underperform on difficult items (O’Brien & Crandall, 2003), while at the
same time performing quite well or perhaps even better on easier items. After
all, easier items will elicit less anxiety than difficult items, and girls in the stereotype threat condition might be very motivated to answer the easy items correctly
because they feel the need to disconfirm the negative stereotype. Put differently,
for easy items the prepotent response results in correctly solved items, whereas
this is not the case for difficult items. Preferably, these types of questions are
addressed using DIF analyses in an IRT framework. However, DIF analyses are
demanding, and in small data sets it is often not feasible to test for DIF (see Chapter 4 and references therein). To inspect some basic item-level statistics and to
see whether data can be modeled, one could use more basic analyses in the CTT
framework. In terms of CTT the item means of the stereotype threat group can be
compared to the item means of the control group.
To illustrate the possible effects of stereotype threat on an item-level we
simulated data under four scenarios, with a large number of observations and
items. We simulated data under the Rasch model, with a wide range in item difficulty parameters across items. We display the proportions correct (often denoted P) for the two groups that reflect two conditions with or without stereotype
threat in what we call a PP plot. The four scenarios differ in the amount of DIF
and impact. Impact refers to group differences in the mean of underlying latent
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Four scenario’s displaying DIF and impact.

math ability θ (i.e., participants of one group are just not as good in math as participants in the other group), whereas DIF occurs when, controlled for θ, particular items are more difficult for one of the groups. In IRT terminology, DIF means
that the item parameters differ across groups. In Scenario 1 (upper left panel)
we simulated a data set in which there was no average stereotype threat effect
on latent ability, and the test was invariant (i.e., no impact and no DIF). As we
plot the item means (simply the proportion correct or P) for both groups in this
scenario in Figure 5.1, we can see that all items fall on the diagonal, indicating
that all items show similar means (proportion correct or P) across both groups.
In the second scenario (bottom left panel), we assumed that there was a sizeable
stereotype threat effect of Cohen’s d = .80 on the latent trait (θST = N(-0.80,1) and
and θC = N(0,1)), but the test was still invariant (i.e., impact, but no DIF). In this
scenario we see that item means (proportions correct) were higher for the control group than for the stereotype threat group, indicating that the items were
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easier for the control group than for the stereotype threat group. This difference
is largest for items with medium difficulty. This is a well-known result from CTT
(F. M. Lord, 1980) and shows that even if the item parameters are identical across
groups in the measurement sense (the IRT difficulty parameters are identical
across groups), impact leads to diverging proportions correct. The lack of invariance of CTT item statistics when groups differ in ability is well known and gave
rise to the development of IRT models that do allow comparisons of measurement parameters across groups (Embretson & Reise, 2000).
In the third scenario (upper right panel) we study the PP-plot without an
average stereotype threat effect on the latent trait, but with a gradual DIF effect.
Here, stereotype threat affects the item parameters depending on how difficult
they are, with stereotype threat effects being positive for easier items, and stereotype threat effects being negative for more difficult items (with lower P-values in both groups). In this third scenario there is no impact but DIF that ranges
from a large effect in favor of the stereotype threat group to a large effect in favor
of the control group as we consider more difficult items. This scenario represents
a continuous moderation of stereotype threat effects by item difficulty parameters in line with results that were studied by O’Brien and Crandall (2003) by
creating two types of tests (a difficult test and an easy test). This scenario of DIF
creates an s-shape across the diagonal. Finally we created a fourth scenario (bottom right panel) in which we both included gradual DIF and the average stereotype threat effect on the latent ability (i.e., impact and DIF). In this scenario this
s-shape seems to appear as well, but is pushed down by the stereotype threat
effect on the latent level and therefore is somewhat less clear. The patterns in Figure 5.1 provide implications for how proportions correct will differ under different scenarios and is based on the unidimensional Rasch model, which is a basic
and arguably overly restrictive model that might not apply to most actual cognitive tests data used in stereotype threat research (e.g., where the variation in
item difficulty parameters might be less ideal and the discrimination parameters
might differ across items). Also, the patterns of DIF and impact should be seen
as theoretically driven. Nonetheless, these patterns can be used as ideal scenarios to consider PP-plots from actual stereotype threat experiments to get some
sense of the item-specific effects emerging from stereotype threat. In Study 1 we
studied empirical PP-plots of various stereotype threat data sets, as well as other
psychometric characteristics to see whether these idealized patterns would be
visible.

5.1.2

ST, psychometrics and the current literature

To get an intuition of the occurrence of psychometric analyses (e.g., item-level
analyses with CTT, IRT or Factor Analysis, FA) in the current stereotype threat
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literature we performed a systematic review of several characteristics of 79 stereotype threat articles studying a college student population and 23 stereotype
threat articles studying a school aged population, concerning gender stereotype
threat experiments and performance on Math, Spatial Skills, and Science (MSSS)
tests. Results are given in Appendix E. In total 128 stereotype threat studies were
reported (101 studies in the articles of college students, and 27 studies were
reported in the articles of school aged students). These articles rarely reported item level statistics (e.g., item means, item-rest correlations, IRT or FA estimates). Specifically, at least some of those item-level statistics were reported in
only four of the 128 studies (3%). In nine of the 128 studies (7%) authors split
the items into an easy and a difficult subset to study whether stereotype threat
effects differed across difficulty levels. The remaining 115 studies neither addressed stereotype threat at the item level nor compared easy and difficult subsets of items (90%). Moreover, reliability estimates were rarely reported for the
dependent variable in the surveyed stereotype threat studies. Reliability of the
MSSS tests was only reported in in 12 (9%) of the 128 stereotype threat studies.
Overall there is some variety in how the researchers scored the ability tests. The
majority of studies simply reported the number of correctly answered items (i.e.,
sum score) (58% of 128 studies), whereas other studies reported accuracy (i.e.,
the number of items correct divided by the number of items attempted by the
students; 11%), guess corrected math scores (i.e., guess correction or formula
scoring; 10%), or a combination of those three measures (21%). Only 33 of the
studies (24%) reported the amount of missing responses on the MSSS test for
conditions separately or tested whether missing responses differed significantly between conditions. Interestingly, a majority of experiments (77% of the 128
studies) used time limits when administrating the cognitive ability tests.
Therefore, speededness of tests might be an issue in stereotype threat research. Even though most stereotype threat articles seem to report tests that are
known as power tests (consisting of challenging items that students have ample
time to complete) instead of speeded test (consisting of extremely easy items
that no student is able to complete within the allotted time), the fact that tests in
stereotype threat research are often accompanied by stringent time limits might
mean we should regard them as partially speeded tests (F. M. Lord & Novick,
1968). Speededness can compromise the reliability of tests (Attali, 2005), or inflate estimated reliability of tests (Cronbach & Warrington, 1951; Lu & Sireci,
2007; Wise & Demars, 2009), and as such is seen as an undesirable property.
However, in the past differential speededness effects have been found in the
SATs for minorities and females (A. P. Schmitt & Dorans, 1990; A. P. Schmitt, Dorans, Crone, & Maneckshana, 1991). Even though speededness in tests should be
warded off in testing, it might reflect a realistic stressful testing situation. In the
context of stereotype threat an interesting question arises concerning speeded-
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ness, namely whether girls who experience stereotype threat have a larger number of unanswered math items due to time constrains than their counterparts for
whom stereotype threat is removed. Such a pattern of increased missingness under threat might reflect the influence of stereotype threat on the working speed
of the students on a test.
In our first study, we obtained raw data from several published stereotype
threat studies to compare several CTT statistics across stereotype threat conditions. Specifically, we compared girl’s or female’s item performance in stereotype threat conditions and control (stereotype safe) conditions on the amount
of missing item responses, item-level statistics, and reliability coefficients, to get
an overview of the psychometric qualities of the scales. From a theoretical point
of view, we explored whether differences in item difficulties between the groups
were larger for more difficult items. Finally, we checked whether the data sets
were suitable for latent variable modeling.

5.2 Study 1

5

In this study, we re-analyzed data from 10 published stereotype threat articles
(see Table 5.1 for references) reporting a total of 13 data sets to get a sense of the
psychometric characteristics of math or spatial skills tests in stereotype threat
research. We use CTT to study whether psychometric characteristics of math or
spatial skills tests differ over the experimental groups. Of the 13 data sets, four
data sets were conducted in a laboratory setting among college students, and
nine data sets were gathered among middle or high school students. In this study,
we focus on the female test takers in the two conditions (stereotype threat vs.
control) and ignore the male test takers.

5.2.1

Method

Data sets
We contacted approximately 30 stereotype threat researchers via e-mail for data
sets of stereotype threat experiments (including all corresponding authors of
published studies included in Flore & Wicherts, 2015) and gathered another data
set from the Open Science Framework. We used all obtained data sets of studies
that have been published (provided that they shared data that included scores
on the item level), except for one study in which the sample sizes were too small
for meaningful computations (n < 10 per cell) and one study that focused on
very young elementary school children. Of the 10 articles we used, for five articles data were collected in the United States (including three lab studies and two
high school studies; (Brown & Pinel, 2003; Cherney & Campbell, 2011; Ganley et
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al., 2013; Gibson et al., 2014; S. J. Spencer et al., 1999), for one article data were
gathered in Spanish high schools (Delgado & Prieto, 2008), for three articles data
were collected amongst German high school students (Keller, 2007a; Keller &
Dauenheimer, 2003; Neuburger et al., 2012), and for one article data were collected at a Dutch university (Wicherts et al., 2005). When data sets included multiple
groups (e.g., a control group, a nullified group and a stereotype threat group) we
selected those groups for which we expected the largest effects based on theory.
For Wicherts et al. (2005) we included the nullified condition and the stereotype
threat condition, and for Gibson et al. (2014) we included the female identity condition (i.e., a stereotype threat condition) and the control condition. For all other
studies there were only two conditions available. The studies used somewhat different tests: two studies involved mental rotation tests (Delgado & Prieto, 2008;
Neuburger et al., 2012), the remaining studies involved several types of math
tests. For the article of Delgado and Prieto we included both the math test and
the mental rotation test. The data of Ganley et al (2013) were split up in three
separate data sets based on age, because age groups received different math tests.
For most studies items were scored as correct, incorrect or missing, except for
the studies of Delgado and Prieto (2008), Neuburger et al. (2012) and Brown and
Pinel (2003) for which items were scored correct or incorrect, where the last category included both missed responses and attempted items answered incorrectly.
Statistical analyses
We only included data from women and girls from the stereotype threat experiments. All statistics were calculated for the stereotype threat group and the control group separately. For data sets that included information on whether students skipped an item or not, we calculated the percentage of missing responses
per group. Additionally we plotted the percentage of missing responses per item.
After this, we rescored the skipped items as wrong items to obtain reliabilities,
item means, item-rest correlations, sum score means, sum score standard deviations and effect sizes. Whereas some authors used different scoring methods
to calculate means, standard deviations, and effect sizes (e.g., formula scoring or
accuracy), we wanted to keep the scoring constant over the different data sets.
Because studying the number correct is the most popular measure in stereotype
threat literature, we deemed this would be the most reasonable scoring rule to
use. We calculated the sum score for both groups based on the number of items
correct, and Cohen’s d as measure of effect size over the sum score. We calculated Cronbach’s alpha (i.e., KR-20) and a 95% confidence interval using Feldt’s
method (Feldt, 1965). Per item, we calculated the proportion of students that
answered the item correctly, and item-rest correlations. We noted the amount of
items without any variance (i.e., students in that group either all answered those
questions correctly, or all answered incorrectly).
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Results

Stereotype threat effect and missing responses
In Table 5.1 we displayed several statistics for the thirteen data sets. A negative
effect size (i.e., Cohen’s d) indicates a classical stereotype threat effect, with females in the stereotype threat condition underperforming compared to females
in the control condition. The data sets vary in sample size. Standardized effect
sizes in terms of the sum score of items showed mixed results, with some negative effect sizes, and some effect sizes close to zero, in line with earlier meta-analytic results (Flore & Wicherts, 2015). The prevalence of missing responses
varied across studies. For the five studies with the largest frequency of missing
responses (i.e., data sets with averaged 20% of the items left unanswered for at
least one of the groups) we plotted the proportion of missing item responses for
the two conditions in Figure 5.2.
The largest stereotype threat effect sizes over the sum scores were seen in
the lab studies of Spencer et al. (1999), Wicherts et al. (2005) and the field experiment of Keller and Dauenheimer (2003). Interestingly, missing responses for
these three studies were more frequent in the stereotype threat condition than
in the control condition, and the difference in number of missing responses is
especially large for the studies of Keller and Dauenheimer (2003), and Wicherts
et al. (2005). For the latter two studies the missingness patterns appear to explain a sizeable part of the effect size on the sum score. Figure 5.2 shows that for
all three studies most of the missing responses were located (unsurprisingly) at
the end of the test, which probably means that many students did not reach the
items at the end, and subsequently that many students did not have enough time
to finish the entire test.
For other studies with a (modest) stereotype threat effect size on the sum
score (Brown & Pinel, 2003; Delgado & Prieto, 2008) we could not distinguish
between items that were skipped and items that were incorrect. For those studies
we plotted the item means (i.e., P-values) in Figure 5.3 for both groups separately.
Figure 5.3 shows that the tests of Brown and Pinel (2003), and the MRT of
Delgado and Prieto (2008) show a clear declining trend of item means as allocated time progressed. Because Delgado and Prieto (2008) imposed a stringent time
limit on the mental rotation test and we have no information regarding skipped
items, the decline might be a sign that many students failed to reach many of the
later items, or it might indicate that the most difficult items were placed at the
end of test (a practice that is typically recommended in the case of speeded tests;
Oshima, 1994). When eyeballing the item means of the Delgado and Prieto (2008)
data set, we see that performance differences between conditions were clearer for
the later items in the test, whereas we do not see the same pattern in item means
in the data of Brown and Pinel (2003). Finally, for some studies missing responses
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Note. st = stereotype threat group, c = control group. X = sum score, SD= standard deviation, d = Cohen’s d, =Cronbach’s , mean mis. resp. = mean of the missing
responses, Numb of items = total amount of test items, Time = amount of time to complete the test in minutes, Neg. item-rest cor = number of negative itemrest correlations for at least one of the groups, Items without variance = the items with either only correct or incorrect responses for at least one of the groups.
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Spencer et al
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Neuburger et al. (2012)
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(3.93)
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(2.30)

Delgado & Prieto - math
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Cherney & Campbell
(2011)

8.67
(3.27)

5.72
(2.57)

Gibson et al. (2014)

Brown & Pinel (2003)

XST
(SD)

Sum scores and SDs, Cronbach’s alpha, missing responses and item statistics for the dependent variable in stereotype threat experiments.
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Figure 5.2

Missing responses for five stereotype threat studies.
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Brown & Pinel (2003): Item means
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Delgado & Prieto (2008) MRT: Item means
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Figure 5.3

Item means for two studies with a (modest) stereotype threat effect.

did not follow a clear pattern (Cherney & Campbell, 2011; Ganley et al., 2013; Gibson et al., 2014; Keller, 2007a). The amount of missing responses is high in several
studies; for five out of the nine data sets that contained missing responses at least
one of the groups skipped on average 20% of the items or more.
Item-level statistics
We will now zoom in on item means to inspect patterns of performance differences between conditions across the items. Because the samples of the data sets
are small, we could not carry out formal DIF tests, and conclusions drawn from
the PP-plot should be interpreted with caution. For data sets of which we had
information on the missing data, we plotted the item means (i.e., P values) of the
stereotype threat group against the item means of the control group in a com-
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bined PP-plot (Figure 5.4). Items with more than 30% of missing responses for
the two groups combined are illustrated with an open dot, items with less than
30% of missing responses are illustrated with a closed dot.
We see that for many studies the pattern of items in the PP-plot resemble
Scenario 1 most: no average stereotype threat effect on the latent trait and no
DIF (i.e., invariance). For instance, this is the case for the data sets of Cherney
and Campbell (2012), Ganley et al. (2013) – 8th grade, Gibson et al. (2014) and
Keller (2007). The three studies with the largest stereotype threat effects show
patterns that most resemble Scenario 2 (an average stereotype threat effect on
the latent trait but no DIF) or scenario 4 (an average stereotype threat on the
latent trait but some DIF), however it is difficult to distinguish the two scenarios
from each other, especially in small samples with short tests (the small samples
preclude any formal test of DIF here).
Nonetheless, we can see that a large share of the average stereotype threat
effect is caused by items on which the prevalence of missing responses is high. For
instance, if we would remove all items with more than 30% of missing responses
in the data set of Keller & Dauenheimer (2003), the remaining items would be
distributed evenly across the diagonal, indicating a very small or no stereotype
threat effect on the latent trait and no clear pattern of DIF. Moreover, we can see
that the test of Spencer et al. (1999) was extremely difficult, and that for half of the
items the number of missing responses was sizeable. Similarly, the test of Wicherts
et al (2005) was clearly a speeded test, and the stereotype threat effect would
largely disappear if the speeded items (those with many missing responses) were
removed. The item means of Ganley et al. (2013) – 4th grade follow a somewhat
peculiar pattern, perhaps due to the small number of items in the test. The item
means of Ganley et al. (2013) – 12th grade show a clear, but small stereotype threat
effect, consistent with an effect at the latent level, but no systematic pattern of DIF.
The PP-plots for the data sets without information concerning missing responses are shown in Figure 5.5. For Brown and Pinel (2003), item effects of
stereotype threat seemed to appear mostly for easy items and less so for difficult items, which goes against theoretical predictions. The test of Neuburger et
al. (2012) was clearly a speeded test, but the PP-plot neither showed a pattern
that indicates stereotype threat effects on the latent trait nor a lack of invariance.
The math test of Delgado and Prieto (2008) was very easy and showed no clear
patterns of DIF due to stereotype threat. The mental rotation test of Delgado and
Prieto (2008) differences in P-values mostly occurred for the difficult items. Because we have no information on the missing responses in this data set we do
not know whether the stereotype threat effect is caused by a lack of responses or
by a larger share of items answered incorrectly. Overall, we could not see clear
patterns of lack of invariance in the analyzed stereotype threat data sets. Because
sample sizes are too small we were unable to test these patterns formally.
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Figure 5.4

PP-plots for stereotype threat data sets with information on missing responses.
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Quality of the scales
Finally, Table 5.1 shows that the psychometric qualities of the math and spatial
ability tests were not always ideal. Specifically, in quite a few data sets multiple
negative item-rest correlations appeared for at least one of the groups. Perhaps
not coincidentally, these item-rest correlations mostly appear for data sets in
which students had many missing responses. Usually, low or negative item-rest
correlations indicate that the item is not good at distinguishing skilled from unskilled students.
Furthermore, a few tests included some items without variance because all
students in a condition answered the item correctly or incorrectly. In the PP-plot
we saw that overall some tests where extremely difficult, or really easy. As such,
these tests will carry little information, and might not be representative of a high
stakes test wherein the test design would ideally be such that the mean percentage correct across items would be close to 50%.
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Although we also reported Cronbach’s alpha for all tests in Table 5.1, we
should be careful interpreting reliability coefficients for (partially) speeded tests,
because for those tests reliability coefficients tend to get inflated or deflated, depending on the guessing strategy of the students. Reliability coefficients in these
stereotype threat experiments varied from extremely low (even negative) to
high. We see some differences in reliability coefficients between conditions, but
these differences did not seem to be consistently favor the stereotype threat or
control conditions.

5.2.3

Discussion

Three things stood out from the results of our item-level analyses of 13 data sets
from 10 stereotype threat articles. First, in five studies many responses were
missing, and for all these studies most missing responses occurred at the end
of the test. For two out of three studies with a stereotype threat effect ( d̂ > .40)
a substantial part of the group differences in sum scores could be attributed to
group differences in missingness. There are several explanations for these differences in missing responses, with the tendency of girls and women in the stereotype threat conditions to respond to fewer items (albeit not all data sets showed
this pattern). For instance, it might be possible that girls in the stereotype threat
condition work slower because they are cautious in their answering, and consequently were forced to leave more items open at the end of the test. Additionally,
it might be possible that girls leave more questions open in the stereotype threat
condition because they do not know the answer to these questions. This explanation might be more likely in studies that use formula scoring, and in which students are encouraged not to guess whenever they did not know the answer (for
instance, in the study of Spencer et al., 1999). Finally, perhaps girls and women
in the stereotype threat condition might have been more hesitant to guess. Either
way, many tests were speeded to a certain degree, and so speed could be a factor
in creating stereotype threat effects.
The presence of speededness would not be surprising in light of the time
pressure used in stereotype threat experiments. With an exception of one study,
students had one minute or less to answer each item on average. Depending on
the type of questions, the time pressure might be somewhat higher than in regular high stakes math tests (i.e., exams and selection tests). For instance, the quantitative section of the paper and pencil version of the GRE consists of two sets of
25 items that students each need to finish in 40 minutes (Educational Testing
Service, 2016); in the SAT MATH students need to finish 58 items in 80 minutes
(CollegeBoard, 2015); and a statistics exam on regression analysis for bachelor
students at Tilburg University allows students to work 180 minutes on 40 items.
Note that speededness of tests can lead to DIF (Lu & Sireci, 2007), for instance if

5

150 Chapter 5

5

the different groups do not work at the same speed or if the groups have different
guessing strategies.
A second main result of Study 1 was that psychometric characteristics of
the ability tests strongly differed across stereotype threat studies. Whereas some
tests had desirable item properties (e.g., 4th grade Ganley et al., 2013), others
showed items with extremely difficult items (e.g., Spencer et al., 1999), badly
discriminating items (e.g., Bell et al., 2003), little to no variance in certain items
(e.g., Keller & Dauenheimer, 2003), and high item difficulty due to extreme time
pressure (e.g., Wicherts et al., 2005). Although the test length of the math and
spatial tests was reasonable for most tests (i.e., ten items or more), the amount
of information actually carried by the items might be less than expected based
on the reported test length. Especially items with little variance or extremely low
or negative item-rest correlations do not add much to the test. Moreover, we saw
that reliability estimates were quite unstable in several of the studies. Because
many of the experiments turned out to be speeded to a certain degree, and because many studies deliberately use homogenous samples, we should not take
reliability estimations too seriously. Because reliability estimates can be overestimated or underestimated when tests are speeded, the coefficients for most
studies were probably affected: either by the common occurrence of missing responses, or by guessing of the students when time ran out.
Because stereotype threat researchers only rarely mention psychometric
qualities of the studied tests (of 128 studies only 3% reported some form of
item-level analyses, 9% reported a reliability coefficient; as described in a literature review in Appendix E), it is clearly not common to discuss the influence
of psychometric characteristics of stereotype threat tests on a study’s result. As
such, to get an intuition of the psychometric qualities of the tests it might be helpful if researchers in the future would report item-level statistics in addition to averages. Whereas we now focused on CTT item-level statistics, factor analyses or
IRT statistics would fulfil that goal as well. Our sample of studies from which we
obtained raw data for reanalysis is broad, but it is not clear how representative
these data sets are for the wider literature on stereotype threat.
The third main result from re-analyzing 10 stereotype threat experiments
was based on patterns of item means across conditions in PP-plots. Here we failed
to see very clear patterns of a lack of invariance or DIF. However, the scenarios
we illustrated in the introduction by means of simulated data were created with
a large number of observations and a large number of items. The smaller the
sample and the shorter the test, the more difficult it will become to discover patterns of invariance by eyeballing PP-plots. Additionally, restriction of range might
also obscure patterns of lack of invariance (DIF). For instance, the math test of
Spencer et al. (1999) was so difficult that there was little variance in item difficulty, and as such there was little opportunity for a lack of invariance, related to
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item difficulty, to emerge. Preferably, we would have carried out formal DIF test
for these data sets using an IRT model to test stereotype threat hypotheses on
an item level. Unfortunately, one of the downsides of IRT modeling are the large
sample size needed, and some quality requirements concerning the items (e.g.,
having positive discrimination parameters, lack of speededness). Most ST experiments are simply too small for IRT modelling, which requires approximately 100
students per group at the very least. For powerful DIF analyses the groups need
to be even larger. We attempted to model DIF for two of the data sets with the
largest sample sizes (i.e., Cherney & Campbell and Delgado & Prieto), but due to
the overall small sample sizes and some other unfortunate psychometric qualities we failed to successfully fit DIF models to the data. As such, we turned to a
large data set we recently collected amongst Dutch high school students. On this
empirical data set we illustrate the use of IRT models on stereotype threat data
and explore the role of DIF in the context of stereotype threat.

5.3.1

Item Response Theory Models

IRT models are a family of latent variable models that assume a causal relationship from the latent trait θ (i.e., math ability in stereotype threat research) to the
indicator variables (i.e., the math items in stereotype threat research). A wellknown IRT model that can be fit to tests with dichotomous outcome variables
is the two parameter logistic model (2PL). This model specifies Item Response
Functions (IRF) based on latent ability, item difficulty and item discrimination.
The item response function for an item based on a 2PL model (Birnbaum, 1968)
is given by the following equation, in which the probability of a correct response
to item i (xi = 1) is a function of θ and discrimination item parameter αi, and difficulty item parameter βi:
P ( xi = 1 | θ , α i , β i ) =

1
1 + exp[− α i (θ − β i )] .

(1)

Pseudo-guessing parameters can be added to form the 3PL model, however
these models are more demanding in terms of sample size. These IRT models
are accompanied by a set of assumptions. The assumption of unidimensionality
means that we expect the observed item responses to be a function of only one
(continuous) latent variable. Because complete unidimensionality is unlikely to
hold in actual data, the presence of essential undimensionality (i.e., one dominant latent variable with several subfactors; Tay, Meade, & Cao, 2015) is sufficient for adequate parameter estimation (Drasgow & Parsons, 1983). The assumption of local dependency indicates that conditional on person ability, item
sets are independent, i.e., there is no remaining statistical relationship between
particular item sets when controlled for ability. Finally, the assumption of mono-
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tonicity requires that students with higher ability will have a higher probability
of answering an item correctly as is implicit in the functional form stipulated in
Equation 1.
In IRT several parameterizations can be used. For instance, one can use
Equation 1 in which discrimination parameter and difficulty parameter are implemented. Alternatively, one can use the intercept-slope parameterization, in
which intercept γ and discrimination parameter α are used. This parameterization has computational advantages. The difficulty parameter can later be calculated using the following equation:

β =−

5

γ
.		
α

(2)

There are several ways to estimate item parameters in IRT. A classical technique is Joint Maximum Likelihood parameter Estimation (JMLE) in which both
person and item parameters are estimated. Marginal Maximum Likelihood Estimation (MMLE) is an increasingly popular technique in which person parameters are integrated out and only item parameters are estimated (Bock & Aitkin, 1981). The supplementary EM algorithm (SEM) is developed to solve the
problem of computational difficulties concerning the information matrix when
the ability test consists of a large amount of items, and provide more accurate
standard errors for item parameters than more classical approaches (Cai, 2008).
Currently MMLE and SEM has been implemented in software package Flexmirt,
which we use throughout this chapter.

5.3.2

Differential item functioning

Differential item functioning (DIF) occurs when certain items have different difficulty or discrimination parameters for members of the experimental group compared to members of the control group (Holland & Wainer, 1993). Two different
types of DIF can be distinguished: uniform DIF and non-uniform DIF. Uniform
DIF occurs when particular items are more difficult for students who belong to
a certain group than for students who belong to another group, controlled for
the ability of the students. Non-uniform DIF occurs when particular items discriminate less for students in one of the groups, controlled for the ability of the
students. Examples of item characteristic curves for dichotomous items with uniform and non-uniform DIF are shown in Figure 5.6. In the left graph the plotted
item is more difficult for group 1 than for group 2 with the same ability level θ.
In the right graph the item discriminates less for group 1 than for group 2, again
conditioning on θ. To ensure sufficient power rates and stable parameter estimates relatively large sample sizes are required for DIF analyses. Most methods
fare relatively well with a minimum of 500 subjects per group (Tay et al., 2015).
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There are several statistical methods to test for DIF. For dichotomous outcome
variables, 1PL and 2PL IRT models are commonly used for DIF analysis. There
are several statistical methods and software packages to estimate DIF in 1PL or
2PL IRT models. We will discuss three of them, for a more complete overview see
Teresi (2006), Millsap (2011), or Tay et al. (2015).
First, we discuss the DIF sweep or Langer-Improved Wald-2 tests implemented in software package Flexmirt version 3.5 (Cai, 2017). The DIF sweep
first estimates group ability averages and standard deviation estimates assuming invariant items (Woods, Cai, & Wang, 2012)24. Those latent mean and standard deviation estimates are used in a second analysis, in which DIF parameters
are estimated. DIF tests are then carried out by a Wald χ 2 test. A combined test
shows whether either uniform or non-uniform DIF occurs. Then, separate tests
are carried out to specify whether the DIF is uniform or non-uniform. An upside
of this approach is that all items can be tested for DIF at once, and as such there
is no need to create a DIF free anchor. A downside of this approach is that ability estimates might be biased by DIF. This could result in inflated Type I errors
(Woods et al., 2012). Therefore, this method is useful as a screening tool for DIF,
but is not optimal as a final DIF model.
A second approach to testing DIF which is also implemented in Flexmirt is
the Langer-improved Wald-1 test. For this method, it is necessary to select an invariant anchor, i.e., a selection of items for which researchers expect the absence
24 Note that the latent mean and standard deviation of one of the groups needs to be fixed for identification purposes. The latent mean and standard deviation of the second group can then be estimated in the same metric.

5

154 Chapter 5

5

of DIF. There are several strategies to select items as anchor items. For instance,
a researcher could select one or several items based on theoretical grounds. In
the case of stereotype threat, it might be useful to refrain from selecting difficult
items in the anchor, because those items are expected theoretically to show DIF.
Another strategy is to select an anchor on statistical grounds, for instance by
iterative purification (e.g., Candell & Drasgow, 1988; Khalid & Glas, 2014; Park &
Lautenschlager, 1990), the iterative forward approach (Kopf et al., 2015a; Kopf,
Zeileis, & Strobl, 2015b) or by first using DIF sweep in Flexmirt. The statistical
strategies are numerous, but purification methods can lead to contaminated anchors, which in turn can lead to severely inflated Type I error rates (Kopf et al.,
2015a). Whenever possible it might be wise to select the anchor based on theoretical grounds. Advice on the amount of needed anchor items differs, with one
(González-Betanzos & Abad, 2012; Kopf et al., 2015a), three (Thissen et al., 1993)
or four anchor items (Kopf et al., 2015a; Thissen et al., 1993) as a suggested minimum. In Flexmirt, analyses can easily be extended to multi-level IRT models. In
these models the nested structure of data can be taken into account. For stereotype threat research this can be useful if data were gathered at multiple schools,
classes, or institutions.
A third and popular approach to DIF testing is IRT-LR-DIF (Thissen, 2002),
in which a compact and an augmented model are compared by means of likelihood ratio (LR) tests. The program IRT-LR-DIF (Thissen, 2002) is a basic open
source program in FORTRAN enabling likelihood ratio tests. IRT-LR-DIF either
uses an all-other items as anchor approach or an invariant anchor comprised of
several items.
Several checks and practices need to be considered when carrying out DIF
tests. Notably, it is important to check whether the IRT model fits the data well.
Moreover, the IRT model assumption of unidimensionality needs to be checked
i.e., whether one underlying factor predicts item responses, or whether a multidimensional model including several factors would be more appropriate (Tay et al.,
2015). For DIF testing usually multiple statistical tests are needed, which often
equals the test length. It is important to control the family-wise Type I error rate
or the false discovery rate, by either using the Bonferroni correction (Bland &
Altman, 1995), which is straightforward and easy to use, or the Benjamini-Hochberg correction (Benjamini & Hochberg, 1995), which is less conservative and
as such leads to more powerful tests compared to the Bonferroni correction. We
used these methods to test for DIF in stereotype threat data.
DIF and stereotype threat
Predictions about stereotype threat and DIF are best described based on the
Yerkes-Dodson law (Keller, 2007a; Yerkes & Dodson, 1908). This law describes
a quadratic relationship between situational stress and task performance, in
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which task performance first increases under mild situational stress, but ultimately decreases when the amount of situational stress continues to rise. For
difficult tasks, performance decrements start to occur at lower amounts of situational stress than for easier tests. If we apply this to stereotype threat research,
we would expect most performance decrements on difficult items and less performance decrements or even improvements in performance on easy items. Such
differential stereotype threat effects will manifest themselves as a lack of measurement invariance (DIF) over experimental groups. We would expect that difficult items show higher difficulty parameters for girls and women experiencing
stereotype threat than for girls and women who do not experience stereotype
threat. For easy items, we would expect a reverse pattern.
A second type of DIF could occur if certain item types appear more threatening than other types of items. For instance, studies on gender DIF showed that
women with equal math ability often underperform on geometry items compared to men (Alexeev, 2008; Gamer & Engelhard, 1999; Harris & Carlton, 1993;
Y. Li et al., 2004; C. S. Taylor & Lee, 2012). It might be possible that geometry
items are less problematic for girls who do not experience stereotype threat (i.e.,
girls in the control condition). Moreover, a third source of DIF could be speededness. If girls under stereotype threat work slower, for instance because they want
to avoid making mistakes, DIF caused by speededness might occur. In this case,
girls in stereotype threat conditions will most likely underperform on difficult
items or on items placed at the end of the test.
Stereotype threat has been linked to DIF or measurement invariance in only
few studies (Arbuthnot, 2005; A. S. Cohen & Ibarra, 2005; Wicherts, 2007). Gender stereotype threat has been associated with a lack of several types of measurement invariance at the scale level, a concept closely related to DIF, in a number series subtest and an arithmetic subtest (Wicherts et al., 2005). Moreover,
high achieving black students in a high stereotype threat condition performed
less well than high achieving black students in a low stereotype threat condition
on a subset of items that previously showed ethnicity DIF, whereas they did not
underperform on a subtest of non-DIF items (Arbuthnot, 2005).
Although these former studies show a presumed link between stereotype
threat and DIF, direct tests of DIF with respect to stereotype threat conditions
can give a surplus of information for stereotype threat researchers compared to
the standard way of analyzing stereotype threat data. One of the explanations for
a lack of DIF testing in experimental stereotype threat data might be the large
sample size requirements for DIF analyses. For larger data sets, IRT modeling and
DIF testing might be a good alternative to the more classical statistical approach
that has been used in the past decade. To our knowledge, this is the first attempt
to model stereotype threat DIF. In this study we take an exploratory approach and
refrained from pre-registration. We carried out DIF analyses with experimental
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condition as the grouping variable, only focusing on female students. We did have
a priori expectations concerning uniform DIF based on stereotype threat theory.
H1: More difficult items will show larger uniform DIF effect sizes than less difficult
items, in favor of girls in the control condition.

We will inspect this hypothesis visually by plotting DIF effect sizes. It is also possible that DIF due to stereotype threat is non-uniform. Stereotype threat effects
might be moderated by domain identification (Keller, 2007a; Schmader et al.,
2008; Steele, 1997), which is positively associated with ability. If susceptibility
to stereotype threat effects is stronger among higher-ability levels, this would
lead to a suppression of the discrimination parameter. Therefore, we formulated
a second hypothesis.
H2: More difficult items will show larger non-uniform DIF effect sizes, with lower
discrimination parameters for girls in the stereotype threat condition.

5.4 Study 2

5

Ideally, we would test these hypotheses in a data set that showed a sizeable average stereotype threat effect. Unfortunately we are not in the possession of a
stereotype threat data set with both a sizeable stereotype threat effect and with
a sample size large enough for IRT DIF testing. However, it is possible that there
are items that display DIF, even if no average differences show up on the sum
score. For instance, non-uniform DIF can be cancelled out, and the effect of several positively uniform DIF items (i.e., items favoring girls in the control condition)
can cancel out the effect of several negatively uniform DIF items (i.e., items favoring girls in the stereotype threat condition). Therefore we illustrate and explore
the use of DIF analyses in stereotype threat research on our Dutch stereotype
threat data set (Flore, Mulder, & Wicherts, n.d.; Chapter 3).

5.4.1

Method

Participants and materials
In this study, we investigated the difference between girls in a stereotype threat
condition and a control condition, in a Dutch sample of 13-14 year old high
school children (Flore, Mulder & Wicherts, n.d.). Data were collected between
September 2016 and March 2017 in 21 schools throughout the Netherlands.
Children were randomly assigned either to a stereotype threat condition or to a
control condition. We removed children with a large number of missing respons-
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es (more than 30% of the items left unanswered), or clear aberrant patterns of
response (i.e., aaaaa9aaaaaaaaaaaaaa), resulting in a sample size of N = 1,033
girls. Whereas gender DIF would be interesting to assess as well (i.e., comparing
the difference in item estimates for boys and girls), it is beyond the scope of this
paper, and as such we removed boys from the data set.
Children completed 20 MC math questions selected from TIMSS 2003, including 12 items on the topic “Number” and 8 items on the topic “Geometry”.
We purposely selected those items because of their variation in item difficulty
parameters (average to difficult items) and high discrimination parameters in
the large-scale TIMSS data set (M. O. Martin et al., 2003). Students were allowed
to work on the test for 20 minutes.

Statistical methods
We started with the CTT analyses, to get a similar overview of our own data compared to the data sets we inspected in Study 1, after which we turned to IRT
modeling. We fitted a 1PL, 2PL and 3PL version to the data, for the two groups
separately and once for groups pooled together. We used M2 (Maydeu-Olivares &
Joe, 2005) and RMSEA to assess model fit, S-χ2 to assess item fit (Orlando & Thissen, 2003), and local dependence statistics (Chen & Thissen, 1997) to inspect
local dependencies between items for several models. Item fit statistic S-χ2 is a
goodness of fit measure, and good item fit is indicated by the lack of statistically
significant tests of S-χ2. Local dependency is usually not considered problematic
if the local dependence indices are smaller than 3.0 (Houts & Cai, 2016). To study
relative model fit we used AIC and BIC fit statistics. After selecting an appropriate
model we started with a multi-group IRT model without DIF effects to study the
latent group mean differences without modelling DIF.
Subsequently we fitted three different DIF analyses to investigate the
amount of DIF in our sample. As discussed in the introduction section, we started with the Langer-Improved Wald-2 test implemented in Flexmirt, then we
carried out a DIF test using the likelihood ratio tests in IRT-LR-DIF and finally
we applied the DIF Langer-Improved Wald-1 test in Flexmirt with anchor items.
Anchor items were selected partly on theoretical grounds and statistical grounds
(i.e., we will use four items that are relatively easy and which showed little DIF
in the first DIF analysis). We controlled the false discovery rate by using the Benjamini-Hochberg procedure (Benjamini & Hochberg, 1995; Thissen et al., 2002),
using a significance level of α = .05 to start with. With this method, we compared
p-values to individually computed critical values. We reported the analyses as
stipulated in Flore, Oberski, and Wicherts (n.d. ; Chapter 4). To check whether
dependency of observations influenced the results we carried out an additional
DIF analysis in which we included the multilevel structure of the data (i.e., insert
the class level), and compared and contrasted the results.
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5.4.2

Results

CTT
To see how our data set compares to the data sets in Study 1, we started the
analyses by plotting the PP-plot for our data in Figure 5.7. We see some variation
in difficulties for the two groups, however the pattern of items does not seem to
follow patterns of DIF, neither did it show a mean stereotype threat effect on the
latent level.
As reported in Flore, Mulder and Wicherts (n.d.) reliability coefficients of
the scale were Cronbach’s αST= .58 and Cronbach’s αC = .59, group means and
standard deviations on the test sum scores were XST = 11.40 and SDST = 3.10 for
the experimental group, and XC = 11.62 and SDC = 3.12 for the control group, Cohen’s d = -.07. There were no items with negative item-rest correlations or items
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Figure 5.7

PP-plot and number of missing responses for Flore et al. (n.d.).
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without variance. Patterns of missing responses were also plotted in Figure 5.7,
showing an increase in missing responses at the end of the test. Note that we
removed students from the data set with large amount of missing responses (>
30%) under the assumption that they did not take the test seriously, as pre-registered in Flore, Mulder & Wicherts (n.d.).

Model data-fit and unidimensionality
To assess model data-fit and unidimensionality of the math scale we carried out
several unidimensional IRT analyses, once for the girls in the stereotype threat
condition and girls in the control condition separately, and once for both groups
together. Model fit indices are given in Table 5.2. We see that the 3PL model fitted
the data best when all groups were pooled together. However, when we fitted the
models for both groups separately, we saw that for the 3PL the EM algorithm did
not converge satisfactorily (i.e., some of the item parameters and their standard
errors were extremely large). The 2PL model did converge and showed sufficient
model-data fit (i.e., RMSEA < .5 and non-significant M2). An inspection of the item
fit statistics showed that overall for both groups, most items fitted reasonably
well. Only item 7 in the stereotype threat group, and items 1 and 18 in the control
group showed poorer fit. Item fit statistics for both groups can be found in Table
F1 of Appendix F. Furthermore, we checked standardized local dependency of
the items. Local dependence indices for both groups can be found in Table F2 and
Table F3 of Appendix F. Although a few item pairs showed local dependencies
larger than 3.0 (three pairs for the stereotype threat group and two pairs for the
control group), this number was negligible and we could not find a clear pattern
that suggested the assumption of unidimensionality was violated. Based on these
analyses we decided to use a 2PL model to commence our DIF analyses.

Multi-group IRT
Before turning to DIF analyses, we fit a multi-group IRT 2-PL model, where the
item parameters for both groups were the same, but latent means and SD’s were
allowed to differ. First, we checked for model fit and item fit. We saw that the
model-data fit seemed to be sufficient (M2 (378) = 411.21, p = .12, RMSEA = .03).
In this model, we did see some more badly fitting items and item dependency
between several item pairs. There could be several explanations for this, such as
needing more power to actually find item misfit and item dependency. Alternatively, it could also be a sign of DIF. Item fit statistics are reported in Table F4 in
Appendix F. Item parameters are reported in Table 5.3. Overall the items were
relatively easy. Items 3, 5, 13 and 18 had low discrimination parameters (i.e.,
α̂ < 0.40). Consequently, some of the standard errors of the β̂ ’s were larger than
desired (i.e., S.E. > 0.50).
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Table 5.2
Joined and separate unidimensional IRT models for girls in the stereotype threat condition
and the control condition.
All girls

ST

Control

-2LL

AIC

BIC

M2 (df)

p

RMSEA

Model 1
(1PL)

23318.92

23360.92

23464.67

418.49 (189)

< .001

0.03

Model 3
(3PL)

23178.90

23298.90

23473.06

193.76
(150)

.001

0.02

Model 2
(2PL)
Model 1
(1PL)
Model 2
(2PL)
Model 3
(3PL)

23195.45
11717.13
11665.82
n.c

23275.45
11759.13
11745.82
n.c

23473.06
11848.01
11915.12
n.c

248.32
(170)
252.37
(189)
163.61
(170)
n.c

Model 1
(1PL)

12061.06

12103.06

12192.55

256.74
(189)

Model 3
(3PL)

n.c

n.c

n.c

n.c

Model 2
(2PL)

12014.10

12094.10

12264.56

189.62
(170)

< .001
.001
.624
n.c

0.02
0.03
0.00
n.c

.001

0.03

n.c

n.c

0.144

0.01

Note. AIC = Akaike Information Criterium. BIC = Bayesian Information Criterium.ST= girls in stereotype condition, Control = girls in control condition. N.c. = model that failed to converge properly.

Table 5.3

5

Estimated item parameter for multi-group 2PL IRT model.

α̂

γˆ

(s.e.)

(s.e.)

(s.e.)

Item 1

0.58
(0.10)

0.08
(0.07)

-0.14
(0.13)

Item 3

0.32
(0.10)

-0.74
(0.07)

2.34
(0.70)

Item 2
Item 4
Item 5
Item 6
Item 7
Item 8
Item 9

Item 10

0.50
(0.11)
0.74
(0.12)
0.27
(0.10)
1.12
(0.16)
0.58
(0.10)
1.01
(0.15)
1.07
(0.15)
0.59
(0.10)

-1.23
(0.09)
1.26
(0.09)
1.02
(0.08)
1.58
(0.12)
0.16
(0.07)
1.22
(0.11)
1.40
(0.11)
0.54
(0.07)

α̂

γˆ

(s.e.)

β̂

(s.e.)

(s.e.)

Item 11

1.15
(0.17)

1.73
(0.13)

-1.51
(0.19)

Item 13

0.35
(0.09)

-0.24
(0.07)

0.71
(0.26)

β̂

2.54
(0.50)
-1.71
(0.27)
-3.73
(1.38)
-1.41
(0.17)
-0.27
(0.14)
-1.22
(0.17)
-1.31
(0.17)
-0.92
(0.20)

Item 12
Item 14
Item 15
Item 16
Item 17
Item 18
Item 19
Item 20

0.45
(0.10)
0.40
(0.09)
0.68
(0.11)
0.62
(0.11)
0.42
(0.11)
0.32
(0.10)
0.58
(0.11)
0.44
(0.14)

0.58
(0.07)
-0.25
(0.07)
-0.41
(0.08)
0.17
(0.08)
0.86
(0.08)
0.58
(0.07)
-0.44
(0.08)
1.92
(0.11)

-1.28
(0.32)
0.62
(0.21)
0.60
(0.13)
-0.28
(0.13)
-2.05
(0.53)
-1.82
(0.61)
0.76
(0.19)
-4.40
(1.41)
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Test information functions for the ST group (a, group 1) and the control group (b, group 2).

Inspecting latent ability we see very small differences in both group averages (µST = 0.00 and µC = 0.10) and standard deviations (SDST= 1.00 and SDC = 0.99).
We plotted the information function for both groups in Figure 5.8a and Figure
5.8b.

DIF Analyses
In Table 5.4 we reported all statistical tests, p-values, Benjamini-Hochberg critical values, and the estimated discrimination and difficulty parameters for the
DIF sweep model fitted in Flexmirt. We did not find any statistical significant DIF
in our items for the two groups. For some items the difference in estimated difficulty parameters was substantial (e.g., item 3, item 5), however for those items
the standard errors were quite large as well. In Table 5.5 we show the second
DIF analysis in which we used IRT-LR-DIF (Thissen, 2002) to see whether our
findings derived from the first DIF analysis are robust. Again, we saw no significant DIF items in our data set. However there is a possibility that the methods
we used (i.e., the iterative all-other-items as anchor and fixing the latent means)
were biased due to present DIF. Therefore we additionally fitted a model to the
data in which the DIF analyses were carried out using an invariant anchor. We
selected this invariant anchor partly on the basis of theory (i.e., selecting some
of the easiest items for the anchor) combined with some statistical knowledge
as well (i.e., selecting the items with small differences in estimated item parameters). As such, we selected items 6, 9, 11 and 16 as anchor items. The DIF model
with these items as invariant anchor items did not influence the outcomes: again
we found no statistical significant DIF, results are reported in Table 5.6.
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.694
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.811

.744

.598

.681

.723
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.396

.772

.373

.616

.637

.096

.210

.239

.881

.331

p

.018

.009

.001

.024

.020

.011

.016

.019

.015

.023

.010

.021

.008

.013

.014

.003

.004

.005

.025

.006

B-H
c.v.

0.5

0.1

1.6

0.4

0.1

0.5

0.6

0.1

0.4

0.2

1.8

0.1

1.9

0.5

0.9

0.0

0.5

1.9

0.2

0.0

non-uniform

χ2
(1)

.474

.751

.200

.541

.700

.466

.429

.795

.513

.689

.181

.761

.171

.488

.343

.964

.481

.165

.643

.848

p

.010

.020

.005

.015

.019

.009

.008

.023

.014

.018

.004

.021

.003

.013

.006

.025

.011

.001

.016

.024

B-H c.v.

0.2

1.8

10.3

0.0

0.4

0.5

0.1

0.6

0.4

0.3

0.1

0.4

0.1

0.5

0.0

4.7

2.6

0.9

0.0

(1)

2.2

uniform

χ2

.640

.177

.001

.831

.505

.482

.707

.446

.533

.579

.802

.515

.758

.485

.984

.031

.106

.334

.844

.141

p

.018

.006

.001

.023

.013

.010

.019

.009

.015

.016

.021

.014

.020

.011

.025

.003

.004

.008

.024

.005

B-H
c.v.

0.33 (0.19)

0.58 (0.16)

0.48 (0.15)

0.35 (0.14)

0.66 (0.15)

0.76 (0.16)

0.34 (0.12)

0.34 (0.13)

0.51 (0.14)

1.11 (0.22)

0.72 (0.15)

1.10 0.20)

0.81 (0.17)

0.52 (0.13)

1.27 (0.23)

0.28 0.14)

0.65 (0.16)

0.21 (0.13)

0.45 (0.15)

0.62 (0.14)

α̂ ST (S.E.)

0.53 (0.20)

0.52 (0.15)

0.23 (0.13)

0.47 (0.15)

0.59 0.14)

0.61 (0.14)

0.48 (0.13)

0.39 (0.13)

0.39 (0.13)

1.24 (0.23)

0.45 (0.13)

1.02 (0.20)

1.20 (0.22)

0.65 (0.14)

0.98 (0.20)

0.27 (0.13)

0.82 (0.18)

0.47 (0.14)

0.55 (0.16)

0.58 (0.14)

α̂ C (S.E.)

-5.61 (3.16)

0.94 (0.29)

-1.75 (0.52)

-2.37 (0.91)

-0.19 (0.15)

0.62 (0.17)

0.65 (0.35)

0.57 (0.34)

-1.06 (0.32)

-1.59 (0.24)

-0.76 (0.19)

-1.23 (0.19)

-1.39 (0.19)

-0.40 (0.20)

-1.31 (0.19)

-4.22 (2.10)

-1.71 (0.38)

3.15 (1.90)

2.70 (0.87)

-0.29 (0.16)

β̂ ST (S.E.)

-3.76 (1.39)

0.65 (0.24)

-1.58 (1.01)

-1.85 (0.59)

-0.37 (0.19)

0.58 (0.19)

0.59 (0.23)

0.77 (0.32)

-1.61 (0.60)

-1.39 (0.21)

-1.23 (0.41)

-1.41 (0.24)

-1.09 (0.17)

-0.17 (0.15)

-1.56 (0.27)

-3.20 (1.61)

-1.73 (0.35)

1.78 (0.50)

2.31 (0.60)

0.03 (0.16)

β̂ C (S.E.)

Note. B-H c.v. = Benjamini Hochberg critical values. P-values can be considered significant if the reported p-value is lower than the
BH-critical value.
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DIF analyses 1: Flexmirt DIF sweep analyses.
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Table 5.5

DIF analyses 2: IRT-LR-DIF analyses.

χ 2 (2)

p

B-H
c.v.

χ 2 (1)

p

non-uniform

combined

χ 2 (1)

p

α̂

ST

α̂

C

β̂

ST

β̂

C

uniform

Item 1

2.5

.287

.025

-

-

-

-

0.62

0.56

-0.30

0.04

Item 4

3.4

.183

.024

-

-

-

-

0.66

0.82

-1.68

-1.74

0.67

-0.40

-0.15

Item 2
Item 3
Item 5
Item 6
Item 7
Item 8
Item 9

Item 10
Item 11
Item 12
Item 13
Item 14
Item 15
Item 16
Item 17
Item 18
Item 19
Item 20

0.3
3.0
4.9
0.9
1.3
2.6
0.6
1.9
0.7
0.7
0.6
0.6
1.0
0.6
0.6

13.0
2.0
0.8

.861
.223
.086
.638
.522
.273
.741
.387
.705
.705
.741
.741
.607
.741
.741
.002
.368
.670

.024
.024

-

-

-

-

.024

0.0

1.00

4.8

.028

.018

-

-

-

-

.024
.018
.015
.014
.013
.011
.010
.009
.008
.006
.005
.004
.003
.001

-

1.8
-

-

0.18
-

-

11.2
-

-

.001
-

0.46
0.20
0.30
1.26
0.51
0.83
1.10
0.73
1.09
0.50
0.34
0.34
0.75
0.64
0.36
0.48
0.60
0.34

0.55
0.46
0.28
0.99
1.25
1.02
0.46
1.25
0.40
0.36
0.47
0.62

2.62
3.29

-4.12
-1.30
-1.39
-1.22
-0.75
-1.61
-1.09
0.57
0.64
0.63

0.59

-0.19

0.54

0.92

0.49
0.24
0.54

-2.34
-1.75
-5.49

2.28
1.81

-3.13
-1.55
-1.05
-1.41
-1.22
-1.37
-1.53
0.82
0.61
0.57

-0.37
-1.78
-1.54
0.63

-3.76

Note. B-H c.v. = Benjamini Hochberg critical values. P-values can be considered significant if the reported p-value is lower than the BH-critical value. P-values are calculated from reported χ 2 -values.

For the sake of completeness, we fitted the DIF model one more time, taking
the multilevel structure of the data into account. For the multilevel variant of the
IRT DIF model only intercepts and slopes are reported alongside DIF tests in Table F5 of the Appendix. Additionally, DIF tests again showed similar results to the
first three DIF approaches. In Figure 5.9 we plotted the intercept parameters for
the DIF sweep model and the DIF sweep multilevel model of both groups against
each other. It is clear that the DIF sweep with and without a multilevel structure
yielded similar results: there is little DIF in this data set and the amount of DIF
appears not appreciably different for items differing in difficulty.

Power
We failed to find significant DIF with respect to stereotype threat conditions in
our data set. To investigate a possible explanation for this lack of DIF we carried
out a simulation study to check how much power we had to detect a medium and
a large DIF effect (i.e., Δb =(-) .50 and Δb =(-) .75) given the characteristics of our
study. Data sets were simulated in R and DIF models were estimated in Flexmirt
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Figure 5.9 Intercepts (c) retrieved from unidimensional IRT DIF model and multilevel IRT DIF model
plotted for the ST group and the control group.
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DIF analyses 3: Flexmirt DIF anchor analyses.

χ

2

p

(2)
total

B-H
c.v.

χ2
(1)
non-uniform

p

B-H
c.v.

χ2
(1)
uniform

p

B-H
c.v.

Item 1

1.7

.430

.008

0.0

.972 .023

1.7

.195 .005

Item 2

0.3

.865

.025

0.2

.633 .019

0.1

.805 .022

Item 4

2.1

.344

.006

0.5

.484 .013

1.6

.200 .006

Item 3
Item 5
Item 7
Item 8

Item 10
Item 12
Item 13
Item 14
Item 15
Item 17

2.8
4.5
1.1
1.3
1.2
0.6
0.6
0.8
0.8
0.4

Item 18

11.0

Item 20

0.7

Item 19

1.5

.247
.106
.575
.525
.552
.746
.724
.656
.684
.807
.004
.462
.721

.005
.003
.014
.011
.013
.022
.020
.016
.017
.023
.002
.009
.019

1.6
0.0
0.5
1.3
1.1
0.2
0.1
0.6
0.2
0.4
1.4
0.0
0.5

.207 .002
.983 .025
.478 .011
.257 .005
.293 .006
.631 .017
.762 .020
.436 .008
.621 .016
.518 .014
.234 .003
.840 .022
.475 .009

1.2
4.5
0.6
0.0
0.1
0.4
0.6
0.2
0.5
0.0
9.6
1.5
0.1

.272 .009
.034 .003
.438 .011
.971 .025
.775 .020
.551 .016
.457 .013
.637 .017
.473 .014
.917 .023
.002 .002
.220 .008
.704 .019

α̂ ST

α̂ C

β̂ ST

β̂ C

(S.E.)

(S.E.)

(S.E.)

(S.E.)

0.62
0.61 -0.29 0.03
(0.14) (0.20) (0.17) (0.20)
0.45
0.58
2.68
2.20
(0.15) (0.21) (0.86) (0.83)
0.21
0.50
3.15
1.69
(0.13) (0.19) (1.90) (0.68)
0.65
0.87 -1.71 -1.63
(0.16) (0.27) (0.38) (0.43)
0.29
0.29 -4.15 -2.99
(0.14) (0.16) (2.03) (1.64)
0.52
0.70 -0.39 -0.15
(0.13) (0.22) (0.21) (0.18)
0.81
1.26 -1.40 -1.03
(0.17) (0.35) (0.27) (0.23)
0.72
0.48 -0.76 -1.15
(0.15) (0.17) (0.19) (0.43)
0.51
0.41 -1.06 -1.51
(0.14) (0.17) (0.32) (0.62)
0.35
0.41
0.56
0.73
(0.13) (0.17) (0.33) (0.41)
0.34
0.51
0.65
0.56
(0.12) (0.17) (0.35) (0.31)
0.76
0.64
0.62
0.56
(0.16) (0.20) (0.17) (0.29)
0.35
0.50 -2.36 -1.74
(0.14) (0.19) (0.91) (0.62)
0.49
0.24 -1.73 -1.50
(0.15) (0.14) (0.52) (1.00)
0.59
0.54
0.93
0.63
(0.16) (0.19) (0.29) (0.33)
0.33
0.55 -5.59 -3.60
(0.19) (0.24) (3.11) (1.49)

Note. B-H c.v. = Benjamini Hochberg critical values. P-values can be considered significant if the reported p-value is lower than the is lower than the BH-critical value.

with the DIF sweep approach. We generated data using item α and β parameters
equal to the parameters we found in the multi-group IRT model to study the Type
I error rate. To study power, we changed the difficulty parameters of six items of
the math test. For three difficult items we increased the β parameters for the stereotype threat group, for three easy items we decreased the β parameters for the
stereotype threat group. The item parameters used to generate data are reported
in Table F6 in Appendix F. Latent means were set to µST = -0.10 and µC = 0.00, and
both variances to 1.00. Power rates and Type I error rates for the six items are
stated in Table 5.7, for the total DIF test (i.e., testing significance of non-uniform
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5

and uniform DIF at once) and the uniform DIF test. We carried out the power
analysis without BH-correction, and found that power rates were already low
without correcting for multiple testing. We additionally studied for which sample
size we would be able to detect medium and large DIF. Large DIF is reasonably
detected with a sample size of 1,000 per group, whereas power rates to detect
medium DIF are still somewhat low with this sample size. With 2,500 observations per group the DIF sweep had ample power to detect medium and large
DIF. Overall, Type I error rates appeared to be stable, only exceeding the nominal
Type I error rate for item 5 in the medium DIF condition and the medium or small
sample sizes. This might be due to the small discrimination parameter of item 5.
The relatively low level of power might be partially caused by the items
with low discrimination parameters and/or the few items with extremely low
difficulty parameters, notwithstanding our selection of items with medium to
high estimated difficulty parameters and overall high discrimination parameters
from the 2003 TIMSS survey (M. O. Martin et al., 2003).
We analyzed another round of simulated data sets to study power, using
discrimination parameters randomly drawn from a uniform distribution ranging
from 0.8 to 1.5. Difficulty parameters were evenly dispersed ranging from -1.0
to 2.0, creating a difficult, but diverse test. Large or medium negative DIF effects
were placed on the easiest items (i.e., favoring the stereotype threat condition),
whereas large or medium positive DIF effects were placed on the most difficult
items (i.e., favoring the control threat condition). Sample sizes equaled the sample sizes used in our high school study. We added a condition without impact (i.e.,
µST = 0.00 and µC = 0.00, and both variances 1.00), and kept the condition with
small impact as well (i.e., µST = -0.10 and µC = 0.00, and both variances 1.00). Results are stated in Table 5.8 for the combined DIF test and the uniform DIF test.
We see that overall power rates to find DIF effects are a lot higher when we use
tests with more desirable item properties. This is most prominent in the uniform
DIF test.
Type I error rates did not exceed the alpha level of .05. Recall that we did
not correct for familywise Type I error rates in this simulation study, and that
using a correction like the Benjamini-Hochberg correction or the Bonferroni correction would compromise power even further.

5.4.3

Discussion

In this stereotype threat data set, we explored whether we could find DIF due to
stereotype threat using three IRT DIF methods. The results of the several methods converged, yielding no evidence of DIF in either of the methods. If we would
relax our stringent statistical criteria a little and ignore the BH-correction that
control family-wise Type I errors, we found one item displaying DIF. This item
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was relatively easy, and “showed DIF” in favor of the stereotype threat group. We
did not find patterns of DIF that were expected based on stereotype threat theory, namely DIF favoring girls in the control condition for difficult items and DIF
favoring girls in the stereotype threat condition for easy items.
There are several reasons for this lack of DIF. First, we found that power to
find DIF was relatively low. This lack of power mostly occurred due to the relatively small sample size (for DIF analyses at least) and some undesirable item
characteristics (i.e., low discrimination parameters and items with very high or
low difficulty parameters). The undesirable item characteristics are unfortunate,
as we carefully selected items from the TIMSS 2003 survey with overall high but
varying estimated item difficulties, and overall high estimated discrimination
parameters (M. O. Martin et al., 2003). Nevertheless, as our study is one of the
largest stereotype threat studies to date, we doubt whether there are currently
any stereotype threat data sets that do enable powerful DIF analyses. Second, it
might be possible that the circumstances in which we tested were not sufficiently
threatening for the students in our sample, and as such no stereotype threat effects occurred at all (see discussion in Chapter 3). Third, it is possible that DIF just
does not occur in stereotype threat data sets, and stereotype threat effects only
emerges through impact and hence acts via actual differences in latent ability.
There are several limitations to this study. A first limitation is that we ignored missing responses. There is a good chance that the missing responses are
not Missing Completely At Random (MCAR). Even though we would not like to
see person and item parameters biased by the missing responses, in this study it
was interesting to see whether the pattern of missing responses led to DIF. This
issue touches upon the speededness of the test as well. The amount of time allotted for this test might have be a little too short, and as such some students might
have left questions unanswered or guessed when they noticed time was running
out. This speededness could have led to DIF, which would have been interesting for stereotype threat theory (and certainly not atypical for stereotype threat
studies given the results from Study 1).
Second, the estimated discrimination parameters for most of the items
were somewhat low. This might be caused by a restriction of range, because we
only selected students from the two highest education levels in the Netherlands.
This leads to a small amount of variance in the groups, which translates to low
discrimination parameters when variances are fixed to 1. Even though this is not
uncommon, as we saw in Study 1 in which many studies actually showed several
negative item-rest correlations, it might explain our lack of DIF findings as well.
Again, this might be caused by restriction of range, and again this appears to
happen more often in stereotype threat research. Hopefully, the psychometric
qualities of the ability tests in stereotype threat research might receive more attention in the future.
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Third, we ignored the fact that the math test consisted of two types of math
questions: geometry items and number items. A two-dimensional model could
perhaps have been more appropriate a priori. However, we did not find large
departures from unidimensionality when we checked local dependency indices.
These indices are technically null hypothesis significance tests as well, and as
such also sensitive to sample sizes. It is not impossible that power to find departures from unidimensionality might have been limited.
Fourth, the data sets that we simulated to study power were simulated under somewhat of a simplified scenario compared to our original data set. For
instance, we did not simulate data including the dependency one would expect
in a multilevel data set that comprises of students from several classrooms. We
simulated the data using a 2PL model, however one might expect some students
to guess, in which case a 3PL model might be more appropriate. We did not simulate missing responses. The test consisted of two different types of math questions, yet we simulated a unidimensional scale. However, if anything, these differences probably led to an even larger loss of power, leaving intact our conclusion
that the DIF tests in our sample were probably underpowered.

5.5 General discussion

5

In this chapter, we argued that stereotype threat research could benefit from
item-level analyses. Based on a review of the literature we saw that item-level analyses of the ability tests in stereotype threat studies are typically neglected, which
is unfortunate for two reasons. First, item level analyses are essential to assess the
quality of a mathematical test. Based on our re-analyses of 13 stereotype threat
data sets in Study 1, we conclude there is much left desired when it comes to the
psychometric qualities of math tests used in stereotype threat research. We found
patterns of speededness, negative item-rest correlations, unstable reliability coefficients and extremely difficult or easy items and tests. The association between
stereotype threat effects and missingness due to speededness of the tests clearly warrants more attention in future studies. Second, the field of psychometrics
provide social psychologists with tools to study hypotheses beyond the standard
comparisons of means or correlations with sum scores. The relationship between
stereotype threat effects on item-level and item difficulty can be studied in the
framework of measurement invariance. With CTT we can eyeball patterns of (lack
of) measurement invariance by means of PP-plots of items, under strong assumptions. A more sophisticated approach is to formally test DIF using IRT models. In
this chapter, we illustrated how a 2PL IRT DIF model can be used to test stereotype
threat hypotheses by means of a data set of Dutch high school students. Unfortunately we could not find patterns of DIF in our stereotype threat data set.
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We limited ourselves in the first study to data sets that were available to us,
and so our set of studies obviously represents a convenience sample. As such,
we cannot make justified generalizations concerning the psychometric quality
of ability tests for all stereotype threat studies. However, we did study how often researchers reported reliability coefficients or item-level statistics in a large
share of the published stereotype threat research (as described in detail in Appendix E). As such, we do feel confident to conclude that either authors do not
know much about the psychometric qualities of the ability tests, or find them
insufficiently relevant to discuss in their papers. We hope this will change in the
future, because (the lack of) stereotype threat effects can be caused by very different patterns of item-level statistics. Again, we limited ourselves by focusing on
average stereotype threat effects, ignoring moderators included in the original
study (e.g., domain identification in Keller, 2007). We ultimately made this decision because we wanted to treat data sets homogenously, we did not want to cut
sample sizes even more by selecting subsets of students, and stereotype threat
effects are frequently found without inclusion of moderators in samples of both
college students (e.g., Spencer, Steele & Quinn, 1999) and school students (e.g.,
Keller & Dauenheimer, 2003).
In this chapter we also limited our discussion and analyses to unidimensional IRT models with continuous latent ability distributions. However, when
it comes to stereotype threat a multitude of IRT models are available and potentially useful. We can extend the model to include missingness, for instance by
means of an IRTree model (DeBeer, Janssen, & De Boeck, 2017). This is especially
interesting for large data sets with a considerate amount of missing responses. There are other models that can deal with nonignorable missingness, for instance a multidimensional IRT model that deals with missing data at the end of
the test (Pimentel & Glas, 2008), or a multidimensional IRT model that deals with
skipped items (Holman & Glas, 2005). Alternatives to deal with speededness of
tests are mixture models (Bolt, Cohen, & Wollack, 2002), which could be useful
in modeling stereotype threat data as well. Another promising approach is the
use of explanatory IRT models, like random-weights differential item functioning
models and (random-weights) differential facet functioning models (Meulders
& Xie, 2004). With these models, item properties can be taken into account and
DIF (e.g., types of item) or differential facet functioning-interaction effects can
be made random over students to allow for individual differences. Additionally, person covariates like math anxiety or domain identification could be added
to these models to study specific hypotheses regarding the moderation of stereotype threat effects by certain individual differences implicated in stereotype
threat theory. Another approach for stereotype threat data sets that include a
measure of (state) test anxiety is a bi-factor model that models a math factor and
an anxiety factor, which for the anxiety factor loads on the math items as well.
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We tried out several aforementioned models (e.g., IRTree model, explanatory IRT
model with person predictors such as domain identification and math test anxiety included, the bi-factor model), but the models either did not fit well or did
not provide information that went beyond information drawn from the standard
IRT DIF model. Unfortunately, whereas the use of IRT models opens up a whole
new range of opportunities for analyzing stereotype threat effects, at the present
we find ourselves not quite ready to use the advanced statistical techniques given the characteristics of current stereotype threat data sets. As relatively simple
DIF models already require larger groups than are currently available in stereotype threat research, more complex models will require even larger sample sizes.
High quality, large scale studies across multiple labs employing math tests with
realistic and desirable item properties would provide a good starting point for
more advanced modeling of stereotype threat effects.
On a more substantive note, it might be interesting to start a discussion on
the psychometric properties of math and spatial skill tests in stereotype threat
research, and their implication for the generalizability of stereotype threat effects. For instance, if we only find stereotype threat effects in studies that are
carried out under extreme circumstances (e.g., very difficult tests, high amount
of time pressure) we might start to wonder how often girls and women are affected by stereotype threat in real life test settings for which such circumstances
are unlikely to occur. Of course, the fact that stereotype threat effects arise under
stringent conditions is theoretically very interesting, but if we do not actually
test students under these stringent conditions we cannot be sure whether stereotype threat is an actual societal problem that justifies changes in policy (Logel
et al., 2012; Walton et al., 2013). For instance, in the standards of Educational and
Psychological Testing it is advised to avoid speeded tests unless speededness is
crucial for the construct of interest (American Educational Research Association
et al., 2014). Moreover, if we do test students under these stringent conditions,
the problem can potentially be solved in a straightforward way, for instance by
allotting more time on high stakes tests to reduce situational pressure caused by
stereotype threat. We suggest to implement policy only when we consistently
find stereotype threat effects on realistic tests that convincingly mimic real life
situations.
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6.1 Discussion
The goal of this PhD project was to find answers to several vexing issues concerning Stereotype Threat (ST) and Differential Item Functioning (DIF), such as “Do
gender ST effects occur among Dutch high school students?”, and “Do ST data sets
show predictable patterns of DIF?” Our ambition was that such answers would
provide us with useful knowledge on the generalizability of the ST effect to real-life testing and would aid in improving high stakes testing situations for girls.
Unfortunately, the results of four studies reported in this dissertation offer more
questions than answers. In this section, I will reflect on the challenges I faced
during the projects and discuss the answers that I can give on these and related
questions. I will conclude with a short discussion of possible future studies in ST
research.

6.2 Mixed results and publication bias in stereotype threat

6

In chapter two, we studied ST effects among school aged girls in the published
literature by means of a meta-analysis. We included studies that tested the effect
of ST on Math, Science and Spatial Skills (MSSS) tests of schoolgirls in experiments in various countries. Averaged over all studies we saw a small ST effect,
𝑔𝑔𝑔𝑔� = -0.22. Obviously, this average effect size estimate is based on a diverse set
of studies, with varying conditions, using different materials, and consisting of
students from various backgrounds. As a result, we observed a large amount of
heterogeneity in effect sizes.
Based on theoretical rationales, we included four potential moderating variables that we tested in a confirmatory way (based on pre-registration), namely
test difficulty, presence of boys during testing, the type of control group, and an
index of cross-cultural gender equivalence across different samples used to study
the ST effect. We found that none of these key moderator variables explained a
significant amount of variance in effect sizes in our meta-analysis. Adding other
moderators (e.g., age and type of manipulation) as part of the exploratory analyses did not explain much of the variance in study outcomes either. It is difficult
to reach definite conclusions on why we failed to find significant moderator variables of the ST effect. One of the explanations is that we had little power to find
effects. A lack of power might be caused by restriction of range of the moderating
variables. For instance, if many authors decided to adopt a difficult test, there
would be little variance to gauge the relationship between test difficulty and effect size. Another explanation for the lack of significant predictors of the ST effect could be that the presence of publication bias could have obscured potential
moderating effects. Publication bias could have complex effects on heterogeneity
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(Augusteijn, van Aert, & van Assen, 2017). The only significant predictor of effect
sizes was the study’s precision (as measured by the standard error of the effect
size), with less precise studies showing larger effect sizes. This small study effect
is often considered a sign of publication bias (e.g., Sterne & Egger, 2005), particularly when no other substantive or methodological characteristics explain it. Other publication bias tests, with the exception of p-curve, pointed to the presence of
publication bias as well. We concluded that publication bias is likely to have occurred in ST research, as it has in many other research lines. Publication bias creates uncertainty regarding the size of the ST effect and the moderation thereof by
particular important design features, types of tests, settings and samples. Other
authors also drew attention to the fact that publication bias might have distorted
our view of ST (Ganley et al., 2013; Stoet & Geary, 2012; Zigerell, 2017), a bias
which might be amplified by the sensitive nature of the topic. Personal communications with several ST researchers highlighted common shared worries that it
is difficult to publish non-significant ST studies. For this reason, we initiated two
projects for which publication is guaranteed regardless of outcomes: the first is
the registered report in Chapter 3, and another project is a registered replication
report that we will carry out in the following years.
Since we conducted our meta-analysis reported in Chapter 2, new studies
have been carried out in Uganda (Picho & Schmader, 2017) and the UK (Davies,
Conner, Sedikes, & Hutter, 2016). Our own study described in Chapter 3 would fit
the inclusion criteria of the meta-analysis as well. In the coming years, we might
be able to update our meta-analysis with an analysis that will have sufficient
power for moderating effects to emerge, if indeed these factors are important in
determining the relative size of ST effects. For now, the most we can say is that
ST experiments among schoolgirls show mixed results, with some authors finding large ST effects whereas others found no ST effects at all. This pattern also
appeared in other meta-analyses on the ST effect among college, university and
school students (Doyle & Voyer, 2016; Nguyen & Ryan, 2008; Picho et al., 2013).
Future meta-analyses might also benefit from novel developments in correcting
effect size estimates for publication bias (van Assen et al., 2014) although it is
currently unclear how well these methods correct for particular effects due to
researcher’s common opportunistic use of degrees of freedom in the analysis of
the data from ST experiments (Van Aert et al., 2016).
The overall small sample sizes in ST research is cause for concern. From
the articles included in our meta-analysis, we learned that few authors reported power analyses before data collection, and almost no authors considered the
clustered nature of the data that arises when studying school children. This ultimately leads to underpowered studies that aggravate problems related to publication bias and other QRPs in the analyses of data (e.g., Bakker et al., 2012). Also,
none of the studies in the meta-analysis was pre-registered, which means we

6

178 Chapter 6

do not know whether forms of p-hacking or HARKing occurred. This finding inspired us to take pre-registration, power, and a multilevel structure as essentials
in our own study of high school girls in Chapter 3.

6.3 Can we replicate effects of stereotype threat?

6

We planned two large scale pre-registered studies in an attempt to find the ST effect as it has been found in previous (non pre-registered) studies. In Chapter 3 we
described our ST study in a population of Dutch high school students. All hypotheses and statistical analyses were pre-registered using the format of a registered
report (Chambers, 2013), in which peer review of the method section takes place
of the before the study is carried out. In total we studied over 2,000 students in
21 high schools. Moreover, we selected high-performing students (i.e., students
from the two highest education levels in the Netherlands), we used a stereotype
threat condition and a control condition that have been successful implemented
in past stereotype threat experiments, we used a math test similar to past stereotype threat research, and the manipulation check rendered our manipulation
successful. As such we are confident that we did everything in our power to find
a ST effect, within the limits of our pre-registered decisions. We did not, however,
find a significant stereotype threat effect in our sample of Dutch high school students. We checked whether indeed individual differences implicated in ST theory heighten susceptibility to ST (i.e., domain identification, gender identification
and math test anxiety), but these variables did not highlight any specific effects
for test-takers that should be most vulnerable to ST. Overall, using Bayesian analysis we found strong evidence for the absence of a ST effect on math performance
in our sample of Dutch high school students in the age range 13-14.
The second replication effort we initiated, which entails a registered replication of a well-known study (Johns et al., 2005), could unfortunately not be
part of this dissertation because it exceeded available time and resources. Registered Replication Reports (RRR; Simons, Holcombe, & Spellman, 2014) require
researchers to write a detailed protocol for a replication study, which is also peer
reviewed before the replication study can take place. Once the research proposal
has been accepted by the editors and vetted by the original researchers, the protocol will be placed online, the proposers will carry out the replication study, and
other labs are encouraged to carry out the (same) replication study as well. In
our proposed registered replication study, male and female students will be assigned to a ST condition, a control condition and a teaching condition. In the original study, women in the ST condition underperformed on a test of GRE items,
whereas women in the teaching condition performed as well as women in the
control condition. Recently, NWO started funding replications efforts, and we are
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glad to have obtained funding to perform this high-powered RRR in Tilburg. Other labs in the Netherlands and other countries have already expressed an interest
in joining the effort. This RRR should shed more light on the generalizability of
stereotype threat effects across cultures, colleges and universities.
Overall, the currently available pre-registered studies on ST research portray a bleak picture. Two direct replications (Gibson et al, 2014; Moon & Roeder,
2014) of a well-known ST priming study (M. Shih, Pittinsky, & Ambady, 1999)
in which Asian women in three conditions were studied (a threat condition and
two none threatening conditions) failed to show convincing evidence of underperformance due to ST: one study was unable to replicate the original study at
all (Moon & Roeder, 2014), whereas the other paper was able to replicate the
effect among college students (Gibson et al., 2014). The effects in this replication
were small however, and they were only statistically significant when students
were removed that were unfamiliar with the stereotype, and only when accuracy scoring was used (but not for other ways of scoring performance). Only the
comparison with one of the non-threatening conditions and the threat condition showed a significant ST effect, comparison with the other non-threatening
condition did not show a ST effect. Finally, in a large replication study (N=590)
using a female Mechanical Turk sample, effects of ST were not replicated either
(Finnigan & Corker, 2016).
To my knowledge, pre-registered ST studies are limited to these four studies. As (rigorous) pre-registration restricts researcher degrees of freedom (e.g.,
no opportunities to cherry pick, no flexibility in statistical analyses; Wicherts et
al., 2016) and guarantees both a confirmatory approach (i.e., no opportunties
to HARK; Wagenmakers et al., 2012) and eventual publication (or at least inclusion in future reviews or meta-analyses), such pre-registered ST studies give the
most convincing and the least biased evidence. Based on these four studies, one
is hesitant to attach too much meaning to ST previous small sample ST experiments that lacked control of the many biases caused by publication bias and
researcher’s degrees of freedom in the analysis. Obviously, these four pre-registered studies only studied particular populations (e.g., Dutch high school students, Mechanical Turk workers, US college students) using particular methods
(e.g., ST priming, explicit ST manipulations) and are not representative of the
larger body of work in the ST literature assembled over the years. However, the
meagre results obtained from these pre-registered ST studies does raise a red
flag, and will hopefully push more ST researchers to adopt pre-registration in
future studies, to get a more proper overview of the replicability of ST research.
Even though we focused a lot on the role of power of the statistical tests in
ST studies, another solution would be to adopt Bayesian analyses as a regular
practice. With a Bayesian approach, low power and optional stopping are less of
an issue. In Chapter 3 we supplemented our use of Null Hypothesis Significance
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Testing (NHST) with hypothesis tests based on approximated adjusted fractional
Bayes factors. Given that most ST authors use NHST, we considered our focus on
power to be justified. However, because user friendly Bayesian software is now
readily available (e.g. software program JASP; Love et al., 2015; Wagenmakers,
Love, et al., 2016), it might be interesting to supplement or substitute NHST in
ST research with Bayesian analyses. Although such analyses might not be entirely immune to biases, they would hopefully lead researchers away from an
unhealthy habit of dichotomous decisions that no doubt played a role in the development of QRPs and publication bias. Such dichotomous decisions on effects
also play a role in assessments of Differential Item Functioning (DIF) that we
studied in Chapter 4.

6.4 What do we learn from empirical DIF studies?

6

In Chapter 4, we studied a large share of the methodological DIF literature, and
systematically reviewed characteristics of 200 empirical DIF studies. It is well
known that the most popular DIF methods require large samples. This is true
of unobserved score methods (e.g., IRT-LR-DIF, MIMIC modeling, MG-CFA and
DFIT), as well as observed score methods (e.g., Mantel-Haenszel test, logistic regression, SIBTEST). Under the most favorable circumstances, minimum group
size requirements range from 250 subjects per group to 500 subjects per group.
In the systematic review of 200 DIF studies from the literature we saw that sample sizes in most DIF applications in the literature were sufficiently large, and
consequently the power of most DIF analyses seems to be sufficient to find a
medium or large DIF effect.
For several aspects of DIF methods and results, reporting in the DIF literature was suboptimal. Specifically, clear descriptions of the flagging rule and
statistical results were often not given in DIF articles. Authors frequently failed
to report mean group differences (not reported in 58.0 % of the articles), and
sometimes failed to report the kind of statistical test that was used (not reported
in 6.7% of the tests). In 18% of the articles neither results of significance tests,
nor effect sizes were reported for any of the items. Unfortunately, a large share of
articles reporting DIF analyses failed to report any DIF effect sizes at all (46%).
Only 27% of the DIF articles indicators of statistical significance and effect sizes
were reported for all items. For researchers using the scales in practice, it is highly relevant to know the severity of DIF. Notably, Millsap and Kwok (2004) studied
the effects of violations of measurement invariance on the quality of decisions
made in a selection context based on the scale. However, if DIF studies often fail
to report the DIF effect size, this hinders such analyses of the practical impact of
DIF on validity of assessments or decisions made on the basis of scales. Given the
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relevance of such information for users of the scales, follow up studies of DIF on
the same scales, and reviews of the DIF of the scales, we encourage researchers
to report DIF analyses more extensively either in the article or as online supplements at the publisher’s website or in data repositories. Knowing the severity of
DIF among items in a scale is also important for understanding why DIF occurs,
which could help improve future scale development.
We found that most researchers base DIF flagging rules only on significance
tests (54.4% of the DIF articles). Given this focus on NHST, the amount of power to find DIF in those studies is extremely important. However, power of DIF
tests was rarely studied or mentioned in our sample of DIF articles. This aligns
with the common lack of detailed reporting of DIF analyses and results. In power
analysis for DIF tests there are many characteristics that authors need to take
into consideration. A lack of DIF effect sizes and other information of relevance
to group comparisons (e.g., reporting means and standard deviations for ability
in both groups), will impede power analysis for future DIF analyses. Another interesting finding from our review of the DIF literature was that in the subset of
articles that used multiple statistical methods to test for DIF, different methods
flagged a different amount of DIF items in most of the cases. This implies that
not every method is equally sensitive to DIF, and that the choice of method could
influence the number of DIF items found. This aligns with previous findings that
showed not all DIF methods produce the same results (Borsboom, 2006) and
that not all DIF software packages produce the same results (Ong et al., 2015).
Often DIF is considered to be a discrete characteristic of items, with items showing DIF or not, and deleted from scales accordingly. However, any finding of DIF is
conditional on a host of factors including the type of group comparison, various
specifics of the analyses including the used method and criteria, and sampling
error. Therefore, it might be more realistic to consider the gradual nature of DIF
(De Boeck, 2008), as DIF effects come in all different sizes. This gradual nature
might be captured better in random item IRT models (De Boeck, 2008). Preferably, test developers and researchers should take this gradual nature into consideration in the future. Reporting DIF effect sizes for all studies (and items) would
be a good start. Readers can then decide for themselves which DIF effects they
consider to be sizeable and which DIF effects they consider negligible.

6.5 Can we study DIF in stereotype threat research?
In Chapter 5, we studied whether stereotype threat causes DIF in math tests
among female students. It turned out to be difficult to study DIF in ST data sets in
the systematic manner we originally envisioned. Most datasets from previous ST
experiments were simply too small for well-known DIF tests. Of all the datasets
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6

that we were able to gather from ST colleagues, none had groups larger than 250500 students, which is the minimum for most well-known DIF methods (Finch,
2005; French & Maller, 2007; Guilera et al., 2013; Khalid & Glas, 2014; Penfield,
2003; Rogers & Swaminathan, 1993; Woods, 2009b). When we tried to model
DIF for the somewhat larger ST datasets (Cherney & Campbell, 2011; Delgado &
Prieto, 2008) as an exploratory exercise, the DIF model did not fit properly (e.g.,
estimated parameters had large standard errors, estimated parameters were extremely large). Virtually none of the mentioned studies in published meta-analyses (Doyle & Voyer, 2016; Flore & Wicherts, 2015; Nguyen & Ryan, 2008; Picho
et al., 2013) had sample sizes that would suffice for powerful DIF analyses, with
an exception of two studies (Smeding et al., 2013; Stricker & Ward, 2004), each
with around 300 students per group. Unfortunately, we did not have access to the
data from these ST studies. Therefore, we decided to carry out formal DIF tests
only on our own dataset from the registered report among Dutch high school students, while considering the other datasets in a straightforward graphical way by
means of PP-plots based on statistics from classical test theory.
In Study 1 of Chapter 5, we first considered missing responses, item-level
statistics, reliability estimates and patterns of effects on individual items in 13
datasets drawn from ten stereotype threat experiments. We saw that missing responses were highly frequent in some studies, and occurred mostly at the end of
tests. This indicates that many of the math and spatial ability tests used in these
stereotype threat experiments were speeded tests. For most of the studies with
considerable average stereotype threat effects, the pattern of missing responses
at the end of the tests suggested that part of the stereotype threat effect was
caused by differences between the experimental groups in how fast-paced female test takers worked on the items. This might indicate that stereotype threat
leads to slower responding, which will most strongly affect test performance on
speeded tests. In the relatively small sample data sets reanalyzed in Study 1 using
classical p-values, we failed to find very clear patterns of DIF due to stereotype
threat. In Study 2 of Chapter 5, we tested DIF formally using an IRT model on the
data from our large-scale stereotype threat experiment reported in Chapter 3. In
line with the lack of mean effect in these data, we failed to find DIF with respect
to experimental conditions among the female test takers in our own dataset. A
power simulation study showed that power to find DIF in difficult and easy items
was low in our study, notwithstanding the fact that it represents the largest stereotype threat experiment among school girls we are aware of.
Although it is interesting to study patterns of DIF in ST data in a pre-registered manner, DIF testing in ST research proved challenging. We found it difficult
to anticipate all elements needed for power analysis and pre-registration prior
to data collection of our ST high school study, which meant we did not base the
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stopping rule of data collection based on a DIF simulation study.25 In the end we
decided to use an exploratory approach to illustrate DIF in ST research. In turned
out though that even our large ST study was underpowered when we modeled
DIF. If we would like to create DIF models in the future, this would only be realistic by means of large scale collaboration projects featuring multiple labs and
yielding large data sets based on a common design and large Ns. For instance,
a large data collection effort such as a study performed by many labs or a (registered) replication report involving multiple universities and colleges might
provide us with enough data to study DIF. Another alternative would be pooling
several independent ST studies using identical math tests. One of the problems
of these solutions is that the same tests will probably not be equally difficult for
the students at the different sites. If tests are too easy, ST effects are not expected
to occur. If tests are too difficult, floor effects might obscure ST effects. Moreover,
DIF over sites could occur, for instance when items are included that are not part
of the curriculum in certain (but not all) countries, or if items are easier for students in particular cultures for another reason. These are certainly challenges for
future international collaborative ST projects. One of the goals at the start of this
project was to see whether we could build more extensive models in which DIF
effects could be modeled alongside item covariates and/or person covariates.
Theoretically, it is tempting to think that DIF in ST data could be a function of
person variables like domain identification, test anxiety or gender identification
and of item variables like item difficulty, item content, and item type. Explanatory
IRT models can be used to test whether DIF could be explained by any of these
person or item variables (De Boeck & Wilson, 2004). This type of modeling might
be feasible in the future if large collaboration projects will be carried out.
However, sample size is not the only issue that needs to be handled. We
saw that most tests used in ST studies appear speeded, which can influence both
classical test theory statistics and IRT parameter estimates. However, some ST
researchers might argue that time pressure is a necessary requirement for ST
effects to occur. In that case, it would be interesting to model missing data by
means of IRTree models (DeBeer et al., n.d.) or other psychometric models that
take missing responses or speededness into account (Holman & Glas, 2005; Pimentel & Glas, 2008). Again, really large sample sizes are needed to model missingness, and a considerable occurrence of missing responses. Currently we lack
sufficiently large datasets to develop such computationally demanding models.
However, it might be useful to compare the degree of speededness in ST studies
to the degree of speededness in high stakes testing. If ST indeed only occurs un25 Frankly, collecting a sample size larger than 2,162 students would not have been possible due to restriction of
time and resources.
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der strong time pressures, a simple solution to negate the effects of stereotype
threat would be to allot ample time to complete high stakes tests. When time
pressure is not part of the construct under investigation, and there appears to
be little reason why solving speed should be an important factor in math proficiency, researchers should avoid speeded tests (American Educational Research
Association et al., 2014).
Notwithstanding the challenges we faced in using advanced psychometric
analyses of stereotype threat effects, we made a start in stressing the importance
of psychometric analyses in ST data. The lack of reporting on psychometric qualities of ST tests in the published literature (e.g., as shown in a literature review of
stereotype threat experiments included in Appendix E, in less than 10% of the included studies a reliability coefficient is reported), and the varying psychometric
characteristics of the 13 datasets we studied in Chapter 5, attest to a widespread
indifference among stereotype threat researchers regarding the psychometric
qualities of tests used to uncover stereotype threat effects. Although large-scale
data collection efforts needed for advanced psychometric modelling of stereotype threat effects require extensive collaboration, there can be little doubt that
our understanding of a complex phenomenon like ST, which features differences
in effect depending on items and persons, could eventually benefit from such
psychometric modelling.

6.6 Future of stereotype threat research

6

The studies in this dissertation raise questions about whether, how, and when
stereotype threat affects test and item performance. On the whole, I am not confident that ST has practical significance in real life testing, nor am I confident to declare that ST does not influence women’s test scores. I feel that, given the current
state of ST research (e.g., the use of small sample sizes, highly restricted samples,
extremely difficult and short tests, improper use of covariates) and our current
results we should be cautious to turn ST findings into policy. Some rigorous confirmatory (replication) studies, with the dependent variable based on tests that
closely mirror high stakes tests, would provide social scientists with more confidence to give well-funded policy advice. With me, there are several researchers
critical of the robustness of ST effects, and this group urges for some changes in
the field (Finnigan & Corker, 2016; Stoet & Geary, 2012; Zigerell, 2017). In my
humble opinion, I think future ST studies would greatly benefit if the following
practices would be routinely implemented whenever possible.
First, more ST researchers should pre-register their studies (Zigerell, 2017).
Pre-registration is straightforward and feasible in a field with such clear theories
and abundance of earlier results (S. J. Spencer et al., 2016). Researchers can just
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post hypotheses, sampling plans, and detailed statistical analyses on the Open
Science Framework and time-stamp the document before collecting the data. If
a researcher would like to run additional, non-registered analyses, this is always
possible as long as the researcher reports the extra analyses as exploratory, and
recognizes that it would be premature to attach a lot of weight to their outcomes
(Wagenmakers et al., 2012) and eventually seek replication of found patterns in
fresh samples. Second, it would be great if ST researchers would work towards
more large-scale collaborations. Several forms of collaboration are possible, like
adversarial collaboration or many labs studies. Hopefully devoted ST researchers
will initiate some of these types of rigorous replication studies, as they are often
of high quality thanks to extensive preparation, shared knowledge and decent
sample sizes. Third, authors could easily increase the information value of their
ST studies by reporting more extensively on the psychometric characteristics of
the tests they use. Not all authors could be expected to study DIF, but more transparent practices and data sharing could greatly contribute to our understanding
of ST effects and moderation thereof by individual differences and item characteristics. Overall, it is informative to see some psychometric characteristics of
the tests reported, on what type of items the largest effects appear (e.g., easy
or difficult items, items placed at the beginning or the end of the test), whether
missing responses added to the ST effect, how difficult the items are, and how
well items discriminate between those with high or lower sum scores. Reporting
item-level information is not only good practice, but it can sometimes explain
the presence or absence of ST effects, particularly when tested formally in an IRT
context. As a new item on the list of characteristics of replicable and reproducible
ST research, we would like to add psychometric characteristics of the dependent
variable. There can be little doubt also about the benefits of sharing the data of
stereotype threat experiments for future re-analyses and better informed choices of the scales used in stereotype threat experiments.
Stereotype threat is without a doubt a highly relevant, but complex subject
to study. It deserves more extensive research with rigorous and bias-free studies, which allow the use of modern psychometric techniques. With large sample
sizes, high quality tests and these advanced psychometric techniques we will
hopefully be able to fully grasp under which circumstances stereotype threat effects arise. This knowledge can then be used to create more confident empirically
supported policy advice, and eventually enhance fairness in high stakes tests for
female students in STEM fields and other educational contexts.
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Appendix A: Final model, psychometric analyses and
exploratory analyses - chapter three

A

Graded response model for scales
We fitted a unidimensional graded response model to the data for the three scales
math anxiety, domain identification, and gender identification with Flexmirt 3.51,
reporting the RMSEA based on limited information statistics. For the scale math
anxiety (10 items), the unidimensional graded response model (RMSEA = .03,
AIC = 37343.12, BIC = 37624.81) fitted the data better than the null model (RMSEA = .16, AIC = 47037.93, BIC = 47263.28). Subsequently, factor loadings were
requested, and 9 out of 10 items had factor loadings larger than 0.80. For the
item “My hands sweat when I am taking a math exam” the factor loading equaled
0.66. The marginal reliability estimate of the math anxiety scale based on the
IRT model was .87. For the scale domain identification (12 items), the unidimensional graded response model (RMSEA = .06, AIC = 66490.74, BIC = 66828.77)
fitted the data better than the null model (RMSEA = .13, AIC = 73222.50, BIC =
73492.92). Subsequently, factor loadings were all larger than 0.40. The marginal
reliability estimate of the domain identification scale based on the IRT model
was .88. Overall, we were pleased with the psychometric qualities of both scales.
However, exploratory factor analysis gave some interesting insights as
well. When fitting a model with a two factor solution to the math anxiety scale
(CF-Quartimax estimation, oblique rotation), items with high (rotated) loadings
on one factor were concerned with bodily reactions to math anxiety (e.g., “When
taking a math test I feel like I am going to cry”, “When I start a math exam, my
heart beats really fast” and “Before taking a math exam I feel nausea”), and items
with high loadings on the other factor were concerned with cognitive worries
about mathematics tests (e.g., “Math tests scare me”, “Math tests make me feel
insecure”, and “The day before a math exam I think that everything is going to be
wrong”). The two factors are highly correlated, r = .81. For the scale domain identification, a two factor solution showed the two distinct scales that we included,
with the seven items of the first scale showing high loadings on one factor (liking
and self-efficacy), and the five other items showing high loadings on the other
factor (importance of math for student’s future). Two items of the first scale also
loaded highly on the second factor (“I would like to do more math in school”
and “I like studying mathematics”). The two factors are correlated but not very
strongly, r = .44. For this reason, we conduct a sensitivity analysis in the exploratory part of this paper, where we split the domain identification variable up into
the two separate scales.
For the scale gender identification (4 items) the psychometrics qualities
were not as good. The RMSEA was low (unidimensional model, RMSEA = 0.13,
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null model, RMSEA = 0.13), however the fit indices did prefer the unidimensional
model (AIC = 22809.14, BIC = 22921.81) over the null model (AIC = 23595.62,
BIC = 23685.77). Factor loadings were higher than 0.40, except one items with a
factor loading of 0.27 (“Being a boy/girl is an important reflection of who I am”).
The marginal reliability estimate of the math anxiety scale based on the IRT model was .67. Considering the length of this scale, we did not attempt exploratory
factor analysis with two or more factors. As mentioned before, we will be careful
with the interpretation of this scale.
Final model
To create a final model we use math anxiety, domain identification and gender as
predictor variables. To obtain the final model we included math anxiety and domain identification (Model 1), gender (Model 2), the two-way interactions gender x math anxiety, gender x domain identification and math anxiety x domain
identification (Model 3), and finally a three-way interaction between the three
predictors (Model 4). Model 1 predicted significantly better than the null model
210.53, p < .001), whereas Model 2 outperformed Model 1 60.33, p < .001) and
Model 3 outperformed Model 2 6.75, p = .034). Model 4 did not predict better
than model 3. We report the regression coefficients for Model 3 in Table B4. In
Model 3 we see interaction effects of gender and domain identification, and math
anxiety and domain identification. The positive effect of domain identification
on math performance is stronger for girls than for boys. The positive effect of
domain identification on math performance is strongest for students who have
low scores on math anxiety (e.g., -1 SD), and least strong for students who have
high scores on math anxiety (e.g., +1 SD).
Check assumptions
To check whether our models do not violate the assumptions of the multilevel
model, we checked for assumptions for Model 2 and Model 4 of the main analyses
(as described in Snijders & Bosker, 2012). Additionally we checked the assumptions for the final model that we fitted to the data. For Model 2 we did not find
indications of heteroscedasticity, or deviations from normality, based on inspection of level-one OLS studentized residuals. For Model 4 we did not find deviations from normality, based on inspection of level-two residuals. Influence diagnostics of level two-units were overall small. For the final model, we did not find
clear deviations from normality, or indications of heteroscedasticity. We added
a quadratic effect of math anxiety and domain identification to the final model,
both separately and together, and we failed to find significant quadratic effects
of these variables.
Adding random effects for gender, stereotype threat condition and their interaction term did not result in a better fitting models. Turning the main analysis
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in a three-level model (with individuals being the first level, classes being the
second level and schools being the third level) did not influence the results. The
school level explained less variance (intercept variance = 0.52) than the class level (intercept variance = 2.54) in the random intercept model without predictors.

A

Exploratory analyses
To ensure the findings of our main analyses were robust, we carried out several
exploratory analyses to check how stable our results are. In this section we give
a brief overview of the extra analyses we carried out.
We tested children in VWO (highest educational level in Dutch high
schools), HAVO (second highest level) and HAVO/VWO mixed classes. Adding
dummy variables for the level of the class (HAVO as reference group, a dummy
for VWO, and a dummy variable for HAVO/VWO) showed a main effect of type of
class. The estimated amount of level two variance decreased considerably by including the level (from 3.04 to 1.02). Students in HAVO classes scored higher than
students in VWO classes and students in HAVO/VWO classes. We did not find a
significant a significant stereotype threat effect controlling for the type of class,
nor did we find significant three-way or lower order interaction effects between
the type of class, experimental condition and gender. Additionally, we checked
whether the type of class influenced (i.e., whether we carried out the experiment
during math class or during another type of class). We found no effect of type of
class, nor did we find a significant interaction effect with stereotype threat and
gender. Removing classes that were not tested during math class did not alter the
original results. Including presence of the teachers as dummy variable did not
alter original results, nor did removing classes where the teacher was absent.
The domain identification scale and the math test both exist of two subsets of items. Splitting the domain identification scale in two separate tests, and
re-analyzing the main analyses for both halves do not alter the results. Similarly,
splitting the math test in a geometry subtest and a number subtest, and re-analyzing the main analyses for these subsets does not alter the conclusions. Re-analyzing the data with different scoring rules (i.e., with the number of questions
correct or accuracy as dependent variables) did not alter the pattern of results.
Analyzing all moderators and subsequent interaction effects in one model (instead of running three different models, as we did in the main analyses) did not
alter the results. Removing students that did not take the test seriously from
the data set (N = 10) as well as somewhat noisy classes (e.g., classes in which
the students were somewhat noisy before or after testing, or classes in which
distractions occurred like outside music playing) did not have an impact on the
results. Solely analyzing a subset of students high in domain identification did
not alter the results. Solely analyzing a subset of students high in math anxiety
did not alter the results. Solely analyzing a subset of students that believe the
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negative stereotype (i.e., boys are better in math tests than girls) did not alter the
results either. Because the process of data gathering took approx. 6 months, we
investigated whether time influenced performance on the math test. We plotted
the number correct against time, and fitted a loess line to see whether students
scored better or worse over time. Visual inspection gave a vague indication of a
linear effect of time on math performance. Adding a linear effect of time to the
model did not result in a better model, or altered conclusions.
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Intercept:
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-1.27

-7.77
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0.71
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0.71
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0.71
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(0.12)
(1)

9052.6
(1.60)
(1)

9054.2
(59.28)*
(1)
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-0.87
(0.14)

3.55
(0.15)
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(0.13)

3.14
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5.10

0.92

5.11

0.91

5.11

0.91

5.25

0.90

Var. comp.

9364.0
(1.04)
(1)

9365.0
(0.3)
(1)

9365.3
(53.5)*
(1)

9418.8

Deviance
(Dp-Dc)
(df)

Table B1
Fit measures, deviance, unstandardized regression coefficients and variance components for models without moderators split for easy and
difficult items.
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0.58
(0.71)

0.51

0.21
(0.20)

-0.05
(0.14)

-0.88
(0.15)

-0.34

-0.65

4.40

Level-one
variance

-5.38

9051.5
(0.93)
(3)

3.10
(0.40)

0.70

Level-two
variance

19.56

-0.34

0.21
(0.20)

Fixed effect
(difficult)
-0.05
(0.14)

Deviance
(Dp-Dc)
(df)

-0.65

Random part
(easy)

0.59

1.09

0.82

1.03

-0.36

-6.06

7.75

1.02

-0.36

Level-one
variance

Level-two
variance

Random part
(difficult)

5.10

0.89

9362.0
(2.01)
(3)

Deviance
(Dp-Dc)
(df)

Note. Gender is dummy coded with males being the reference group. ST is dummy coded with the control group being the reference group. Gender
of the teacher is dummy coded, with male teachers being the reference group, dummy 1 for female teachers and dummy 2 for both female and
male teachers. In the deviance column, between brackets the difference between the previous model and . Models fit with Maximum Likelihood
estimation.

M4

0.06
(0.19)

-0.09
(0.13)

Fixed effect
(easy)

Continued

STxGender:

ST:

Table B1
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A

2.33(3)

-

0.63(1)

0.00(1)

80.71(1)*

-

-

8650.5

8646.9

8645.5

8643.5

-

8722.2

8698.9

8679.1

8672.4

8665.0

-

8738.3

2.73
(3)

1.86
(3)

1.24
(1)

0.01
(1)

65.57*
(1)

85.99*
(1)

-

8487.9

8484.6

8480.5

8479.7

8477.8

8541.3

8625.3

AIC

8557.7

8538.3

8518.1

8511.9

8504.6

8562.8

8641.4

BIC

2.23
(3)

6.33
(3)

1.02
(1)

0.03
(1)

65.65*
(1)

159.86*
(1)

-

χ2
(df)

Domain
ident.

8234.5

8230.8

8231.1

8230.1

8228.1

8291.8

8449.7

AIC

8304.0

8284.2

8268.5

8262.2

8254.9

8313.2

8465.7

BIC

2.33
(3)

3.32
(3)

0.40
(1)

.11
(1)

76.46
(1)

1.61
(1)

-

χ2
(df)

Gender
ident.

8367.6

8364.0

8361.3

8359.7

8357.8

8432.3

8431.9

AIC

8437.1

8417.4

8398.7

8391.7

8384.5

8453.6

8447.9

BIC

Note. AIC = Akaike Information Criterium. BIC = Bayesian Information Criterium, Domain ident. = Domain identification, Gender ident. = Gender identification.

Model 6:
Class-level predictors

Model 5:
STxGenderxmod

Model 4:
STxGender

Model 3:
ST condition

Model 2:
Gender

Model 1:
Moderator

Model 0:
Random intercept

χ2
(df)

BIC

χ2(df)

AIC

Math
anxiety

General
(without
moderators)

Sensitivity analyses 1: analysis with students excluded who did not answer the read check or the manipulation check correctly.

A
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Table B3

Sensitivity analyses 2: analysis with outliers removed.
Math
anxiety

Model 0:
random intercept
Model 1:
moderator
Model 2:
Gender

Model 4:
STxGender

Model 5:
STxGenderxmod

AIC

BIC

χ2
(df)

AIC

BIC

χ2
(df)

AIC

BIC

-

10387

10403

-

10671

10688

-

10492

10509

72.41*
(1)

10316

10338

189.40*
(1)

10484

10506

1.92
(1)

10492

10514

0.09
(1)

10257

10290

0.89
(1)

10422

10455

.02
(1)

10414

10447

0.23
(1)

Model 6:
class-level predictors

Gender
ident.

χ2
(df)

63.32*
(1)

Model 3:
ST condition

Domain
ident.

3.47
(3)
2.34
(3)

10255
10259
10261
10265

10283

65. 45*
(1)

10297
10317
10337

0.38
(1)
5.55
(3)
1.49
(3)

10420
10423
10424
10428

10448

82.14
(1)

10462

0.05
(1)

10501

2.06
(3)

10479

2.88
(3)

10412
10416
10419
10423

10440
10455
10474
10495

Note. AIC = Akaike Information Criterium. BIC = Bayesian Information Criterium, Domain ident. =
Domain identification, Gender ident. = Gender identification.

Table B4
model.

Final model: unstandardized regression coefficients and variance components for final
Fixed effect

Model 3
(final model)

Intercept
Gender:

Domain identification:
Math anxiety:

Gender x domain identification
Gender x math anxiety

Math anxiety x domain
identification

Coefficient
(S.E.)

Random part
t

10.520
(0.213)

49.33

0.078
(0.013)

6.08

-1.253
(0.158)

-7.94

-0.058
(0.015)

-3.91

0.001
(0.020)

0.07

0.046
(0.019)
-0.004
(0.001)

Level-two variance
Level-one variance

Variance component
2.816

11.094

2.74

-3.66

Note. Gender is dummy coded with males being the reference group. ST is dummy coded with the
control group being the reference group. Domain identification and math anxiety are grand mean
centered. Models are fit with Maximum Likelihood estimation.
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Appendix C: Statistical DIF methods and purification
techniques - chapter four
Statistical methods – details
Observed Score Methods
A well-known observed score methods to study DIF is the MH test (Holland &
Thayer, 1988). This method uses contingency tables to obtain a DIF test, usually
with the observed total scores of the participants as matching criterion. In its
most basic form, the MH method is based on a 2-by-2-by-M contingency table
(Dorans & Holland, 1993), in which M denotes the number of total score levels,
see Table C1.
Table C1

The contingency table of the Mantel-Haenszel method.

Score on Item
Group

1

0

Total

Reference

f1rm

f0rm

nrm

Total

n1m

n0m

nm

f1fm

Focal

f0fm

nfm

To test whether an item displays DIF a χ2 test can be used:

∑

A

2
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rm
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Effect size estimates are often reported in thenform
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rmthe
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..
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(1)
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(3)
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n are often reported in the form of the common odds ratio, given by
Effect∑
size
MH

m

m

1rm

0 fm

k

1 fm

0 rm

k

∑
∑f

or the MH D-DIF
f which
f is a ntransformation of the common odds ratio,
1rm

0 fm

αMH
= m= -2.35ln[αMH].
MHD-DIF
m

1 fm

(1)

(2)
(3)

k

f 0 rm nk

,

(4)

where,

E(f1rm ) = E(R1rm | α=1)

=

n1m nr m
, and
nm

Var ( f1rm ) = Var ( f1rm | α = 1) =

n1m nrm n fm n0 m
nk2 (nk − 1)
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.

Effect size estimates are often reported in the form of the common odds ratio,
given
Effect by
size estimates are often reported in the form of the common odds ratio, given by
αMH =

∑f
∑f
m

m

1rm

f 0 fm nk

1 fm

f 0 rm nk

, 		

(4)

or the
the MH
is is
a transformation
of the
odds ratio,
or
MHD-DIF
D-DIFwhich
which
a transformation
ofcommon
the common
odds ratio,
MH
-2.35ln[α
]. ].		
MH D-DIF
D-DIF ==-2.35ln[α
MHMH

exp( β 0 + β1θˆ + β 2 g ) .
1 + exp( β + β θˆ + β g )
0

1

2

(3)

(4)

(5)

In traditional DIF analyses, a focal and a reference group are distinguished, where
the focal group is the group of interest and the reference group is the standard
to which against will be compared (Holland & Thayer, 1988). The common odds
ratio would be 1.0 if no DIF were present, larger than 1.0 if the item was more
difficult for the focal group than the reference group (controlled for ability), and
smaller than 1.0 if the item was more difficult for the reference group than the
focal group (controlled for ability). The MH D-DIF measure is developed by ETS
(Dorans, 1989) and has led to the ETS classification rules (Dorans & Holland,
1993): items with negligible DIF are labeled as “A” (not statistically significant or
|MH D-DF| < 1.0), items with large DIF are labeled as “C” (statistically significant
and |MH D-DIF| >1.5) and items with intermediate DIF are labeled as “B” (items
not labeled as “A” or “C”). Originally, one of the downsides of the MH test was
that it only tests for uniform DIF, and not for non-uniform DIF. However an extension has been developed to test for non-uniform DIF as well (Mazor, Clauser,
& Hambleton, 1994). Instead of using the observed score as matching criterion,
some authors advocate thick matching i.e., the use of a matching variable which
consists of intervals of the observed scores (Donoghue & Allen, 1993).
A second observed score method that does allow testing for non-uniform
DIF is logistic regression analysis (Swaminathan & Rogers, 1990), in which each
item is treated as the dependent variable in separate analyses. Let be the observed total score that serves as an estimator of participants’ ability, let g be
the grouping variable and let Y be the item score variable. We can estimate the
probability of a correct response on an item, conditional on both the grouping
variable and estimated ability, by simply applying the logistic model to test for
uniform DIF:
P[Y = 1 | θˆ, g ] =

(2)

(6)

By adding an interaction term to the analysis a second model can test for non-uniform DIF:
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P[Y = 1 | θˆ, g ] =

exp( β 0 + β1θˆ + β 2 g + β 3θˆg ) .
1 + exp( β + β θˆ + β g + β θˆg )
0

1

2

3

(7)

The parameters can be estimated using maximum likelihood estimation (Swaminathan & Rogers, 1990). A significance test can be carried out by applying a likelihood ratio test, a Wald test or a score test, alternatively known as the Lagrange
Multiplier (Paek, 2012). As effect size measure either Nagelkerke (Zumbo, 1999;
Zumbo & Thomas, 1997) or (delta) (log) odds ratio (Fidalgo, Alavi, & Amirian,
2014; Monahan, McHorney, Stump, & Perkins, 2007)the authors demonstrate the
usefulness of these effect sizes for judging practical importance: the LR adjusted odds ratio and its conversions to the delta metric, the Educational Testing
Service (ETS can be used for this method. Various studies show that the logistic
regression procedure has more power to detect non-uniform DIF than the MH
procedure, but less power to detect uniform DIF than the MH procedure (Güler &
Penfield, 2009; Herrera & Gómez, 2008; Swaminathan & Rogers, 1990).
A third method that is a bit more difficult to classify as observed or unobserved is SIBTEST (Shealy & Stout, 1993). SIBTEST is a non-parametric technique that statistically tests the weighted mean differences between groups, corrected for any differences in the ability distributions by means of a regression
(θ )dθ as:
correction. For this method the parameter of interest is βUNI ,=which
∫ B(θ )isf Fdefined

βUNI = ∫ B(θ ) f F (θ )dθ ,		

(8)

where B(θ) =P(θ ,R) - P(θ ,F) is the difference in probability for the reference and
the focal group of correctly answering an item conditional on θ, and fF(θ) gives
the density function of θ for the focal group. An estimate of βUNI is given by:
K

β̂ UNI = ∑ p k ( p R* − p F* ) ,		
k =0

A

k

k

(9)

where K is the maximum of the observed test score, pk is the proportion of participants in score group k for the focal group, and (p*Rk - p*Fk) the corrected mean
difference for the reference group and the focal group on the studied item, for
each score group k (for more details on the regression correction, see Shealy and
Stout (1993)).The estimate β̂UNI can be used to create a statistical test for DIF:
SIB =

βˆUNI ,		
σˆ ( βˆUNI )

(10)

in which σˆ ( βˆUNI ) is the standard error. It has been shown that SIB approximately
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follows the normal distribution with a mean of zero and a variance of one under
the null hypothesis of no DIF, which means a significance test can be carried out
using cut-off values obtained from a standard normal distribution.
When testing for DIF with the SIBTEST procedure, β̂UNI can be used as effect size estimate. With SIBTEST it is not only possible to identify DIF at the item
level, but also to obtain effect size estimates and carry out statistical tests for
bundles of items, i.e. differential bundle functioning (DBF). SIBTEST has been
developed to detect uniform DIF, however Crossing SIB was later developed to
detect crossing DIF (Li & Stout, 1996). Crossing SIB is a powerful method to detect non-uniform DIF in comparison to other observed and unobserved score
methods (Finch & French, 2007).

Unobserved Score Methods

Many unobserved score methods with categorical indicators are described within the item response theory (IRT) modeling framework. In its most basic form
models are developed with dichotomous items like the two-parameter logistic
(2PL) and three-parameter logistic (3PL) model, however polytomous extensions of these models exist as well like the graded response model (Samejima,
1969), polytomous Rasch models (Andrich, 1978; Masters, 1982), etc. We will
limit ourselves to descriptions of unobserved score methods using dichotomous
items. Within the context of IRT many DIF detection methods exist, however they
are all based on basic IRT models like the (most general) 3PL model in which the
probability of a correct response to item i (xi = 1) is the function of θ and discrimination item parameter ai, difficulty item parameter bi, and pseudo-guessing item
parameter ci:
P ( xi = 1) = ci +

1 − ci
.
1 + exp[−ai (θ − bi )]

(11)

To test for DIF either the item parameters or the item characteristic curves need
to be compared for the groups under investigation. One of the classical approaches to test for DIF is by calculating Lord’s X2 (F. M. Lord, 1980). In this procedure
item parameters are estimated for the focal and reference group separately,
using a linking procedure to ensure that both groups are placed on the same
metric (Kim & Cohen, 1995). With Lord’s χ2 the difficulty item parameter bFi and
discrimination item parameter aFi for the focal group can be compared with the
corresponding parameters for the reference group:
Lord ' sχ 2 = (ξ iR − ξ iF )' ∑ i−1 (ξ iR − ξ iF ) ,

(12)

A

200 Addendum

where ξ iR = (aˆ iR , bˆiR )' ,

where ξ iF = (aˆ iF , bˆiF )' ,

and where ∑ i−1 is the inverse of the asymptotic sampling variance-covariance
matrix of the differences between the item parameter estimates. For large samples this test statistic follows a X2 distribution with two degrees of freedom. The
abovementioned test captures uniform and non-uniform DIF simultaneously.
Separate tests to qualify the difference between item discrimination parameters
or difficulty parameters can also be conducted.
A second widely used IRT method to test for DIF is IRT-LR-DIF (Thissen
et al., 1993). In this approach a likelihood ratio test between a compact model
(C) and an augmented model (A) is conducted, in which the compact model the
item parameters for the focal and reference group are constrained to be equal,
whereas in the augmented model item parameters under investigation for DIF
are freely estimated. This test statistic tests the invariance of the item parameters under investigation, hence the null hypothesis of no DIF, and is given by the
following formula:
 Likelihood [A] .
GG2 2(df)
(df )==-2ln
−2 ln 

 Likelihood [C ]

A

(13)

The Likelihood equals the likelihood of the data given the marginal maximum
likelihood estimations of the parameters, for the augmented and the compact
model respectively. The test statistic G2 is assumed to be X2 distributed and the
degrees of freedom (df) correspond to the difference in parameters between the
augmented and the compact model. This procedure can incorporate tests for
uniform (i.e., constraining the difficulty item parameter in the compact model)
and non-uniform DIF (i.e., constraining the discrimination item parameter in the
compact model), as well as a joint test.
A third approach to DIF testing is by using area measures (Raju, 1988). In
this approach the area between the item response function of the focal group and
the item response function of the reference group. In its most general form an
area measure can be represented as follows:
A = f s [PR (θ ) − PF (θ )] ,		

(14)

which is defined for an interval s bounded by a lower limit and an upper limit for
θ. Various area measure exist due to variations in the width of the interval (i.e.,
whether the interval is bounded or unbounded), the integration method (i.e.,
continuous integration or discrete approximation), the kind of differences that
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are used (i.e., signed or unsigned) and the weights are used (i.e., are the differences in f equally weighted or not). A well-known method is developed by Raju
(1990), who used continuous integration to obtain signed and unsigned area
measures. On a test level the effect size measure DFIT has been developed (Raju
et al., 1995), which also led to the development of the NCDIF and CDIF indices
that give item effect size measures in the same framework. These indices are
closely related to some versions of the area measures.
Area measures can be considered as effect size estimates in the context of
IRT, which is especially useful when a 2PL or 3PL model is used. Another effect
size estimate is to simply interpret the difference in difficulty estimates (uniform
DIF) or discrimination parameters (non-uniform DIF) between groups as effect
size (L. Steinberg & Thissen, 2006).
For unobserved score method DIF testing of scales with continuous indicators a CFA approach would be most appropriate. Often used techniques are multigroup CFA (French & Finch, 2008; Meredith, 1993; Widaman & Reise, 1997)reviews confirmatory factor analysis (CFA, Restricted Factor Analysis (Barendse
et al., 2010), or analyses using the Multiple Indicators Multiple Causes (MIMIC)
model, with especially the MIMIC model being popular due to its smaller sample
size requirements (Woods, 2009) We will describe the MIMIC model in more detail here, as it is popular in in connotation with the term DIF. The MIMIC model
consists of two parts; a measurement part and a structural part (Wang, Shih, &
Yang, 2009). In its simplest form the measurement part is given by
yi* = λ θ + β’i z + εi , ,		

(15)

where yi* is the latent response variable for item i, λ is the factor loading, θ is the
θ = γz + ζ
latent trait, βi is the regression coefficient for item i representing the effect of the
grouping variables on response yi*, z is the grouping variable with z=1 referring
to the focal group and z=0 referring to the reference group and εi represents measurement
error for item i. Because yi* is not observed, indicator yi is used as an
yi* = λ θ + β’i z + εi ,
approximation. The structural part of the MIMIC model is given by
θ = γz + ζ ,		

(16)

where γ is the regression coefficient displaying the mean difference for groups z
on θ , and ζ the residual which is assumed to be normally distributed, unrelated
to grouping variable z and with mean=0. Because a model in which all items are
tested for DIF at once would not be identified (Woods, 2009), researcher should
either test for DIF according to a DIF free baseline model (i.e., testing DIF items
one by one assuming all other items are invariant) (Finch, 2005) or test for DIF
with a DIF free anchor, which can be created according to different strategies
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(Woods, 2009). For the MIMIC model the effect size measure MIMIC-ES has been
developed (Jin et al., 2012), based on the regression coefficient and the factor
loading of the item under investigation.
The upsides to MIMIC modeling are that covariates can easily be included,
and that continuous as well as categorical indicators can be used. Originally, a
downside of the MIMIC model was the fact that the method is not suited to test
for non-uniform DIF because the model treats item loadings as the same across
groups (Woods, 2009), however tests have been developed to include an interaction term to the MIMIC model which allows for non-uniform DIF testing as well
(Woods & Grimm, 2011). Those tests have been shown to be quite powerful, but
also show unacceptable high Type I error rates. A better alternative for non-uniform DIF testing could be by means of multi-group CFA, however this technique
requires larger sample sizes (French & Finch, 2006; Woods, 2009) which is not
always feasible for some type of research.
Whereas many traditional frequentist methods nowadays have more recent
Bayesian counterparts, this holds for DIF testing as well. Describing these methods goes beyond of the scope of this paper, for more information on Bayesian
methods see Zwick, Thayer, and Lewis (1999) and Soares, Gonçalves, and Gamerman (2009). The last few years Bayesian methods gained in accessibility and
popularity as good alternatives for frequentist statistical methods.

Purification - details

A

We distinguish three different kind of strategies that are based on some form
of purification: the two-step purification approach, the iterative purification approach and the constant anchor approach. One of the first approaches mentioned
to purify the matching criterion is the two-step approach (Clauser et al., 1993;
Holland & Thayer, 1988; F. M. Lord, 1980), in which the following two steps are
used. First all items are checked for DIF using all other items as matching criterion. Second, ability estimates are estimated for all participants based on the
items that did not show statistically significant DIF in the first step. Those purified ability estimates can be used to re-estimate the final set of DIF parameters
for all items. Holland & Thayer (1988) recommend this procedure, but suggest
that the studied item always needs to be included in the matching criterion, even
if it displayed DIF.
Although Lord (1980) originally suggested a two-step purification method
in the IRT context, the iterative approach based on this two-step method became
popular in IRT (Candell & Drasgow, 1988; Park & Lautenschlager, 1990). The
original iterative approach starts out with the same two steps as the two step
purification approach, but continues with an iterative process in which the two
steps are repeated multiple times until two successive iterations would produce
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the same set of biased items. Finally the difficulty and discrimination item parameters could be estimated for both groups separately using the purified matching
criterion as ability estimate. This iterative procedure became popular not only in
the context of IRT, where it can be used to find unbiased items both for linking
or for the creation of a DIF-free anchor, but has also been adopted and used in
the context of other statistical methods like logistic regression (French & Maller,
2007) or MH (Clauser & Mazor, 1998). After this original iterative approach several variations have been proposed. The stepwise purification approach in which
DIF estimations are made for all items, the item with the highest statistically significant DIF value is removed, ability is re-estimated, and the procedure carries
on until no new DIF items are detected (Navas-Ara & Gómez-Benito, 2002). Recently such a stepwise purification method using the Lagrange multiplier (i.e.,
score test) has been suggested, showing promising power and Type I error rates
(Khalid & Glas, 2014). Yet another variation to iteratively select an appropriate
anchor is the iterative forward approach (Kopf et al., 2015a, 2015b). In the first
iteration of this approach the anchor exists of one item (empirically selected
through either auxiliary DIF tests or a ranking system, for more information see
Kopf et al., (2015b)), and with each iteration an item is added to the anchor. The
procedure goes on as long as the anchor is shorter than the amount of current
DIF-free items.
The third procedure is known as the constant anchor selection strategy.
In this approach the anchor will comprise of a predetermined number of items,
with 1 (González-Betanzos & Abad, 2012; Kopf et al., 2015a), 3 (Thissen et al.,
1993) or 4 anchor items (Kopf et al., 2015a; Thissen et al., 1993) as previously
suggested standards. These constant anchors can be either selected based on
expert review or be empirically selected, which comes close to a purification
method. For instance the DIF-free-then-DIF strategy can be used (Shih & Wang,
2009; Wang, Shih, & Sun, 2012), which strives to select a DIF free anchor through
different strategies (e.g., estimate DIF statistics for each item, using all items separately as a single item anchor. Items with lowest mean DIF statistic are assumed
to be DIF free).
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Appendix D: Detailed description of scales and groups chapter four
Method - Selection of DIF analysis

A

Sometimes multiple DIF comparisons were performed on the same data in a selected article on DIF. In this case we used one of the following selection rules. If
multiple DIF analyses were performed on different scales we selected the first
scale that was mentioned in the (a) title, (b) method, or (c) results. When the
scale consisted of multiple subscales, and that subscale is used as unit within
the DIF analysis, we selected the DIF analysis conducted over the first subscale
mentioned in the (a) title, or (b) method. When DIF analyses were performed
on the same scale but reanalyzed using different groups (e.g., gender and age)
we selected the analysis with the first group that was mentioned in the method section. When the article solely contained a DIF analysis in which multiple
groups were analyzed simultaneously, we selected this analysis. When multiple
categories were used (e.g., comparisons between several countries) we selected
the first two categories that were mentioned in the (a) title, (b) abstract, or (c)
method. Again, when the article solely contained a DIF analysis in which multiple categories were analyzed simultaneously, we selected this analysis. When the
article contained multiple DIF analyses over different waves (i.e., longitudinal
data) we selected the oldest wave. When an article reported multiple studies that
contained a DIF analysis we (a) selected a main study over a pilot study and (b)
selected the first main study. When an article contained both data that has been
analyzed before in a published article, as well as new data, we selected the DIF
analysis based on the new data. When an article presented DIF analyses both on
an item level and a bundle level we selected the analyses on the item level over
the analyses on the bundle level. If DIF analyses were only carried out on the
bundle level we coded the bundle level analyses. When multiple DIF methods
were used for the same scale, we selected and coded the information for each of
the methods. Finally, when an analysis was carried out separately for DIF in the
latent response and DIF in the attraction parameters, we chose DIF in the latent
response.
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Appendix E: Literature review - chapter five
Method
In this review section we summarize what kind of psychometrics properties have
been reported in (a large share of the) stereotype threat experiments. We split
the literature in stereotype threat experiments in experiments conducted on college students (79 articles, 101 studies) and students of elementary school, middle
school or high school (23 articles, 27 studies). Those papers were obtained in
three recent meta-analyses on stereotype threat (Doyle & Voyer, 2016; Picho &
Stephens, 2012, Nguyen & Ryan, 2008) for the college students section. For the
school students we selected all articles mentioned in two recent meta-analysis
(Doyle & Voyer, 2016; Flore & Wicherts, 2015). We only selected published papers, the test existed of multiple questions and the test was related to quantitative
skills (i.e., mathematics, spatial ability, physics, chemistry). We excluded studies
where participants were tested in extra-ordinary circumstances (e.g., in a MRI
scanner). We only selected studies that concerned manipulation related to gender
stereotype threat. In this review we solely focused on the test used as dependent
variable. As such we did not code anything with regards to scales that were used
as covariates, mediator variables or moderator variables. We coded whether authors reported a reliability coefficient (e.g., Cronbach’s alpha), item-level analyses
that differentiate between the different groups (item difficulties, item-rest correlations, IRT or CFA), and whether the authors used a time limit. For the variable
item-level analyses, we coded papers that reported correlations based on item
difficulties as “item difficulties” present (e.g., O’Brien & Crandall, 2003). Additionally we coded whether authors reported the amount of missing responses for
the different groups (e.g., reporting number of items attempted split by groups
or by carrying out significance tests over the number of attempted items) or significance tests to gauge the difference in missing responses. Finally, we coded the
scoring rule used (i.e., number correct, accuracy, or guess corrected scores). The
used coding sheet is reported on OSF (https://osf.io/wqnh9/).
All 101 studies of college students were scored both by the first author and
a student assistant. For the variable “Time limit” we originally created three response options: yes, no, and unclear. As the category “unclear” introduced some
vagueness, we collapsed the categories no and unclear, assuming that the articles
in which it was not clearly described whether a time limit was used did not have
a time limit on the test. Overall, reliability coefficients of the variables was high:
outcome variable (Fleiss’ kappa = .87), reliability reported (Fleiss’ kappa = .89),
missing responses (Fleiss’ kappa = .68), and item-level statistics (Fleiss’ kappa =
.60). For time limit Fleiss’ kappa equals .67 without collapsing and Fleiss’ kappa
equals .92 with collapsing of categories no and unclear. Simple agreement ex-
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ceeded 90% for all variables, except for the variable missing responses (simple
agreement was 86%).

Results

Results are reported in Table E1. Overall, we see that number of items answered
correctly are selected most often (in 53% of the studies of college students and
in 74% of the studies in school aged students). In the majority of the studies
missing responses are not mentioned (in 63% of the studies of college students
and in 78% of the studies in school aged students), neither by reporting the
amount of missing responses/attempted items, reporting significance tests, nor
by reporting missing responses for all students. Moreover, psychometric qualities of the tests are rarely studied, for instance a minority of the studies report
a reliability coefficient. The majority of studies does not study any item-level
analysis (in 92% of the studies of college students and in 81% of the studies in
school aged students). Overall, the dependent variable receives little attention.
Table E1
Reported statistics on the dependent variable in stereotype threat papers for college students and school students.
Variable

Ncollege students

Nschool students

Outcome variable

101

27

Number correct (raw or percentage)
Accuracy

Guess corrected

Combination of measures

Reliability reported

Yes: Cronbach’s alpha
Yes: Other
No

Time constraint

A

Yes

No/unclear

Missing

Number or percentage of attempted items - not split for groups
Number or percentage of attempted items - split for groups
Significance test over number attempted only

Combination (sig test and number attempted reported)
No/no missings/missings removed

Item level statistics

Item difficulties (CTT)

Split test easy/difficult test

MGCFA over item parcels
No

Note. N gives the amount of experiments.

101

101
101

14

101

53
13
13
22
3
1

97
76
26
0
1

12
74
2
4
2

93

27

27
27

2

27

20
2
0
5
8
0

19
23
4
0
1
3

21
0
5
0

22
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Appendix F: Extra tables - chapter five
Table F1
Item fit statistics “Orlando-Thissen-Bjorner Summed-Score Based Item Diagnostic Tables”
for separate IRT 2PL models.
ST group

Control
group

ST group

S − χ2

p

S − χ2

p

Item 1

17.1

.104

22.1

.023

Item 4

15.7

.204

18.5

.048

Item 2
Item 3
Item 5
Item 6
Item 7
Item 8
Item 9

Item 10

7.1

14.0
17.0
14.4
29.5
10.2
13.2
11.1

.788
.299
.108
.209
.002
.429
.210
.435

Note. ST = stereotype threat.

14.4
9.0

20.4
8.2

13.1
14.9
13.2
17.7

.213
.621
.060
.608
.287
.136
.214
.088

Control
group

S − χ2

p

S − χ2

p

Item 11

11.9

.372

11.0

.363

Item 14

17.0

.151

7.9

.724

Item 12
Item 13
Item 15
Item 16
Item 17
Item 18
Item 19
Item 20

12.9
17.8
16.0
15.8
15.5
7.4

18.8
16.8

.299
.120
.098
.150
.162
.763
.094
.079

12.3
11.1
10.4
11.4
17.6
22.8
15.4
11.0

.342
.441
.498
.416
.091
.019
.163
.362

A

-0.3p

0.8n

0.2n

-0.5n

0.4p

0.7p

-0.7n

-0.7n

-0.6n

-0.6n

-0.5p

-0.6p

0.2n

-0.6n

0.1n

-0.6n

2.2p

-0.5p

-0.7p

-0.3p

-0.5p

-0.3n

-0.2p

-0.4p

-0.6n

-0.5p

-0.4p

-0.5p

0.2n

-0.6p

-0.7p

-0.3p

-0.4p

1.6n

-0.6p

-0.4n

-0.7n

I2

1.0p

0.8p

0.5p

0.7p

3.9n

-0.1p

-0.4p

0.1n

-0.6p

-0.7p

0.9n

-0.7n

-0.5p

-0.6p

0.1n

-0.1n

-0.7p

I3

0.2p

-0.5p

-0.6n

-0.6n

-0.5p

-0.7n

-0.5p

1.6n

0.2n

-0.6n

-0.4n

-0.1p

-0.7n

0.6n

-0.7n

-0.7n

I4

-0.2p

-0.5p

-0.5p

-0.7p

-0.6n

0.5p

-0.7p

0.3p

0.4n

-0.7n

-0.1n

-0.6p

0.2p

-0.2n

0.2n

I5

-0.0n

-0.1n

0.0n

-0.5n

-0.5p

-0.7p

-0.6p

1.4n

-0.4p

-0.2p

-0.6n

-0.1p

-0.4p

-0.7n

I6

2.6n

0.2n

-0.4n

0.6n

0.2p

-0.2n

0.2p

2.8p

-0.6n

-0.5p

0.7p

0.3n

-0.6p

I7

-0.7n

-0.4p

0.3p

0.9p

0.3n

-0.5n

-0.0n

-0.5n

-0.7p

-0.6n

0.7n

-0.6p

I8

-0.5p

-0.5p

-0.7p

-0.0n

0.0n

-0.7p

0.0n

-0.5n

3.2n

-0.7n

-0.7p

I9

0.5p

3.4p

-0.5p

-0.6p

0.0p

0.6p

2.1n

0.2p

0.3n

0.1n

I10

0.8n

-0.4p

-0.4p

-0.6n

0.2n

-0.6p

-0.1p

-0.6p

-0.2p

I11

0.1p

-0.5n

-0.1p

0.1n

-0.7p

-0.6p

-0.5n

0.4p

I12

-0.2n

-0.6n

-0.5p

-0.5n

0.4p

0.6p

-0.7n

I13

Note. Item pairs in bold face have local dependency indices larger than 3.0 (considered statistically significant).

I20

I19

I18

I17

I16

I15

I14

I13

I12

I11

I10

I9

I8

I7

I6

I5

I4

I3

I2

I1

I1

Separate 2PL IRT model: Local dependencies of stereotype threat group.

A

Table F2

0.0p

-0.5n

2.2n

-0.1p

-0.3n

-0.2p

I14

4.3n

-0.6n

-0.6p

-0.5p

-0.6n

I15

-0.7p

0.1n

-0.3p

-0.6n

I16

0.3n

3.0p

-0.4n

I17

-0.3n

-0.2p

I18

4.0p

I19
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-0.5p

1.6n

I13

-0.5p

0.9p

0.5n

-0.6n

-0.2n

-0.7n

-0.7n

-0.7p

0.5n

-0.2p

0.7p

-0.5p

1.6n

-0.7p

-0.4p

-0.4n

1.5p

-0.7n

-0.0n

-0.6p

0.1n

0.5p

-0.6n

-0.5p

-0.6p

-0.7n

I2

0.6p

0.5n

0.5n

-0.6n

0.1n

-0.1n

-0.6n

0.4p

2.0p

-0.6p

-0.7n

-0.7p

-0.5n

-0.7p

-0.7n

-0.7p

-0.5p

I3

-0.2p

-0.3p

2.9n

0.3p

-0.3n

-0.6n

-0.4p

-0.7p

0.6n

-0.7n

-0.6p

-0.6p

-0.5n

-0.7n

-0.7p

-0.3p

I4

-0.7p

-0.5n

-0.7n
1.4n

0.1p

-0.2p

-0.6n

-0.3p
1.2n

-0.1n

0.9n

-0.6n

2.3p
0.2n

-0.5p

4.2p

2.1p

7.8p

-0.7p

-0.3n

-0.6p

0.7p

0.7n

-0.7p

-0.5n

0.5n

I7

-0.7n

-0.5p

-0.5p

-0.7p

-0.3p

-0.7n

1.4n

-0.3p

-0.7n

-0.6p

-0.5n

I6

-0.2p

0.9n

-0.7p

-0.4n

-0.6p

I5

0.2n

0.9n

-0.6n

1.3n

0.2p

-0.2p

-0.5n

-0.4p

-0.6n

-0.2p

-0.5p

-0.4p

I8

-0.3n

-0.3p

0.1n

0.0p

0.1p

-0.1n

-0.7p

1.5n

0.8n

-0.7p

-0.5p

I9

Separate 2PL IRT model: Local dependencies of control group.

-0.3p

-0.4p

-0.6p

0.7n

-0.5n

-0.6n

0.1n

1.4n

-0.7p

-0.7n

I10

0.8p

-0.0p

-0.6n

-0.7n

1.4n

-0.1p

-0.3p

-0.6n

-0.7n

I11

-0.7n

-0.2p

-0.5p

-0.6p

-0.6n

1.2p

0.3n

-0.4p

I12

-0.7p

-0.1p

-0.1n

-0.5n

-0.7p

-0.4n

-0.5p

I13

Note. Item pairs in bold face have local dependency indices larger than 3.0 (considered statistically significant).

I20

I19

I18

I17

I16

I15

I14

-0.3n

I12

I11

-0.7n

-0.7p

0.6p

-0.7p

-0.5n

-0.3p

-0.6n

-0.7p

I1

I10

I9

I8

I7

I6

I5

I4

I3

I2

I1
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-0.5p

-0.6p

-0.7n

0.1n

1.4n

-0.4p

I14

0.8p

-0.5n

-0.6p

-0.3n

-0.6p

I15

-0.4n

0.2p

-0.1p
-0.7p

I16

-0.1p

-0.4n

-0.6n

I17

0.0p

-0.3n

I18

0.7p

I19
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Table F4
Multi-group IRT 2PL model: Item fit statistics “Orlando-Thissen-Bjorner Summed-Score
Based Item Diagnostic Tables”.
ST group

Control
group

S − χ2

p

S − χ2

p

Item 1

16.7

.117

22.4

.021

Item 4

15.1

.178

20.1

.028

Item 2
Item 3
Item 5
Item 6
Item 7
Item 8
Item 9

Item 10

7.4

14.4
17.7
13.0
29.3
10.3
14.5
11.3

.769
.275
.088
.298
.002
.414
.151
.421

Note. ST = stereotype threat.

A

ST group

14.2
9.8

22.0
9.7

14.8
14.7
14.2
19.5

.223
.554
.038
.466
.193
.143
.163
.052

Control
group

S − χ2

p

S − χ2

p

Item 11

11.9

.373

11.3

.334

Item 14

17.3

.137

8.6

.658

Item 12
Item 13
Item 15
Item 16
Item 17
Item 18
Item 19
Item 20

13.9
18.2
15.7
15.9
15.6
15.0
18.0
17.7

.240
.111
.109
.146
.154
.184
.115
.061

12.4
11.4
11.0
12.5
17.4
28.0
17.7
10.5

.337
.412
.357
.328
.095
.003
.088
.396

0.4

0.2

2.2

8.0

0.1

0.8

0.5

0.9

0.4

.910

.332

.018

.969

.682

.779

.642

.819

.803

.895

.375

.904

.341

.590

.713

.163

.409

.253

.886

.582

p

.024

.005

.001

.025

.014

.016

.013

.019

.018

.021

.008

.023

.006

.011

.015

.003

.009

.004

.020

.010

B-H
c.v.

χ2

0.1

1.0

0.4

0.0

0.4

0.2

0.7

0.0

0.1

0.1

1.8

0.0

2.1

0.7

0.6

0.3

.817

.323

.529

.897

.509

.695

.403

.968

.751

.756

.177

.963

.147

.410

.424

.583

.579

.151

0.3

2.1

.656

p
.731

0.2

(1)

0.1

non-uniform

.021

.005

.011

.023

.010

.016

.006

.025

.019

.020

.004

.024

.001

.008

.009

.014

.013

.003

.018

.015

B-H
c.v.

χ2

0.1

1.2

7.6

0.0

0.3

0.3

0.2

0.4

0.3

0.1

0.1

0.2

0.0

0.4

0.0

3.3

1.5

0.7

1.0

0.0

uniform

(1)

.713

.268

.006

.830

.568

.555

.665

.529

.561

.723

.712

.654

.865

.541

.844

.068

.224

.407

.834

.326

p

.019

.005

.001

.021

.014

.011

.016

.009

.013

.020

.018

.015

.025

.010

.024

.003

.004

.008

.006

.023

B-H
c.v.

0.40 (0.15)

0.53 (0.12)

0.35 (0.11)

0.30 (0.11)

0.54 (0.12)

0.55 (0.12)

0.20 (0.10)

0.28 (0.10)

0.39 0.10)

0.91 (0.19)

0.57 (0.12)

0.79 (0.16)

0.59 (0.13)

0.39 (0.10)

0.92 (0.19)

0.30 (0.11)

0.53 (0.13)

0.18 (0.09)

0.36 (0.12)

0.48 (0.11)

α̂ ST (S.E.)

0.45 (0.16)

0.37 (0.11)

0.25 (0.10)

0.32 (0.11)

0.44 (0.10)

0.48 (0.11)

0.40 (0.10)

0.28 (0.09)

0.34 (0.10)

1.00 (0.19)

0.36 (0.10)

0.78 (0.15)

0.91 (0.17)

0.52 (0.11)

0.73 (0.15)

0.22 (0.10)

0.63 (0.14)

0.38 (0.10)

0.43 (0.12)

0.43 (0.10)

α̂ C (S.E.)

1.89 (0.18)

-0.56 (0.17)

0.83 (0.13)

0.83 (0.13)

0.12 (0.17)

-0.46 (0.16)

-0.22 (0.11)

-0.19 (0.12)

0.54 (0.14)

1.81 (0.32)

0.54 (0.18)

1.33 (0.26)

1.11 (0.20)

0.21 (0.13)

1.62 (0.31)

1.19 (0.14)

1.11 (0.18)

-0.67 (0.10)

0.18 (0.15)

-1.21 (0.13)

γˆ ST (S.E.)

1.99 (0.17)

-0.33 (0.11)

0.35 (0.10)

0.87 (0.11)

0.22 0.11)

-0.35 (0.11)

-0.29 (0.10)

-0.29 (0.10)

0.63 (0.10)

1.77 (0.20)

0.55 (0.10)

1.44 (0.16)

1.31 (0.16)

0.11 (0.11)

1.52 (0.15)

0.86 (0.10)

1.42 (0.14)

-0.85 (0.11)

-1.26 (0.13)

-0.01 (0.10)

γˆ C (S.E.)

Note. B-H c.v. = Benjamini Hochberg critical values. ST = stereotype threat, C= control. P-values can be considered significant if the reported p-value is lower
than the BH-critical value.

Item 20

Item 19

Item 18

Item 17

Item 16

Item 15

Item 14

Item 13

0.2

Item 12

Item 11

2.0

0.2

2.2

1.1

0.7

3.6

Item 10

Item 9

Item 8

Item 7

Item 6

Item 5

1.8

2.8

Item 4

Item 2

Item 3

(2)

0.2

total

1.1

χ2

DIF analyses 4: Flexmirt DIF sweep multilevel analyses

Item 1

Table F5
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Table F6

Input parameters for simulation study.
α

Item 1

0.58

Item 4

0.74

Item 2
Item 3
Item 5
Item 6
Item 7
Item 8
Item 9

Item 10

βST

βC

-0.14

-0.14

Item 11

-1.71

-1.71

Item 14

-0.27

-0.27

(medium DIF/large DIF)

0.50

(3.04/3.29)

0.27

(-4.23/-4.48)

1.01

-1.22

0.32
1.12
0.58
1.07
0.59

(2.84/3.09)
-1.41
-1.31
-0.92

2.54
2.34

-3.73
-1.41
-1.22
-1.31
-0.92

α

Item 12
Item 13
Item 15
Item 16
Item 17
Item 18
Item 19
Item 20

βST

βC

1.15

-1.51

-1.51

0.40

0.62

0.62

0.45
0.35
0.68
0.62

(medium DIF/large DIF)
-1.28
0.71
0.60

-0.28

0.42

(-2.55/-2.80)

0.44

(-4.90/-5.15)

0.32
0.58

-1.81

(1.26/1.51)

Note. ST = stereotype threat, C= control. DIF occurs for the stereotype threat group.

A

-1.28
0.71
0.60

-0.28
-2.05
-1.81
0.76

-4.40
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kapot te krijgen, en ik hoop dat we daar nog jarenlang van zullen genieten. Deze
drie prachtige dames inspireren mij elk op hun eigen wijze, en ik ben trots dat zij
tijdens mijn verdediging als paranimfen achter me zullen staan.
Tot slot mijn lieve familie. Loes en Jayden, bedankt voor de etentjes en alle
vrolijkheid van de afgelopen jaren. Broertje, bedankt voor de bescherming, de
gezonde competitie, en de band die met de jaren sterker wordt. Ik hoop dat die
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trend zich lang voort zal zetten. Lieve Nico en Lily, bedankt voor de warmte en het
geduld voor al mijn verhalen. Lieve pap en mam, bedankt voor alles. Jullie hebben niet alleen mijn liefde voor leren van jongs af aan gestimuleerd, ook brachten
jullie me bij dat er in het leven nog zoveel meer is om van te genieten. Daarnaast
ben ik heel dankbaar voor de koppen thee en koffie, glazen wijn, stukjes kaas, de
oplader-bezorgservice en de warme maaltijden tijdens de laatste paar maanden
voor mijn deadline. Tot slot bedank ik jullie voor de open deur tijdens de eerste
paar maanden na mijn deadline. De veilige haven in Heerjansdam, de uurtjes bij
de open haard en de rustige rondjes Kijfhoek zal ik nooit vergeten. Zo zijn we in
het verleden genoeg hobbels tegengekomen, maar gelukkig zijn we er altijd beter
uitgekomen. Dit proefschrift is voor jullie.
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